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Abstract- Aspects provide a foundation for the definition of design patterns in software models and code.  Not all patterns, however, can be represented as aspects.  To extend the foundation provided by aspect-oriented software development (AOSD) to include other types of design patterns, we need a deeper understanding of pointcuts and their relationship to more general transformations.  This paper provides a definition of pointcut based on the use of meta-modeling abstractions that is appropriate for a broad range of transformations.  The use of meta-modeling abstractions as the basis for pointcut definitions also provides a cleaner separation between the problem addressed by a pattern and its solution. This is particularly important when a number of design patterns provide different solutions to the same problem, and when we want to be able to easily substitute one pattern for another in order to fit a given context. 
1 Introduction

In aspect-oriented software development (AOSD), pointcuts define the sets of points in the execution of a program at which aspect code (advice) may be woven with the underlying application.  Although pointcut definitions may be specified separately from advice, in practice they are often specific to the application of a given aspect, rather than an abstraction of the problem itself.  This is an issue when the intent is to provide a number of design patterns that address the same problem, providing solutions appropriate in different contexts (the pattern family problem).

AOSD tools such as AspectJ™ also define point cuts syntactically rather than semantically, view behavior only in terms of methods rather than individual actions, focus on control flow rather than data flow, and have only weak support for general transformations of structure and behavior. The limitations associated with pointcut definitions and the type of meta-level information they can access also limits the range of problems that can be addressed.

In part this is by intent.  AOSD is intended to be less powerful, but more elegant, accessible and easier to apply, than meta-level programming or low level transformations based directly on rewriting rules.  At its current level of maturity, however, AOSD is not sufficient to address the full range of patterns needed by high assurance, real-time, embedded applications (the generality problem). Patterns that involve transformations of the code structure (e.g., to make it easier to analyze and certify), patterns that involve transformations of the design structure (e.g., to ensure the encapsulation of data or to eliminate multiple implementation inheritance), patterns that involve code slicing into feature specific use cases (e.g., to reduce the footprint of the application), and patterns that perform context specific optimizations (e.g., fast path optimizations) are all difficult to implement using only AOSD.

This paper describes a viable and practical approach that addresses the issues of pattern families, and extends the foundation provided by AOSD to an equally elegant, accessible and easy to use language for the definition of a broad range of patterns.  It includes three examples: one related to patterns in low level code, one related to synchronization (a classic problem already addressed by AOSD), and one involving a structural transformation (refactoring) of code to replace the use of multiple implementation inheritance with delegation.  All three examples are taken from a catalog of patterns for high assurance software.  They are presented both in C++ and in the XML notation defined by [10].

2 Abstraction of the problem

Consider a simple pattern at the code level.  Loop termination is an important issue in high assurance systems.  Since it is difficult to automatically derive a loop invariant, and prove that a loop terminates in the general case, it is often necessary to restrict the structure of loops to cases in which termination can be more easily proven.  

Perhaps the simplest case consists of a ForLoop in which a loop index monotonically increases or decreases over a fixed range of integer values.  Most programming languages provide support for ForLoop’s. However, most programming languages do not prohibit modification of the loop index within the body of the loop or other practices that make it difficult to prove that the loop always terminates.

The following C++ code illustrates this point:

for (int i = 0; i < n; i++) {

i = …;

}
Here direct assignment to the loop index makes it difficult to prove that this loop terminates after the correct number of iterations.

The same is true of other for loops of the form:

for (#; #; $v_1++) {

$v_1 = …;

}
And other for loops in which generalize on the meaning of assignment:

for (int i = 0; i < n; i++) {

int* p = &i;

*p = …;

}

for (int i = 0; i < n; i++) {

cin >> i;

}
And iteration:

for (i.reset(); ! i.isDone(); i.advance()) {

i.advance();

}
Because the overall program is often very large, it is useful to begin with an abstract definition of the problem that allows us to focus only on those elements that are relevant.  This is particularly true when the program is represented as an abstract syntax tree (AST) in a notation such as XML.  The XCIL representation of these loop examples appears in [11, section 3.2.14].

In this case, we are interested in all ForLoop’s whose body contains a statement whose execution may affect the outcome of the test that controls execution of the loop body.  

Working from the XML, the general structure of a ForLoop is:

<LoopStatement xsi:type=”ForLoop” …>

<initialization>

…

</initialization >

<increment>

…

</increment>

<clause>

<test>

…

</test>

<body>

…

</body>

</clause>

</LoopStatement>
In accordance with [10], all ForLoop’s have a test condition and an increment statement.  The initialization statement is optional. The body of the loop may also be empty.

Abstracting from this only the details that we care about, for all the ForLoop’s in a given package we have:

Which corresponds to the following table representation:

	SelectPointcut
	loops

	From
	$Package.ownedElement

	ElementType
	ForLoop

	Constraint
	testAssignments(size () > 0

	Body
	

	IteratePointcut
	loop

	SelectPointcut
	test

	From
	loop.test

	SelectPointcut
	testAssignments

	From
	loop.body

	ElementType
	Statement

	Constraint
	variablesRead (test)(intersection (variablesAssigned ())(size() > 0

	end
	

	end
	


Note: ‘ForLoop’ is the name of a ‘for loop’ in XCIL [10]. It is the element type of the XML element <LoopStatement xsi:type=”ForLoop” …>.  ‘test’ and ‘body’ are the parts of a ‘for loop’ that represent its test condition and loop body.  They appear between the tags <test>…</test> and <body>…</body> in the XML representation.  ‘testAssignments’ is the name given the collection of statements from the body that may affect the outcome of the test.  This collection is generated by the <SelectPointcution name=”testAssignments” from=”body” … /> element.  It can be thought of as replacing this element with <testAssignments>selected-statements</testAssignments>. ‘variablesRead’ and ‘variablesAssigned’ are queries supported by the toolset.  ‘intersection’ specifies set intersection, an operation on collections of elements also supported by the toolset.  Additional queries and set operations  (on pointcuts) are discussed in the sections that follow.

Here we have reduced the loop to only its test condition and a collection of statements from the body of the loop that may affect the outcome of this test.  

The outermost SelectPointcut statement indicates that we are interested in all ForLoops within the user specified package that contain statements in the loop body that affect the outcome of the test condition.  The name of the resulting set is loops.

IteratePointcut establishes a context in which we are able to consider each of the loops individually.  The iteration variable representing a single loop from this set has the name loop.

The enclosed SelectPointcut statement specifies that we want the to include the test condition for the loop in our abstraction of the loop, giving it the name test.  

The next SelectPointcut statement specifies that we only want to include statements from the body that affect the outcome of the test.  To indicate this, we need to be able to ask for all the variables appearing in the test expression, variablesRead(test), and all the statements from the body of the loop appear within a data flow that sets these variables, intersection (variablesRead(test), variablesAssigned (element)).  These and other queries related to dataflow are discussed in section 3. 

This nested structure of SelectPointcut and IteratePointcut statements is typical of the specification of a problem abstraction.  The names of the selected sets and iteration variables are used to provide a context for additional pointcut queries and for transformations related to the solution.

Note: The notation for this is only intended to be a first cut.  However, it seems logical to base whatever notation we ultimately choose on a set of queries over the XML elements provided by the analysis tools of the KCS toolset, and a set of predefined operators that allow us to combine and compare these results (including at least the operations provided on pointcuts by AspectJ). 

Note: To gain OMG acceptance, it seems wise to use OCL terminology (e.g. Select, Iterate) [1, Chapter 6] [3] in our notation when it is possible to do so.  There must also be a clearcut mapping to XSLT rules [4] and/or XML queries [5] since these pattern specifications will likely be translated to XSLT rules and queries, or a combination of XSLT rules with some other language (such as Java or Python).

Note: Again, with an eye toward OMG acceptance, it seems wise to use an interface for meta-model queries similar to that provided for UML models [2].

Abstracting from the XCIL for the examples given in [11, section 3.2.14], we have:

<loops>

<LoopStatement xsi:type=”ForLoop” id=”135000000”>

<test>

<Expression xsi:type=”GreaterThanOrEqual” id=”135000050”>

<left><Expression xsi:type=”ReadLocalVariable” variable=”135000010” id=”135000060”/></left>

<right><Expression xsi:type=”ReadLocalVariable” variable=”134999990” id=”135000070”/></right>

</Expression>

</test>

<testConditionAssignments>

<Statement xsi:type=”ExpressionStatement” id=”135000080”>

<expression>

<Expression xsi:type=”Assign” id=”135000090”>

<left><Expression xsi:type=”LocalVariableReference” variable=”135000010” id=”135000100”/></left>

<right> … </right>

</Expression>

</expression>

</Statement>

</testConditionAssignments>

</LoopStatement>

<LoopStatement xsi:type=”ForLoop” id=”135000000”>

<test>

<Expression xsi:type=”GreaterThanOrEqual” id=”135000050”>

<left><Expression xsi:type=”ReadLocalVariable” variable=”135000010” id=”135000060”/></left>

<right><Expression xsi:type=”ReadLocalVariable” variable=”134999990” id=”135000070”/></right>

</Expression>

</test>

<testConditionAssignments>

<Statement xsi:type=”ExpressionStatement” id=”135000100”>

<expression>

<Expression xsi:type=”AssignIndirect” id=”135000110”>

<left><Expression xsi:type=”LocalVariableReference” variable=”135000080” id=”135000120”/></left>

<right> … </right>

</Expression>

</expression>

</Statement>

</testConditionAssignments>

</LoopStatement>

<LoopStatement xsi:type=”ForLoop” id=”135000000”>

<test>

<Expression xsi:type=”GreaterThanOrEqual” id=”135000050”>

<left><Expression xsi:type=”ReadLocalVariable” variable=”135000010” id=”135000060”/></left>

<right><Expression xsi:type=”ReadLocalVariable” variable=”134999990” id=”135000070”/></right>

</Expression>

</test>

<testConditionAssignments>

<Statement xsi:type=ExpressionStatement” id=”135000080”>

<expression>

<Expression xsi:type=”DispatchingCall” operation=”10510” id=”135000090”>

<target>

<Expression xsi:type=”ReadGlobalField” package=”10000” field=”10600” id=”135000100”/>

</target>

<argument>

<Expression xsi:type=”GetLocalVariableAddress” variable=”135000010” id=”135000110”/>

</argument>

</Expression>

</expression>

</Statement>

</testConditionAssignments>

</LoopStatement>

<LoopStatement xsi:type=”ForLoop” id=”135000000”>

<test>

<Expression xsi:type=”Not” id=”135000040”>

<argument>

<Expression xsi:type=”DispatchingCall” operation=”123000110” id=”135000050”>

<target>

<Expression xsi:type=”ReadLocalVaraible” variable=”134999960” id=”135000060”/>

</target>

</Expression>

</argument>

</Expression>

</test>

<testConditionAssignments>

<Statement xsi:type=”ExpressionStatement” id=”135000070”>

<expression>

<Expression xsi:type=”DispatchingCall” operation=”123000130” id=”135000080”>

<target>

<Expression xsi:type=”ReadLocalVaraible” variable=”134999960” id=”135000090”/>

</target>

</Expression>

</expression>

</Statement>

</testConditionAssignments>

</LoopStatement>

</loops>
Overall the context in which we attempt to resolve the problem of for loop test assignment consists of a set of such loops extracted from a collection of XCIL files.

Similar abstractions of the problem are provided for the examples involving synchronization (section 5.1), and the replacement of multiple implementation inheritance with delegation (section 0). 

Note: Analogous to subtyping (using extend in Java), it should be possible for one problem abstraction to be a specialization of another, and for abstract patterns that define only these problems to be organized in a classification hierarchy based on these specialization relationships.  The focus in this paper, however, is on the association of solutions with problems (analogous to implements in Java), and on the implementation of abstract patterns (that define only problems) by concrete ones (that also define solutions).  This is already possible with aspects.  Our goal is to do the same for transformations in general.

3 Pointcuts as queries on problem abstractions

Pointcuts, in the AOSD sense, correspond to the results of queries on problem abstractions.  The elements returned by such queries may represent either elements directly associated with the abstraction, or elements reachable from these elements.  

AspectJ, for example, defines a number of primitive pointcuts corresponding to the types of queries given in the following tables [8, Primitive Pointcuts] [9, p. 66, Join Points] [9, p. 67, Pointcuts] [9, p. 70, Primitive pointcuts].  The names of elements are taken from [10]. The target of a query is one or more of these elements, e.g., a set of one or more package, classifiers, methods, etc. 

Type, method and field expressions. The queries in the table below return sets of classifiers, methods, and fields, which can then be used as a target of other queries.  In AspectJ terms, they correspond to the use of “type patterns”, “field patterns”, “method patterns”, “constructor patterns” and “wild cards” to match these elements based on their properties. 

	target
	query
	result

	Set (Package)
	types (TypeExpression)
	Set (Classifier), all classifiers in the package with the properties given by TypeExpression

Corresponds to TypePat in AspectJ [8, Primitive Pointcuts, TypePat]

	Set (Classifier)
	fields (FieldExpression)
	Set (Field), all fields defined by the classifiers with the properties given by FieldExpression

Corresponds to FieldPat in AspectJ [8, Primitive Pointcuts, FieldPat]

	Set (Classifier)
	constructors (ConstructorExpression)
	Set (ObjectInitialize), all object initialize methods defined by the classifiers with the properties given by ConstructorExpression 

Corresponds to ConstructorPat in AspectJ [8, Primitive Pointcuts, ConstructorPat]

	Set (Classifier)
	methods (MethodExpression)
	Set (Method), all methods defined by the classifiers with the properties given by MethodExpression 
Corresponds to MethodPat in AspectJ [8, Primitive Pointcuts, MethodPat]


Note: To avoid confusion with our use of the term “pattern” to describe aspects and other types of design patterns, we use “expression” to refer to collections of types, methods, etc. with a given set of properties.  TypeExpression (below) therefore corresponds to TypePat in AspectJ, etc.

In AspectJ, “[type expressions] are a way to pick out collections of types and use them in places where you would otherwise use only one type”.  The name of a type is a type expression, e.g., Object, java.util.HashMap, Map.Entry, and int are all type expressions.  The wild card “*” can be used to match zero or more characters other than “.”.  The wild card “..” can be used to match any sequence of characters starting and ending with a “.”.  See [9, p. 75] for details and examples.

In a similar manner, fields, constructors, and methods can be selected using properties from their signatures, and the same wildcard characters. See [9, p. 73] for details and examples.  The AspectJ syntax for type, field, constructor, and method expressions is summarized with that for Primitive Pointcuts in [8].

Note: We need not match the syntax of AspectJ, but should be able to make the same types of queries in a manner convenient to us.  The intent is to provide support for the same types of queries made possible by TypePat, FieldPat, ConstructorPat, and MethodPat in AspectJ.

AOSD pointcuts. The following queries return meta-data for targets consisting of type, field, constructor, and method expressions. They correspond to the primitive pointcuts defined by AspectJ.

	target
	query
	result

	Set (Method)
	calls ()
	Set (CallOperation), all calls to the given methods 

Corresponds to call (MethodPat) in AspectJ [8, Primitive Pointcuts, general form]

	Set (InitializeObject)
	calls ()
	Set (CallOperation), all calls to the given constructors 

Corresponds to call (ConstructorPat) in AspectJ [8, Primitive Pointcuts, general form]

	Set (Method)
	executions ()
	Set (Block), the bodies of the methods 

Corresponds to execution (MethodPat) in AspectJ [8, Primitive Pointcuts, general form]

	Set (InitializeObject)
	executions ()
	Set (Block), the bodies of the InitializeObject methods 

Corresponds to execution (ConstructorPat) in AspectJ [8, Primitive Pointcuts, general form]

	
	
	Corresponds to initialization (ConstructorPat) in AspectJ [8, Primitive Pointcuts, general form]

	Set (Classifier)
	staticInitializations ()
	Block, the body of the ClassInitialize method associated with the class 

Corresponds to staticinitialization (TypePat) in AspectJ [8, Primitive Pointcuts, general form]

	Set (Field)
	gets ()
	Set (ReadObjectField), all actions that directly read any of the fields 

Corresponds to get (FieldPat) in AspectJ [8, Primitive Pointcuts, general form]

	Set (Field)
	sets ()
	Set (AssignObjectField), all actions that directly assign a value to any of the fields 

Corresponds to set (FieldPat) in AspectJ [8, Primitive Pointcuts, general form]

	Set (Classifier)
	handlers ()
	Set (CatchClause), all exception handlers that handle an exception of a given type 

Corresponds to handler (TypePat) in AspectJ [8, Primitive Pointcuts, general form]

	Set (Classifier)
	within ()
	Set (Action), all actions defined within any of the classifiers 

Corresponds to within (TypePat) in AspectJ [8, Primitive Pointcuts, general form]

	Set (Method)
	withincode ()
	Set (Action), all actions defined within any of the methods 

Corresponds to withincode (MethodPat) in AspectJ [8, Primitive Pointcuts, general form]

	Set (ModelElement)
	cflow ()
	Set (ModelElement), all elements in the control flow of the given elements, including the elements themselves 

Corresponds to cflow (Pointcut) in AspectJ [8, Primitive Pointcuts, general form]

	Set (ModelElement)
	cflowbelow ()
	Set (ModelElement), all elements in the control flow of the given elements, excluding the elements themselves.  

Corresponds to cflowbelow (Pointcut) in AspectJ [8, Primitive Pointcuts, general form]

	Set (ModelElement)
	if (BooleanExpression)
	Set (Action), all actions at which the run time boolean expression evaluates to true. 

Corresponds to if (Expression) in AspectJ [8, Primitive Pointcuts, general form]

	Set (Classifier)
	this ()
	Set (Action), all actions in methods where the currently executing object (the object bound to this) is an instance of one of the classifiers. Will not match any elements from class methods. 

Corresponds to this (TypePat | Var) in AspectJ [8, Primitive Pointcuts, general form]

	Set (Classifier)
	target ()
	Set (Action), all actions where the target object (of a call or field reference) is an instance of one of the classifiers. Will not match any calls, gets or sets to class methods or fields. 

Corresponds to target (TypePat | Var) in AspectJ [8, Primitive Pointcuts, general form]

	Sequence (Set(Classifier))
	args ()
	Set (Action), all actions in methods where each method argument matches one of the classifiers listed at its argument position. 

Corresponds to args (TypePat | Var) in AspectJ [8, Primitive Pointcuts, general form]


Note: The table currently does not contain an entry for the “initialization” primitive pointcut defined by AspectJ. Support for this may require that the initial value expressions for object fields be explicitly represented as assignments the code executed by an InitializeObject operation  in XCIL. 

AOSD pointcut operations. To support aspect-oriented patterns in a manner consistent with AspectJ, the KCS toolset must support the types of queries given above and their composition using ‘and’, ‘or’, and ‘not’.  

	Pointcut operator
	result

	Set (Classifier)(union (Set (Classifier))
	Set(Classifier), the union of the two classifier pointcuts
Corresponds to || in AspectJ [8, Primitive Pointcuts, general form]

Corresponds to union in OCL [1, p. 6-42], UnionExpr in XSLT

	Set (Classifier)(intersection (Set (Classifier))
	Set(Classifier), the intersection of the two classifier pointcuts
Corresponds to && in AspectJ [8, Primitive Pointcuts, general form]

Corresponds to intersection in OCL [1, p. 6-42]

	Set (Classifier)(not ()
	Set(Classifier), all classifiers in the scope of the system that do not appear in the set

Corresponds to ! in AspectJ [8, Primitive Pointcuts, general form]


Other pointcut operators.  Because pointcuts are collections of model elements, it is simple to extend the set of operations on pointcuts to include other traditional operations on collections (such as those provided by OCL, XSLT, and XML Query).

	Pointcut operator
	result

	Set (ModelElement)(select (BooleanExpression)
	The subset of the given set for which the expression is true.

Corresponds to the select operation in OCL [1].

	Set (ModelElement)(reject (BooleanExpression)
	The subset of the given set for which the expression is false.

Corresponds to the select operation in OCL [1].

	Set (ModelElement)(collect (Expression)
	The collect operation iterates over the collection, computes a value for each element of the collection, and gathers the evaluated values into a new collection.

Corresponds to the collect operation in OCL [1].

	Set (ModelElement)(iterate (element, initialResult, body)
	IteratePointcut repeatedly selects elements from the collection and executes a body that optionally computes an overall result.  

In most of our pattern examples, we are concerned primarily with element selection, which provides a context for further selections and transformations (in the associated body).

Corresponds to the iterate operation in OCL [1].

	Set (ModelElement)(union (Set (ModelElement))
	Set(ModelElement), the union of the two pointcuts

Corresponds to union in OCL [1, p. 6-42], UnionExpr in XSLT, op:union in XML Query/ XPath [6, section 14.3.3]

	Set (ModelElement)(intersection (Set (ModelElement))
	Set(ModelElement), the intersection of the two pointcuts

Corresponds to intersection in OCL [1, p. 6-42], op:intersect in XML Query/ XPath [6, section 14.3.4]

	Set (ModelElement)(difference (Set (ModelElement))
	Set(ModelElement), the difference of the two pointcuts (i.e., all elements in the first pointcut that are not In the second)

Corresponds to “-“ in OCL [1, p. 6-43], op:except in XML Query/ XPath [6, section 14.3.5]

	Set (ModelElement)(size ()
	Integer, the number of elements in the pointcut

Corresponds to size in OCL [1, p. 6-39], xf:count in XML Query/ XPath [6, section 14.4.1]

	Set (ModelElement)(isEmpty ()
	Boolean, determine whether a pointcut is empty.

Corresponds to isEmpty in OCL [1, p. 6-40], xf:empty in XML Query/ XPath [6, section 14.2.5]

	Set (ModelElement)(notEmpty ()
	Boolean, determine whether a pointcut is not empty.

Corresponds to notEmpty in OCL [1, p. 6-40]

	Set (ModelElement)(includes (ModelElement)
	Boolean, determine whether a pointcut includes a given element.

Corresponds to includes in OCL [1, p. 6-39]

Can be implemented using xf:index-of in XML Query/ XPath [6, section 14.2.4]

	Set(ModelElement)(includesAll (Set (ModelElement))
	Boolean, determine whether one pointcut includes another

Corresponds to includesAll in OCL [1, p. 6-39]

	Set(ModelElement)(equals (Set (ModelElement))
	Boolean, determine whether one pointcut includes the same elements as another

Corresponds to “=” in OCL [1, p. 6-42]

	Set (ModelElement)(exists (constraint)
	Boolean, determine whether the pointcut contains an element that satisfies the constraint.

Corresponds to exists in OCL [1, p. 6-40] , xf:exists in XML Query/Xpath [6,section 14.2.6]

	Set(ModelElement)(forAll (constraint)
	Boolean, determine whether all elements of the pointcut satisfy the constraint.

Corresponds to forAll in OCL [1, p. 6-40]

	Set (ModelElement)(asSequence ()
	Sequence (ModelElement), a sequence containing the same elements in random order
Corresponds to asSequence in OCL [1, p. 6-45]

	Sequence (ModelElement)(subsequence (lower: Integer, upper: Integer)
	Sequence (ModelElement))

Corresponds to subsequence in OCL [1, p. 6-50]

	Sequence(ModelElement)(asSet ()
	Set (ModelElement), the set containing all elements of the sequence with duplicates removed
Corresponds to asSet in OCL [1, p. 6-52]


Note: OCL [1, Chapter 6] [3] provides operations to iterate over all elements of a collection, compute the symmetric difference of two sets (the elements in one or the other, but not both), select the elements of a set that satisfy a particular constraint, select the elements of a set that fail to satisfy a particular constraint, determine whether two sequences contain the same elements in the same order, get the element of a sequence at a given position, add an element to a sequence, remove a given element from a sequence, select the subsequence of a sequence that contains elements that satisfy a particular constraint, select the subsequence of a sequence that contains elements that fail to satisfy a particular constraint, etc.

Note: XML Query provides operations to find all locations of a given element in a sequence (xf:index-of), return the element at a given location in a sequence (xf:item-at), and a variety of additional functions and operators on sequences [6, section 14].

Note: It is also useful to provide an operation that dereferences a set of elements that contain links to produce the set of elements referred to.  For example, it is useful to be able to dereference a set of Generalization elements to produce the set of the parent classifiers they refer to.

Other pointcuts. To support other types of patterns, it is necessary to expand upon the pointcuts currently provided by AOSD.  In the for loop test assignment pattern, for instance, we need to be able to ask for all the variables appearing in a given expression (the test expression).  And we need to be able to ask which statements from the body of the loop appear within a data flow that sets these variables.  This suggests the definition of a number of primitive pointcuts related to data flow (e.g., dflowReferences, dflowAssigns, dflowReads) similar to cflow, set and get in AspectJ.

	target
	query
	result

	Set (Action)
	variablesRead ()
	Set (Variable), all variables that may be read  (either directly or indirectly) by executing the actions

	Set (Action)
	variablesAssigned ()
	Set (Variable), all variables that may be assigned to  (either directly or indirectly) by executing the actions

	Set (Action)
	variablesReferenced ()
	Set (Variable), all variables that may be read or assigned to  (either directly or indirectly) by executing the actions

	Set (Variable)
	dflowReferences ()
	Set (Action), all actions that contribute to a value assigned to one of the variables or depend on a value read from one of them

	Set (Variable)
	dflowAssigns ()
	Set (Action), all actions that contribute to a value assigned to one of the variables

	Set (Variable)
	dflowReads ()
	Set (Action), all actions that depend on a value read from one of the variables


Note: This is just a first attempt to define some basic data flow queries in support of the example.  A more complete set of queries should be proposed by ISU based on the types of analysis that will be supported by the KCS toolset.

Similarly, to handle the replacement of multiple implementation inheritance with delegation, we must be able to ask for the parents of a given class, determine which of these parents are classes, ask for the set of features (methods and fields) inherited from each parent class), ask for the set of methods inherited from each parent class, ask for the set of fields inherited from each parent class, find all references to inherited fields, etc.  Rather than eliminate all parent classes (which creates its own problems), we These and related queries are given below.

	target
	query
	result

	Set (Classifier)
	parents ()
	Set (Classifier), all parents of the classifiers

	Set (Classifier)
	parentInterfaces ()
	Set (Interface), all parents of the classifiers that are interfaces

	Set (Classifier)
	parentClasses ()
	Set (Class), all parents of the classifiers that are classes

	Set (Classifier)
	features ()
	Set (Feature), all features directly defined by the classifiers 

	Set (Classifier)
	allFeatures ()
	Set (Feature), all features defined by the classifiers (whether directly defined or inherited)

	Set (Classifier)
	methods ()
	Set (Method), all methods directly defined by the classifiers

	Set (Classifier)
	allMethods ()
	Set (Method), all methods defined by the classifiers (whether directly defined or inherited)

	Set (Classifier)
	fields ()
	Set (Field), all fields directly defined by the classifiers

	Set (Classifier)
	allFields ()
	Set (Field), all fields defined by the classifiers (whether directly defined or inherited)

	Set (Classifier)
	attributes ()
	Set (Attribute), all attributes directly defined by the classifiers

	Set (Classifier)
	allAttributes ()
	Set (Attribute), all attributes defined by the classifiers (whether directly defined or inherited)

	Set (Classifier)
	associationEnds ()
	Set (AssociationEnd), all association ends directly defined by the classifiers

	Set (Classifier)
	allAssociationEnds ()
	Set (AssociationEnd), all association ends defined by the classifiers (whether directly defined or inherited)

	Set (Method)
	calls ()
	Set (CallOperation), all calls to methods in the set

	Set (Method)
	dispatchingCalls ()
	Set (CallOperation), all calls to methods in the set that could involve dynamic dispatch

	Set (Variable)
	polymorphicAssignments ()
	Set (WriteVariable), all assignments to the variables that involve associating a subclass instance with a variable whose declared type is a supertype


Finally, to support the patterns related to synchronization, we must be able to determine which variables are shared by multiple threads, and (based on their types) which classes must support synchronized access by multiple threads.  These and related queries are given below.

	target
	query
	result

	Set (Thread)
	sharedVariables
	Set (Variable), all variables concurrently accessible by more than one thread from the given set.

	Variable
	types
	Set (Classifier), the types of a given variable, i.e. all classifiers that are ancestors of the variable’s declared type.

	Variable
	classes
	Set (Class), the classes of a given variable, i.e. all classes that are ancestors of the variable’s declared type.

	Variable
	subtypes
	Set (Classifier), the subtypes of a given variable, i.e. all classifiers that are descendants of the variable’s declared type.

	Variable
	subclasses
	Set (Class), the subclasses of a given variable, i.e. all classes that are descendants of the variable’s declared type.


Note: Even though more than one thread may access a given variable, it may not be possible for more than one thread to access it concurrently (since, due to the scheduling of the threads, their execution may not overlap).
Note: In general, it should be possible to ask for any of the properties defined by the XCIL meta-model [10].  Rather than just providing access to the attributes and associations of XCIL elements, however, the goal should be to provide additional “convenience” functions of the sort needed by the user to define various types of patterns. For example, above, we provide a queries to directly obtain the parent interfaces and parent classes of a given classifier, rather than requiring these classifiers be identified and referenced by traversing Generalization elements.

The pointcuts associated with the for loop test assignment pattern are given below.  They collect the information needed to manually review and edit ForLoops whose bodies contain assignment statements that may affect the outcome of the loop test condition.  Each appears in the context of the problem abstraction, and builds on it as shown below.

	SelectPointcut
	testConditionAssigns

	Context
	loop

	From
	dflowAssigns (variablesReferenced (test))


	SelectPointcut
	testConditionReads

	Context
	loop

	From
	dflowReads (variablesReferenced (test))


4 Applying patterns using transformations of pointcut elements

To extend the concepts of AOSD to include other types of patterns, we extend the idea of a join point to the more general notion of a transformation point., and the set of transformations that can be applied to pointcut elements (transformation points) to include refactoring, software specialization, and general transformations involving rewriting rules.

AOSD join points are then considered to be a kind of transformation point to which the classic AOSD transformations may be applied.  In particular, it should be possible to insert parameterized code (advice) before, after or in place of (around) a join point. 

These transformations can be understood within the context of an AST representation of a program in which elements are connected by whole-part relationships and by data and control flows. In this context, the insertion of code before a join point corresponds to insertion of code on an incoming control or data flow, and after corresponds to the insertion of code on an outgoing control or data flow out.  

For example, in Figure 1 we can insert code (represented by the shaded nodes) before a given call, following dynamic dispatch but before execution of the called method, after a normal return, or after the throwing of an exception.  


Figure 1. ‘before call’, ‘before execution’, ‘‘after returning’, and ‘after throwing’ join points


Figure 2.  ‘before set’, ‘after set’, …

Similarly we can insert code (in Figure 2) before and after all sets of a given field.  When there is more than one control flow out, AOSD lets us choose between them (e.g., between the normal return and exception return paths from a method below).

Other join points correspond to gets on fields, the initialization of objects, the initialization of class fields, the actions defined by a class, the actions defined by a method, etc. Although not shown in the examples, around can be used to replace the element associated with the join point (and its sub-elements).
Pointcut signatures and parameters. Join point parameters that expose the run time context can be constructed from meta-level queries on the pointcut elements, e.g., we can discover the parameters of a method call, and construct code to be inserted at a join point that references them.

The following queries are based on the information available to advice at join points in AspectJ.  See [9, p. 73, Signatures] for details and examples.  See [9, pp. 31, 80] for a discussion of the use of run time reflection by advice to reference properties of the current join point.

	target
	query
	result

	CallOperation
	declaredTargetType ()
	Classifier, the declared type of the target of the call

See [9, p. 73, method call join point]

	CallOperation
	operation ()
	Operation, the operation called
See [9, p. 73, method call join point]

	CallOperation
	methods ()
	Set (Method), the method or set of methods that may be called

Equivalent to asking for all methods that implement the called operation that are subtypes of the declaredTargetType
See [9, p. 73, method call join point]

	CallOperation
	parameterTypes ()
	Sequence (Classifier), a list of the types of the parameters associated with the call

See [9, p. 73, method call join point]

	CallOperation
	returnType ()
	Sequence (Classifier), the return type associated with the call if any.  

The size of the sequence is either zero or one.
See [9, p. 73, method call join point]

	Operation
	type ()
	Classifier, the classifier that defines the operation
See [9, p. 73, method execution join point]

	Operation
	name ()
	Name, the name of the operation
See [9, p. 73, method execution join point]

	Operation
	parameterTypes ()
	Sequence (Classifier), a list of the types of the parameters associated with the operation

See [9, p. 73, method execution join point]

	Operation
	returnType ()
	Sequence (Classifier), the return type associated with the operation if any.  

The size of the sequence is either zero or one.
See [9, p. 73, method execution join point]

	Operation
	methods ()
	Set (Method), all methods that implement the operation

	Operation
	methods (Classifier)
	Set (Method), all methods that implement the operation in the subtypes of a given classifier

	Method
	class ()
	Class, the class that defines the method
See [9, p. 73, method execution join point]

	Method
	name ()
	Name, the name of the method
See [9, p. 73, method execution join point]

	Method
	parameterTypes ()
	Sequence (Classifier), a list of the types of the parameters associated with the method

See [9, p. 73, method execution join point]

	Method
	returnType ()
	Sequence (Classifier), the return type associated with the method if any.  

The size of the sequence is either zero or one.
See [9, p. 73, method execution join point]

	Method
	body ()
	Block, the body of the method

	CallOperation

for calls to InitializeObject operations
	type ()
	Classifier, the type of the object to be constructed
See [9, p. 73, constructor call join point]

	CallOperation

for calls to InitializeObject operations
	parameterTypes ()
	Sequence (Classifier), a list of the types of the parameters associated with the call

See [9, p. 73, constructor call join point]

	InitializeObject
	class ()
	Class, the class that defines the constructor
See [9, p. 73, method execution join point]

	InitializeObject
	parameterTypes ()
	Sequence (Classifier), a list of the types of the parameters associated with the constructor

See [9, p. 73, method execution join point]

	
	
	See [9, p. 73, object initialization join point]

	
	
	See [9, p. 73, object pre-initialization join point]

	ReadField
	accessAsType ()
	Classifier, the type used to access the field

See [9, p. 73, field reference join point]

	ReadField
	fieldname ()
	Name, the name of the field

See [9, p. 73, field reference join point]

	ReadField
	fieldType ()
	Classifier, the type of the field

See [9, p. 73, field reference join point]

	AssignField
	assignAsType ()
	Classifier, the type used to assign to the field

See [9, p. 73, field assignment join point]

	AssignField
	fieldname ()
	Name, the name of the field 

See [9, p. 73, field assignment join point]

	AssignField
	fieldType ()
	Classifier, the type of the field

See [9, p. 73, field assignment join point]

	CatchClause
	exceptionType ()
	Classifier, the exception type that the catch clause handles

See [9, p. 73, handler execution join point]

	CatchClause
	body ()
	Block, the body of the catch clause


Note: In general, it should be possible to ask for any information associated with these elements in the XCIL meta-model [10. Rather than just providing access to the attributes and associations of XCIL elements, however, the goal should be to provide additional “convenience” functions of the sort needed by the user to define various types of patterns.

Note: Given the ability of a Java method to represent either/both an XCIL operation and an XCIL method, we provide queries on both, in addition to queries on the mapping of operations to methods related to dynamic dispatch.

Note: We could provide a XCIL definition for CallConstructor, a subtype of CallConstructor where the call is to an InitializeObject operation; and an XCIL definition for InitializeObjectMethod, a subtype of Method associated with an InitializeObject operation.  This would make the mapping to AspectJ join point signatures for constructor calls and constructor executions direct.

Note: Information associated with object initialization and object pre-initialization join points does not appear in the table since currently there is no executable block that contains the code for these (making it difficult to define before/after/around advice for object initialization as a whole).  Instead an initialization expression is individually associated with each field.

AOSD transformations. The following types of transformations are based on the application of advice to pointcuts, and the declaration of new features and parent relationships.

	target
	transformation
	result

	Set (Action)
	insertBefore (Action)
	The code is inserted into all control flows into the actions

Corresponds to ‘before’ in [8, Advice Declarations]

	Set (Action)
	insertAfterReturning (Action)
	The code is inserted into all control flows that represent normal returns from the actions

Corresponds to ‘after returning’ in [8, Advice Declarations]

	Set (Action)
	insertAfterThrowing (Action)
	The code is inserted into all control flows that represent the throwing of exceptions by the actions

Corresponds to ‘after throwing’ in [8, Advice Declarations]

	Set (Action)
	insertAfter (Action)
	The code is inserted into all control flows out of the actions

Corresponds to ‘after’ in [8, Advice Declarations]

	Set (Action)
	insertAround (Block)
	The code is inserted in place of the actions

Corresponds to ‘around’ in [8, Advice Declarations]

	Set (Action)
	insertAroundThrows (Block, Exception)
	The code is inserted in place of the actions and is allowed to throw the specified exception

Corresponds to ‘around throws’ in [8, Advice Declarations]

	Classifier
	declareParents (Set(Classifier))
	Declare the classifiers to be new parents of the target classifier

Corresponds to ‘declare parents’ in [8, Other Inter-type Declarations]

	Interface
	declareParentInterfaces (Set(Classifier))
	Declare the interfaces to be new parents of the target classifier

Corresponds to ‘declare parents’ in [8, Other Inter-type Declarations]

	Class
	declareParentClasses (Set(Class))
	Declare the classes to be new parents of the target class

Corresponds to ‘declare parents’ in [8, Other Inter-type Declarations]

	Classifier
	declareOperation (Operation)
	Declare the operation to be a new member of the classifier

Corresponds to ‘abstract [Modfiers] Type TypePat.Id (Formals) [throws TypeList] ;‘ in [8, Inter-type Member Declarations]

	Class
	declareMethod (Method)
	Declare the method to be a new member of the class

Corresponds to ‘[Modfiers] Type TypePat.Id (Formals) [throws TypeList] {Body}‘ in [8, Inter-type Member Declarations]

	Class
	declareConstructor (ObjectInitialize)
	Declare the constructor method to be a new member of the class

Corresponds to ‘[Modfiers] Type TypePat.new (Formals) [throws [TypeList] {Body}‘ in [8, Inter-type Member Declarations]

	Class
	declareField (Field)
	Declare the field to be a new member of the class

Corresponds to ‘[Modifiers] Type TypePat.Id [= Expression] ;‘ in [8, Inter-type Member Declarations]


Note: We assume the existence of queries to navigation from sets of methods to method bodies (which are actions), and from sets of catch clauses to exception handler bodies (which are also actions).  All code insertions (before, after, and around) are then defined with respect to sets of actions.

Note: AspectJ allows restricts us to the insertion of code before, after and around the types of actions for which it defines pointcuts (calls, method bodies, gets, sets, and exception handler bodies).  However, it is easy to see how this might be generalized to include all actions, and all control and data flows into and out of such actions. 

Other transformations. To support other types of patterns, it is necessary to expand upon this set of transformations.

For example, to handle the replacement of multiple implementation inheritance with delegation, we need to be able to break parent relationships between a subclass and its superclasses, introduce delegate fields into the subclass, introduce forwarding methods for previously inherited operations, provide access to previously inherited fields in delegate objects, and change reads and assignments to such fields.

	target
	transformation
	result

	Classifier
	removeParents (Set(Classifier))
	Break the parent relationship between the target classifier and the specified parent classifiers

	Class
	declareDelegate (Set(Class))
	Introduce and initialize fields in the target class representing delegates for each of the specified classes

Return a set containing these fields 

	Class
	delegateMethods (Set(Method))
	Declare forwarding methods for the given methods of delegate classes

	Class
	delegateFields (Set(Field))
	Replace direct references to the given fields of delegate classes with calls to associated get/set methods

Get/set methods for the fields are introduced in the delegate classes if they do not exist


Although synchronization is a classic AOSD problem, if we are to deal with it using only aspects, we must assume that all fields are encapsulated by classes.  While this may be true in some cases, it clearly is not in others.  To avoid this assumption, we need to be able to hide visible fields, introducing get/set methods for them, and change client references to these fields to calls to these methods.

	target
	transformation
	result

	Class
	hideField (visibilityKind)
	Hide a field (reduce its visibility), introducing get/set methods to access it, and changing reads and assignments to it to calls to these methods


Note: Other solutions to the synchronization problem may draw the boundary for encapsulation differently.  Rather than use the class as the unit of encapsulation, we may use the component (typically an assembly of classes and objects).

In the loop test assignment problem, we do not intend to directly transform the code.  Instead we want to report the problem the developer, and provide the information needed to in a code review.  Given a decision by the review team on how to resolve the problem, it may be possible to make the necessary changes as a series of low level refactorings supported by the toolset.  This is more interactive process typical of cases in which the toolset provides support for analysis and assistance with changes, but the human remains in the loop.

	target
	transformation
	result

	PatternDisplay
	generate ()
	Generate a display referencing the pattern, listing all instances of the problem that were found, and providing the results of any related pointcut queries

Corresponds to ‘declare warning’ and ‘declare error’ in [8, Other Inter-type Declarations].


The “display” may be generated from the XML representation of the pattern, the results of applying it to the source code, and the results of pointcut queries associated with the pattern.  The pointcut queries collect related information important to the reviewers (e.g., the source of the value assigned to the loop index).  It may be presented as a web page, or as an interactive view of the analysis results by the toolset, which then assists the user in interactively applying other patterns/refactorings to resolve it.  Ideally the transformations made by the user in response to the report would be captured (and could provide a basis for future automation).

The transformation section of the for loop test assignment pattern appears below.  The transformations are defined in the context of the previous queries (problem abstraction and pointcuts). 

	DeclareError
	ForLoopTestAssignment

	Context
	loop

	Hypertext
	Assignment to loop test condition

	Body
	

	HypertextDisplay
	Problem

	Hypertext
	Same as problem section, above

	HypertextDisplay
	Recommendations

	Hypertext
	General advice on how to refactor/edit the code TBD

	ElementDisplay
	Actions that assign values to variables associated with the test condition

	Elements
	testConditionAssigns

	ElementDisplay
	Actions that read variables associated with the test condition

	Elements
	testConditionReads

	PatternMenu
	Suggested refactorings

	Patterns
	TBD

	end
	


Note: The collection of information on interactive queries (to identify the problem) and transformations (to resolve it) leads us into a potentially interesting area of research related to the interactive definition of new patterns.

5 Pattern definitions

At a minimum, the definition of a pattern includes an abstraction of the problem, followed by a list of point cut definitions and transformations that provide a solution.  

Patterns are often described in the style of Gamma et al. [15], using a mix of informal text and formal specifications.  Additional sections of the pattern definition may describe its intent, indicate when the pattern applies (and when it does not), provide motivating examples, and describe the relationship between the pattern and other related patterns. The patterns discussed in this paper are presented in this style in [14], and it is our intent that all the patterns we develop follow this format.

Focusing on just the formal parts of the definition, most patterns are defined by specifying what to look for (in the problem section), by specifying what information is needed to apply a particular solution (in the pointcut section), and specifying this solution in terms of the high level changes to be made, in the transformation section. Adopting a declarative style, we can regard the problem section as a declaration of a before state (pre state), and replace the transformation section (which lists changes to be made) with a description of the after state (post state). The for loop test assignment pattern and the patterns in sections 5.1 and 5.2 have been reduced to just these parts in order to conserve space and focus only on what is essential.

The pieces of the pattern are linked by contextual references, and may be combined to produce a single formal representation as the basis for automation.  For example, for the loop test assignment pattern, we have:

	Pattern
	No loop body test assignment

	Parameter
	($Package: Package)

	SelectPointcut
	loops

	From
	$Package.ownedElement

	ElementType
	ForLoop

	Constraint
	testAssignments(size() > 0

	Body
	

	IteratePointcut
	loop

	From
	loops

	Constraint
	test.variablesReferenced()(intersection (body.variablesAssigned())(size() > 0

	Body
	

	SelectPointcut
	testAssignments

	From
	loop.body

	ElementType
	Statement

	Constraint
	variablesRead (test)(intersection (variablesAssigned ())(size() > 0

	SelectPointcut
	testConditionAssigns

	From
	variablesReferenced (test)(dflowAssigns ()

	SelectPointcut
	testConditionReads

	From
	variablesReferenced (test)(dflowReads ()

	DeclareError
	ForLoopTestAssignment

	Hypertext
	Assignment to loop test condition

	Body
	

	HypertextDisplay
	Problem

	Hypertext
	Same as problem section, above

	HypertextDisplay
	Recommendations

	Hypertext
	General advice on how to refactor/edit the code TBD

	ElementDisplay
	Actions that assign values to variables associated with the test condition

	Elements
	testConditionAssigns

	ElementDisplay
	Actions that read variables associated with the test condition

	Elements
	testConditionReads

	PatternMenu
	Suggested refactorings

	Patterns
	TBD

	end
	

	end
	

	end
	


In order to support multiple solutions of the same problem, we define a pattern that contains only the problem definition, then extend it with patterns that define the solutions.  This is analogous to the definition of an interface which is then implemented by one or more classes
. This is the approach we have taken with respect to the Synchronization patterns in section 5.1. 

Note: We use the same notation as in XCIL to represent the generalization relationship between a pattern and the patterns that it extends.

Note: Two additional parts of the pattern definition are important to us but not discussed in this paper.  The Applicability section helps define how well the pattern fits a given context (e.g., level A vs. level B, real-time vs. not, etc.).  It is intended to help us choose between patterns when more than one is available to address a given problem.  It can also be used to indicate that a pattern, while it solves the problem in general, is inappropriate in a given context. The RelatedPatterns defines relationships between this pattern and other patterns.  It is intended to help answer questions such as: If I use this pattern, what other patterns am I required to use (if any)?  And: If I use this pattern, what other patterns or types of patterns must I avoid (because their use might conflict with this one)? 

Note: Overall, we need to support (a) the recognition of problem abstractions, (b) the application of pattern transformations, (c) the recognition of pattern instances, (d) the deletion of pattern instances, and (by a combination of c and d) the replacement of patterns.

5.1 Synchronization of access to shared data

The synchronization problem is concerned with the integrity of objects shared by multiple threads. With respect to the class of each shared object, we are concerned with actions that read or assign values to the fields of the object, and with actions that compute the values to be written.  

Often this problem is addressed at the class boundary, by synchronizing access based on the use of locks.  It, however, is also possible to draw this boundary internal to the class, in support of solutions that attempt to minimize the hold time on locks and maximize concurrency.  As a result, data flow within the class is also important, and all methods (whether public, package, protected, or private) that access fields are relevant.

Related patterns include [16, p. 76, Synchronized methods and blocks], [16, p. 157, Read-Write Locks], [16, p. 207, Readers and Writers], [17, p. 333, Strategized Locking], [17, p. 345, Thread Safe Interface], and [17, p. 399, Monitor Object].

Solutions must also address issues such as liveness, performance, and reusability [16, p. 37, section 1.2 Design Forces] in order to be acceptable for a given application, and must “fit” the underlying object model [16, p. 26, Object Models and Mappings].

5.1.1 Synchronization

5.1.1.1 Problem

	SelectPointcut
	classes

	From
	$Threads(collect(sharedVariables()(collect(subclasses ()

	Body
	

	IteratePointcut
	class

	Body
	

	SelectPointcut
	readers

	From
	class.features ()

	ElementType
	Method

	Constraint
	isQuery=true

	SelectPointcut
	writers

	From
	class.features ()

	ElementType
	Method

	Constraint
	isQuery=false

	SelectPointcut
	visibleFields

	From
	class.features ()

	ElementType
	Field

	Constraint
	visibility <> private

	end
	

	end
	


Here we are interested in data concurrently accessed by more than one thread.  The intent is to add synchronization to all classes whose instances may be assigned to these shard variables.  

Where the same class may be associated with both shared and unshared variables, we may choose to create two versions of the class, one that imposes the necessary overhead for synchronization, the other that does not. 

In the current version of the pattern, we are concerned only with the creation of synchronized classes.  Typically this requires drawing a distinction between read and write operations, and the identification of externally accessible fields.

Two patterns that address this problem are given below.  Both inherit the problem abstraction provided by the Synchronization pattern, and extend it to provide related solutions.

The pointcut definitions are similar to that for the Subject/Observer pattern [9, p. 48].

5.1.2 Monitor

5.1.2.1 Extends

Synchronization

5.1.2.2 Queries

	SelectPointcut
	visibleMethods

	Context
	class

	From
	readers(union (writers)

	Constraint
	visibility <> private

	Body
	


	IteratePointcut
	visibleMethod

	Parameter
	

	PointcutParameter
	target

	Type
	Object

	Value
	target

	end
	

	end
	


In the Monitor pattern, we are concerned with the synchronization of all externally accessible methods, readers and writers whose visibility is not private.

When a visible method is called, we need access to the target of the call, the object containing the data we wish to protect.  This is specified as a pointcut parameter of type Object whose name is target.

5.1.2.3 Transformations


	DeclareField
	lock

	Context
	class

	Type
	Lock

	OwnerScope
	instance

	Visibility
	private

	InitialValue
	new Lock();

	Language
	Java


	BeforeAdvice
	beforeExecution

	Context
	visibleMethod

	Parameter
	

	AdviceParameter
	target

	Type
	Object

	end
	

	Body
	

	MonitorEnter
	

	Shared
	target

	end
	


	AfterAdvice
	afterExecution

	Context
	visibleMethod

	Parameter
	

	AdviceParameter
	target

	Type
	Object

	end
	

	Body
	

	MontiorExit
	

	Shared
	target

	end
	


The field declaration introduces a lock upon which competing threads can wait.  The field is initialized to a newly created instance of Lock. The code for this is written in Java, but can be written in any language that can be parsed to XCIL.

Before the execution of a visible method, the executing thread attempts to enter the monitor associated with the target of the call, waiting in queue if necessary.  This is an operation defined directly by XCIL.

After the execution of a visible method, the executing thread exits the monitor associated with target object, unblocking the waiting thread at the head of the queue (if any).  This operation is also directly defined by XCIL.

In the current version of the pattern, we assume that all fields are encapsulated by the class.  In a more general implementation, we should first introduce get and set methods on visible fields, and convert ReadField and WriteField operations to calls to these methods.

5.1.3 Readers/writers

5.1.3.1 Extends

Synchronization

5.1.3.2 Queries

	SelectPointcut
	visibleReaders

	Context
	class

	From
	readers

	Constraint
	visibility <> private

	Body
	

	IteratePointcut
	visibleReader

	Parameter
	

	PointcutParameter
	target

	Type
	Object

	Value
	target

	end
	

	end
	


	SelectPointcut
	visibleWriters

	Context
	class

	From
	writers

	Constraint
	visibility <> private

	Body
	

	IteratePointcut
	visibleMethod

	Parameter
	

	PointcutParameter
	target

	Type
	Object

	Value
	target

	end
	

	end
	


In the readers/writers pattern, we are interested in adding before and after advice to all externally visible read and write operations.  Access to the target object is provided by a pointcut parameter of type Object.

5.1.3.3 Transformations


	DeclareField
	rw

	Context
	class

	Type
	ReadWriteLock

	OwnerScope
	instance

	Visibility
	private

	InitialValue
	new RWLock();

	Language
	Java


	BeforeAdvice
	beforeRead

	Context
	visibleReader

	Parameter
	

	AdviceParameter
	target

	Type
	Object

	end
	

	Body
	rw.readLock().acquire();

	Language
	Java


	AfterAdvice
	afterRead

	context
	visibleReader

	parameter
	

	AdviceParameter
	target

	type
	Object

	end
	

	body
	rw.readLock().release();

	language
	Java


	BeforeAdvice
	beforeWrite

	context
	visibleWriter

	parameter
	

	AdviceParameter
	target

	type
	Object

	end
	

	body
	rw.writeLock().acquire();

	language
	Java


	AfterAdvice
	afterWrite

	context
	visibleWriter

	parameter
	

	AdviceParameter
	target

	type
	Object

	end
	

	body
	rw.writeLock().release();

	language
	Java


The field declaration introduces a lock upon which competing threads can wait.  The field is initialized to a newly created instance of RWLock. The code for this is written in Java, but can be written in any language that can be parsed to XCIL.

Before the execution of a read, the executing thread attempts to acquire the read lock associated with the target of the call, waiting in queue if a writer is currently active, but proceeding otherwise. After execution of the read, this lock is released.  The code for both pieces of advice is written in Java.

Before the execution of a write, the executing thread attempts to acquire the write lock associated with the target of the call, waiting in queue if either a reader or a writer is currently active, but proceeding otherwise. After execution of the read, this lock is released.  The code for both pieces of advice is written in Java.

In the current version of the pattern, we assume that all fields are hidden by the class.  In a more general implementation, we should first introduce get and set methods on visible fields, and convert ReadField and WriteField operations to calls to these methods.
Note: The abstraction of the problem includes the criteria for identifying which classes represent objects shared by multiple threads.  Where some instances of a thread are shared and others are not, we should consider creating both a synchronized version of the class and an unsynchronized one.

Note: We should include around advice that replaces references to visible fields with calls to corresponding get/set methods. These get/set methods should then appear as readers and writers in the pattern’s pointcuts.

Note: We should also address shared access to class fields (static fields). 

5.2 Use of multiple implementation inheritance in high assurance systems

In high assurance DO-178B certified systems, the use of multiple implementation inheritance is problematic.  The 1st FAA/NASA Workshop on Object-Oriented Technology in Aviation provides three patterns to deal with the issues [18].  

The first of these patterns recommends the replacement of multiple implementation inheritance with delegation, one of the refactorings described by Fowler [19, p. 352, Replace Inheritance with Delegation].  

Refactorings are often best specified as before/after (pre/post) transformations. In the XML representation of a pattern, the problem section of the pattern represents the before state (pre state), the transformation section represents the after state (post state), while the pointcut definitions provide a mapping between the two.

In terms of this pattern, the major change involves the elimination of inheritance relationships in favor of redirecting method calls and field references to an instance of the former parent class (the delegate).  Both calls to inherited methods and references to inherited fields are affected by this change.  Clients may also be affected if they depend upon polymorphic assignment based on subclass relationships that have been broken. 

5.2.1 Replacement of multiple implementation inheritance with delegation

5.2.1.1 Problem

	SelectPointcut
	classes

	From
	$Package.ownedElement

	ElementType
	Class

	Constraint
	parentClasses ()(size() > 1

	Body
	

	IteratePointcut
	class

	Body
	

	SelectPointcut
	parentClasses

	From
	class.parentClasses ()

	end
	

	end
	


Multiple implementation is an issue whenever a class associated with a user specified package has two or more parent classes.

5.2.1.2 Queries

	SelectMaxPointcut
	preferredParentClass

	Context
	parentClasses

	Expression
	allMethods.dispatchingCalls()(size())


	SelectPointcut
	delegateClasses

	context
	parentClasses

	from
	parentClasses(difference (preferredParentClass.result)


	IteratePointcut
	delegateClass

	Context
	delegateClasses

	Body
	

	SelectPointcut
	inheritedMethods

	From
	delegateClass.allMethods ()

	SelectPointcut
	inheritedFields

	From
	delegateClass.allFields ()

	end
	


We want to reduce the number of parent classes to one.  Ideally this should minimize the impact on clients that depend upon associated class/subclass relationships.  For this reason, we leave intact the subclass relationship with the parent class that is most often called using dynamic dispatch.

Subclass relationships with the remaining parent classes are replaced by the use of delegation. This requires the creation of forwarding methods for all previously inherited methods, and the introduction of calls to forwarding get/set methods in place of direct references to previously inherited fields.

To support these adaptations, we define the pointcuts preferredParentClass, delegateClasses, inheritedMethods, and inheritedFields.

Note: In addition to this, polymorphic assignments that depend upon broken subclass relationships must be eliminated, e.g. by making the declared type of the variable the same as the type of the expression appearing on the right hand side.

5.2.1.3 Transformations


	RemoveParent
	

	Context
	delegateClasses

	Subclass
	class

	Parents
	delegateClasses


	DeclareDelegate
	

	Context
	delegateClasses

	Class
	class

	Delegates
	delegateClasses


	DelegateMethods
	

	Context
	inheritedMethods 

	Class
	class

	Methods
	inheritedMethods


	DelegateFields
	

	Context
	inheritedFields

	Class
	class

	Fields
	inheritedFields


RemoveParent is applied to the pointcut delegateClasses to break the unwanted parent class relationships.

Once these class/subclass relationships have been broken, we build the delegate relationships that replace them.  DeclareDelegate is used to create corresponding delegate fields in the class, initialized with newly created instances of the delegate classes.  DelegateMethods creates the forwarding methods that replace the previously inherited methods of the delegate classes.  DelegateFields creates get/set methods for the delegate class fields if they do not already exit, and replaces direct references to these fields with calls to these methods.

DeclareDelegate, DelegateMethods, and DelegateFields are refactorings defined separately as patterns. They are typical of patterns used in the definition of other patterns.

TBD: Include a general discussion of the pattern in terms of how it handles inherited methods, inherited fields, repeated and virtual inheritance, and issues related to polymorphism (after inheritance relationships have been broken).

Note: There are other ways to deal with the issues associated with multiple implementation inheritance (e.g., at different DO-178B software levels).  This leads to the definition of additional patterns, also appearing in [18]. 

6 Conclusions

AOSD provides a useful framework for the definition patterns go well beyond the current notion of aspect.

In the context of a toolset for the analysis and adaptation of XML representations of models/programs, patterns can be defined in the manner described in section 5.  A full definition of this XML notation for patterns is given by [13].  The types of patterns it supports are described by [12]. 

…
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�AspectJ provides the ability to extend aspects in a similar fashion.
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