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Abstract- A common semantic representation is needed to in order to apply patterns and other transformations at a target language independent level.  A semantic representation common to all programming languages is probably too much to ask for.  The success of Java’s JVM and Microsoft’s Common Type System and Intermediate Language (CTS + MS-IL), however, suggest that a core semantics common to a family of languages  is a reasonable goal.  In the interest of reaching it, this paper does a side by side comparison of three VM standards and their underlying semantics: those of the JVM, Microsoft’s Intermediate Language, and the UML Action Semantics.  The goal is the definition of a family of XML representations for these languages and XSLT mappings between them.
1 Introduction

A common semantic representation is needed in order to apply patterns and other transformations at a target language independent level. This helps us achieve the goals of 1) addressing many languages with a single toolset, 2) specification of well defined common semantics as a basis for tool development, 3) interoperability with other research efforts (such as those at KSU), 4) interoperability with UML based tools. and 5) support for executable requirements and design models.  A semantic representation common to all programming languages is probably too much to ask for.  As a more modest goal, however, it seems possible to define the semantics for a family of languages that includes the UML Action Semantics, the JVM, Microsoft’s Common Type System and Intermediate Language (CTS + MS-IL) and the programming languages and graphical notations that map to them.  

This is illustrated in Figure 1 (below).  Figure 2 includes the modeling notations expected to map to the UML Action Semantics, and a number of programming languages that compile to either the JVM, to MS-IL, or to both.  The JVM/MS-IL representations may be subsequently compiled to machine code, or directly implemented in micro code (e.g, by a Java processor such as the JEM).

Figure 1. Proposed family relationships between language representations

Figure 2. With modeling tools, programming languages and target processors

So why do we need a new language (XCIL)? Why not just use an existing language or an existing program representation? Let’s consider the candidates.

XMI.  XMI is an OMG standard based on XML.  Because XMI is the exchange medium for UML, it is easy to integrate with UML tools by choosing XMI as our representation.  Like XML itself, the XMI representation based on element trees, making it possible to integrate with tools that treat the program as an abstract syntax tree (AST).  Because XMI is XML, we can draw upon a broad base of XML related tools.  We can use XSLT to perform associated transformations.  The popularity of XML amongst database vendors also makes it relatively easy to import associated information.  

There, however, are a few limitations.  The XMI representation of the UML action semantics is extremely verbose, making it difficult to read and analyze.  UML is also not executable, since the action semantics fails to define low level actions.  This makes it necessary to extend the UML action semantics at either a programming language or VM level.  

UML is also a general purpose modeling language.  And while UML is extensible, it is often necessary to do so in order to accommodate the needs of distributed, real-time, embedded, safety critical systems.

MS-IL.  MS-IL is the intermediate language defined by Microsoft for .NET.  It provides a stack based portable model of program execution very similar to that of the JVM.  MS-IL is reasonably abstract and designed to support multiple programming languages.  It, however, is sufficiently low level to be executable.  Parts of MS-IL also have a formally defined semantics (defined by the University of Cambridge).  

There, however, are also a few limitations.  MS-IL is currently supported only on Windows/Intel platforms. And while MS-IL supports a number of programming languages, it fails to fully support the semantics of C and C++ (although it does support Managed C++).  There is also no well defined mapping to UML and the UML action semantics (although it should not be difficult to provide one).

JVM. The Java Virtual Machine (JVM) is a well established standard supported by Sun Microsystems, IBM, and others.  It provides a stack based portable model of program execution very similar to that of the MS-IL (although the JVM was introduced first, and is supported on a wide variety of platforms).  While the JVM was specifically designed to support Java, there are now a variety of other languages that compile to it.  The JVM has been the target of a number of formal specification efforts.  Java and the JVM have also been the subject of many recent research efforts, both at universities, at DARPA and the AFRL, and in industry.  

There, however, are also a few limitations.  The JVM, unlike MS-IL, was not specifically designed to support multiple languages – and so has a slightly more limited range.  Also, like MS-IL, the JVM fails to fully support the semantics of C and C++. There is also no well defined mapping to UML and the UML action semantics (although it should not be difficult to provide one).

Compiler specific ASTs (from EDG, gnu, etc.).  There are a variety of compiler specific intermediate representations based on abstract syntax trees.  The EDG AST representation and the GNU compiler family intermediate representations are prime examples.  Both are widely used and have the advantage of fully supporting languages such as C and C++.

There are, however, a number of limitations.  Many of the representations (such as EDG) are proprietary.  There are also often variations on the AST representation specific to particular programming languages.  These may be minor (in the case of EDG) or major (in the case of GNU), but represent an obstacle to analysis and make it difficult to achieve full target language independence.  These compiler specific ASTs also lack a formal semantics, are not executable, and are rarely the subject of research efforts. There is also no well defined mapping to UML and the UML action semantics (although it should possible to provide one).

To overcome the limitations of these representations, we have defined a new language (XCIL), but have done so by unifying and integrating the above representations.  The key insights are that a) UML and the VM models are complementary, b) the two VM models are very closely aligned, and c) these VM models can be extended to support C and C++ specific features.

As a result, at the modeling level, XCIL is based on UML’s XML representation, XMI.  It includes the UML 1.4 action semantics and some extensions (with regard to the redefinition/renaming of inherited elements) taken from the UML 2 proposals.   The XML representation of XCIL and XMI is virtually identical with the exception of the action semantics.  In terms of the action semantics, the XCIL XML representation is more compact, although it contains essentially the same information.

To overcome the lack of low level actions defined by the UML action semantics, we extend it by including the actions defined by the JVM and MS-IL.  These two VM standards are merged by creating supertypes that represent what is common between them, and subtypes representing points of variation.  Because they are sufficiently similar, this has not been difficult, and most XCIL actions are represented by common definitions.  Most analysis can also be based on these more general types.  To ensure we obtain consistent analysis results irrespective of the level of detail at which we work, however, the principles of LSP must be strictly followed with respect to all XCIL subtype relationships.

To overcome the lack of support for C and C++ specific features, we have extended XCIL at a low level to include definitions for those elements that appear in the compiler specific AST representations, but are missing from both the MS-IL and JVM execution models.

In the end, while XCIL is not an exact match with any of the representations from which it was derived, it is “extremely close” to all of them, making it practical to perform a mapping to any of them with very little effort (e.g., using XSLT).

It is also possible to import/export information from other non-OMG/UML compliant tools (where the semantic gap may be wider).  For example, we anticipate providing a mapping of the precondition/ postcondition specifications used by T-VEC to generate test cases into XCIL and back again.

In order to work with information from multiple tools, it is necessary to be able to map/merge elements from different sources to create an overall XCIL representation as in Figure 3.  Conversely, we also need to be able to reverse the process, extracting portions of the overall XCIL definitions and mapping them to the representations expected by various tools as in Figure 4.  

Figure 5 provides an overall view that includes analysis/adaptation tools that work with XCIL (from ISU) and analysis/adaptation tools (from other sources) that work with the other representations to which XCIL can be mapped.  

The details of tool integration are discussed in section 3.
Figure 3. Forward = map + merge


Reverse = extract + map

Figure 4. Overall view

2 Notation

2.1 Stack and AST representations

Like most compilers, XCIL represents computable expressions in terms of the nodes of an abstract syntax tree.  Nearly all virtual machines represent programs as an instruction stream that uses a stack model for computation.  Although at a surface level these representations appear to be markedly different, it is generally simple to convert from one to the other. 

For example, the instruction stream:

push left, push right, Op

Maps to the table:

	Metaclass
	BinaryExpression

	Extends
	Expression

	Description
	An expression involving evaluation of an operator that takes two arguments

	Pin
	left

	Description
	The left parameter

	Type
	Classifier

	Pin
	right

	Description
	The right parameter

	Type
	Classifier

	Pin
	result

	Kind
	return

	Description
	The result of evaluating the expression

	Type
	Classifier


Representing the AST:


The instruction stream begins by pushing of the first operand, left, followed by the pushing of the second operand, right, followed by the application of the operator Op to these two operands.  The result of this computation replaces the two operands on the stack.  

The instructions in this stream correspond to the nodes in the AST (left, right, and Op).  Instructions that push specific values correspond to nodes representing variables and constants.  Instructions that perform computations on stack values correspond to nodes representing operators.  The result of a computation may, in turn, be used as operand to a subsequent computation. The tree is constructed to maintain the execution order.

Conversion of an AST to an instruction stream is also simple.  Walking the tree, evaluating the expressions in the prescribed order, we can generate the instruction stream.  When we encounter a node representing a variable or a constant, we generate an instruction to push the value of the variable or constant.  When we encounter a node representing an operator, we generate an instruction to perform the associated computation using the operands pushed on the stack.

For example, consider the following Java code [22, p. 369, section 7.3]:

int align2grain(int I, int g) {

return ((I + g-1) & ~(g-1);

}

This code compiles to the JVM instruction stream:

Method int align2grain(int,int)

0
iload_1

1
iload_2

2
iadd

3
iconst_1

4
isub

5
iload_2

6
iconst_1

7
isub

8
iconst_m1

9
ixor

10
iand

11
ireturn
Which maps to the following AST:

The numbering of the instructions and the numbering of the AST nodes shows how they correspond.

This mapping is complicated slightly by the use of the operand stack manipulation instructions [22, p. 386, section 7.11] and other compiler optimizations, but is still straightforward.

2.2 Table and XML Schema representations

Definitions appear in a simple table notation that captures the same information as the UML metamodel, only in a purely textual form.  The terminology is also the same (Attribute = UML attribute, AssociationEnd = UML association end, CompositeEnd = the association end for the Whole in a Whole-Part relationship = UML composition).  

Table representation. 

Consider the following definition:

	Metaclass
	Y

	Extends
	P:X

	Description
	Text description of metaclass Y

	Refs
	List of references to UML, MS-IL, and JVM concepts related to Y

	Attribute
	a

	Description
	Text description of attribute a

	Type
	Integer

	Attribute
	b

	Description
	Text description of attribute b

	Type
	Boolean

	InitialValue
	false

	AssociationEnd
	c

	Description
	Text description of reference c

	Type
	C

	Multiplicity
	1..1

	CompositeEnd
	d

	Description
	Text description of components d

	Type
	Sequence(D)

	Multiplicity
	*


UML metamodeling representation. 

In the UML metamodeling notation, this would be represented as:

Here, we define a metaclass Y that extends metaclass X, from package P.  Y has two attributes (a and b) with the types previously given. The second attribute (b) has an initial value.  The metaclass Y has an association with an instance of the metaclass C.  Exactly one instance of C is associated with each instance of Y.  Y optionally has a number of components of type D (zero or more, as indicated by a multiplicity of “*”).

Most UML tools permit the association of text documentation with elements (without including them as ‘Notes’ on the diagram).  To avoid cluttering the diagram, we assume Description and Refs are handled in this way.

XML Schema representation.

A standard mapping from the UML metamodel to XML Schema is provided by [4].  Using a transformation based on these rules, we have:

<xsd:complexType id=”101” name=”Y”>

<xsd:complexContent> 

<xsd:extension base=”p1:X”>

<xsd:choice minOccurs=”0” maxOccurs=”unbounded”>

<xsd:attribute id=”102” name=”a” 

type=”xsd:integer”

use=”required”

default=”DefaultValue”

fixed=”FixedValue”/>

<xsd:attribute id=”103” name=”b” 

type=”xsd:boolean”

use=”optional”

default=”false”/>

<xsd:element id=”104” name=”c”

minOccurs=”1”

maxOccurs=”1”

type=”C”/>

<xsd:element id=”105” name=”d”

minOccurs=”0”

maxOccurs=”unbounded”

type=”D”/>

</ xsd:choice>

</xsd:extension>

</xsd:complexContent>

</xsd:complexType>

<xsd:element name=”Y” type=”p2:Y”>

Enumerations.

For enumeration types, the table representation is:
	Metaclass
	E

	Description
	Text description of metaclass E

	Refs
	List of references to UML, MS-IL, and JVM concepts related to E

	EnumerationLiteral
	e1

	Description
	Text description of enumeration value e1

	EnumerationLiteral
	e2

	Description
	Text description of enumeration value e2


Which maps to UML as:

And to XML Schema as:

<xsd:simpleType name=”E” id=”106”>

<xsd:restriction base=”xsd:string”>

<xsd:enumeration value=”e1”>

<xsd:enumeration value=”e2”>

</xsd:restriction>

</xsd:simpleType>

A complete discussion of the mapping of the table notation to XML Schema is given by [1, section 3 Mapping of the table notation to XML Schema].  The mapping, however, is intentionally straightforward, as suggested by these examples.

Target language independence and tool integration

The following scenarios illustrate the benefits of XCIL with regard to target language independence and tool integration.  The “adapters” (MS-IL to/from XCIL, JVM to/from XCIL, and UML XMI to/from XCIL) are based on the correspondence between the concepts presented in section 5.

2.3 C++ to XCIL (using EDG)

The common case, with ISU analysis and adaptation.  It is assumed that the C++ is separately compiled, ensuring it is well-formed.

The GNU C++ front end could be substituted for EDG if necessary.

2.4 Java (and other JVM languages, e.g. Ada95) to JVM to XCIL

Incorporation of Java, Ada95 and other languages that target the JVM.

Managed C++, C# (and other .NET languages) to MS-IL to XCIL

A different path for C++, at least if the restrictions associated with Managed C++ are acceptable.  Also C# and other .NET languages.

2.5 XCIL to target language + target language specific analysis tools

Converting XCIL to JVM byte codes or Java source code, we can apply target language specific analysis tools such as Bandera.

 Languages other than Java can be incorporated using the same basic approach (e.g., substituting MS-IL for JVM and other target language specific analysis tools for Bandera, above).

There are a number of formal methods tools and analysis tools currently used by Rockwell Collins that would fit this scenario if we considered mappings to the notations they support.

XCIL to Java + target language specific adaptation tools

The conversions between JVM and XCIL are the same as in the two previous sections.  Other Java specific adaptation tools can be substituted for those from KSU.  

Languages other than Java can be incorporated using the same basic approach (e.g., substituting MS-IL for JVM, and C# for Java above).

2.6 Integration with UML Modeling Tools


Rational Rose is currently widely used by Rockwell Collins.  Argo (from UC Irvine) is an open source alternative where cost is an issue (e.g., for ISU). 

Kennedy Carter provides support for the UML action semantics and executable design/analysis models using a notation (ASL) adopted by Lockheed/Martin and others in the aviation industry.

3 Semantics

3.1 Defining a common semantics

UML [2] defines a set of model elements whose semantics are defined informally by English text and more formally by OCL constraints.  In addition to the official specification, there are other papers that address the need to define the core elements of UML more precisely, and formally.  Similarly the JVM and MS-IL are defined officially in a semi-formal manner; with core elements defined more formally by others [21] [26].

In XCIL, all subtyping relationships imply substitutability (compliance with the principles of LSP).

In general, in XCIL, all structural elements are based on corresponding UML definitions.  Where the JVM or .NET support similar concepts (e.g., classes, packages, and assemblies) we take a “least common denominator approach”, defining an XCIL element that provides an invariant common to them all.  Where this results in a significant loss of semantic information, subtypes are introduced that extend the common definition to provide the original semantics of the UML, JVM, and MS-IL definitions.

At the action level, XCIL provides high level definitions corresponding to those in the UML action semantics.  Because the action semantics does not define low level actions, these definitions provide only a high level organization for the low level instructions defined by the JVM and MS-IL – one that allows us to classify them in a manner consistent with UML.  All actions are specified in a precondition/postcondition style, with a list of exceptions thrown.  

In terms of low level actions, XCIL provides definitions corresponding to JVM and MS-IL instructions.  Due to the close correspondence between MS-IL and the JVM, it is usually possible to base these definitions on a semantics common to corresponding MS-IL and JVM instructions.  In accordance with LSP, this means the common definition has a precondition stronger than or equal to the preconditions of both the MS-IL and JVM instructions, and a postcondition weaker than or equal to the postconditions of both the MS-IL and JVM instructions.  Where this results in a significant loss of semantic information, subtypes are introduced that extend the common definition to provide the original semantics of the JVM, and MS-IL instructions.

Where MS-IL defines instructions with no JVM counterpart, these result in their own XCIL definitions.  Conversely JVM instructions with no MS-IL counterpart also result in their own XCIL definitions.

Analysis tools may assume only the defined semantics.
3.2 Expected semantic differences

In defining a common semantics, it is important to consider differences related to:

1. strictness with respect to the evaluation of arguments (e.g., short circuit evaluation vs. undefined order)

2. the manner in which arguments are passed (reference vs. value semantics, read and write access)

3. the manner in which copying is performed (cloning vs. the copying of references, deep copy vs. shallow copy, e.g. with respect to operations such as substring)

4. the manner in which errors are reported (flag set, exception thrown, etc.)

5. the exceptions thrown by an operation, and the circumstances under which they are thrown

6. pre and postconditions for operations

7. restrictions on what may not change as a result of the execution of an operation (the frame condition)

8. explicitly undefined cases, e.g. the result of a left-shift or right-shift operation in C++ is undefined if the right operand is negative or if the right operand is greater than or equal to the number of bits in the left operand

9. the inheritance and overriding of default parameter values

10. signed vs. unsigned arithmetic

11. the potential for arithmetic overflow/underflow 

12. the definition of operation signatures  (Is the return type a part of the signature?)

13. the order and number of arguments associated with operations

14. the order in which operator arguments are evaluated (left to right, right to left)

15. the ranges of the numeric data types

16. supported character sets (ASCII, Unicode, etc.)

17. the invariants associated with predefined types

18. the degree to which floating point complies with the IEEE standard (many parts are optional)

19. differences in the semantics of fundamental control constructs (e.g., whether case “falls through” by default)

20. the manner in which method dispatch is handled (single vs. multiple, and in constructors)

21. the rules for overloading

22. the semantics of type conversion and casting

23. the manner in which repeated inheritance, redefinition along separate paths, and independent identical definitions, and name clashes are handled in class hierarchies involving multiple inheritance

24. definition of execution order, e.g., for elaboration, for the order of activation of threads, etc.

25. whether execution of an operation involves the dynamic allocation of resources

26. responsibility for the deallocation of resources

27. predictability of and bounds on the executions times of operations

4 Mappings

The following tables define a correspondence betweens the representations that directly map to XCIL.  For MS-IL and the JVM, these mappings should be confirmed by coding these features in languages that target these representations.

4.1 Namespaces and classes 

	EDG AST
	UML + Action Semantics
	CTS + MS-IL
	JVM

	
	Component

[2, p. 3-179]
[2, p. B-5, component]
	.assembly extern 

.assembly
[16, p. 9]
	Java Archive (JAR) file

	
	Source code module, a kind of component (above)

[2, p. B-12, module]
	.module 

[16, p. 9]
	.source 

[23, p.432, B.4.2]

	
	Package
[2, p. 2-192, Figure 2-32], 

[2, pp. 2-194, 2-197, 2-201]

[2, p. B-13, package]
	.namespace 

[16, pp. 10, 132]
	package

[22, p. 24, section 2.7.2]

	
	Class

[2, pp. 2-28, 2-60, 2-73, 3-36]

[2, p. B-4, class]
	.class 

[16, pp. 10, 135]
	.class 

[23, p. 30, 2.3; p. 433, B.4.3]

.super 

[23, p. 31, 2.4]

.implements 

[23, p. 39]

	
	Attribute

[2, pp. 2-25, 2-59, 3-42]
[2, p. B-3, attribute]
	.field

[16, p. 13]
	.field 

[23, p. 31, 2.5]

	
	Operation

[2, pp. 2-50, 2-69, 2-76, 3-45]
[2, p. B-13, operation]

Method

[2, pp. 2-47, 2-66]
[2, p. B-11, method]
	.method

[16, p. 14]
	.method

[23, p. 34, 2.6]

	
	Interface

[2, pp. 2-46, 2-66, 2-76, 3-51]
[2, p. B-10, interface]
	Interface

[16, p. 140]
	.interface 

[23, p. 38, 2.7]

	
	Datatype

[2, pp. 2-36, 2-64, 2-78, 2-91]
[2, p. B-6, datatype]
	value type 

[16, p. 141]
	primitive type 

[22, p. 61, section 3.2, “Like the Java programming language …”]

	
	«enumeration» class stereotype
Enumeration values are represented as named literals (appearing in the attribute box) 

[2, pp. 2-39, 2-68, 3-57, 6-8, 6-38] 

[2, B-8, enumeration]
	enumeration type

[16, p. 143]
	Enumerations are represented by named constants associated with a class (directly analogous to their representation in UML)

	
	Delegation

[2, p. B-6, delegation]

Pointer to operation [2, 2-325, section 2.22.12]
	delegate

[16, p. 144]
	Delegates are instances of classes or inner classes


4.2 Primitive types
	EDG AST
	UML + Action Semantics
	CTS + MS-IL
	JVM

	
	Empty association

In UML, a null/void reference is represented by an association whose multiplicity is zero.

In OCL, the multiplicity of an association can be tested against zero using the query ‘->isEmpty()’.
[2, p. 6-14, section 6.5.4]
	void, zero pointer value

[21, p. 21]


	null

[23, p. 49]

	
	Boolean

[2, pp. 2-91, 2-93, 6-37]
	bool 

[16, p. 156]
	boolean
[22, p. 7]

[22, p. 66, section 3.3.4]
[23, p. 243, 10.11]

	
	UML defines the data type String, but not character

[2, pp. 2-98, 6-36]
	char 

[16, p. 156]
	char
[22, p. 62]
[23, p. 231]

	
	Integer

[2, pp. 2-91, 6-34]

Constraints may be imposed using OCL invariants
	int8

[16, p. 156]
	byte

[22, p. 62]

	
	Integer

[2, pp. 2-91, 6-34] 

Constraints may be imposed using OCL invariants
	unsigned int8

[16, p. 156]
	

	
	Integer

[2, pp. 2-91, 6-34]

Constraints may be imposed using OCL invariants
	int16

[16, p. 156]
	short

[22, p. 62]

	
	Integer

[2, pp. 2-91, 6-34]

Constraints may be imposed using OCL invariants
	unsigned int16

[16, p. 156]
	

	
	Integer

[2, pp. 2-91, 6-34]

Constraints may be imposed using OCL invariants
	int32

[16, p. 156]
	int

[22, p. 62]

	
	Integer

[2, pp. 2-91, 6-34]

Constraints may be imposed using OCL invariants
	unsigned int32

[16, p. 156]
	

	
	Integer

[2, pp. 2-91, 6-34]

Constraints may be imposed using OCL invariants
	int64

[16, p. 156]
	long

[22, p. 62]

	
	Integer

[2, pp. 2-91, 6-34]

Constraints may be imposed using OCL invariants
	unsigned int64

[16, p. 156]
	

	
	Real

[2, p. 6-32]

Constraints may be imposed using OCL invariants
	float32

[16, p. 156]
	float

[22, p. 63]

	
	Real

[2, p. 6-32]

Constraints may be imposed using OCL invariants
	float64

[16, p. 156]
	double

[22, p. 63]

	
	
	typedref

[16, p. 156]
	

	
	
	native int

[16, p. 156]
	

	
	
	native unsigned int

[16, p. 156]
	


4.3 Type conversion

	EDG AST
	UML + Action Semantics
	CTS + MS-IL
	JVM

	Convert a value of one type to that of another 

cast

lvalue_cast

dynamic_cast

[30, pp. 130, 407-414]

static_cast

[30, pp. 130, 159]
const_cast

[30, pp. 131, 232]
reinterpret_cast

[30, pp. 130, 256]
bool_cast

test_logical
	Apply a primitive mathematical function to convert a value of one type to that of another

[2, p. 2-291]

[2, p. 2-293, AppyFunctionAction]
	Convert a value of one type to that of another 

conv.<to type>

conv.ovf.<to type>

[16, pp. 250-252]

[17, pp. 44-47]
	Convert a value of one type to that of another 

i2T

l2T

f2T

d2T

[22, p. 82, table 3.2]

[22, p. 86, 3.11.4]

	Cast an object to a given class

base_class_cast

derived_class_cast
	Reclassify an object

ReclassifyObjectAction

[2, p. 260, section 2.19.1]

[2, p. 286]
	Cast an object to a given class

castclass

[16, p. 263]

[17, p. 92]
	Cast an object to a given class

checkcast

[22, p. 88, section 3.11.5]

[22, p. 193]

	Cast an object data or function member to a given class 

pm_base_class_cast

pm_derived_class_ cast
	
	
	


4.4 Classes, objects and arrays

The following operations deal with the allocation, initialization, manipulation, and destruction of classes, objects and arrays.

	EDG AST
	UML + Action Semantics
	CTS + MS-IL
	JVM

	
	Initialize the attributes of a class
	Initialize the fields of a class

.cctor method

[16, p. 224, ClassConstructors]
	Initialize the fields of a class

<clinit> method

[22, pp. 78, 106, 115, 116, 135, 137]

	
	Create an object (without initializing it)

CreateObjectAction

[2, pp. 2-209, 2-276]
	Create a new class instance

newobj

[16, p. 263]

[17, p. 110]
	Create a new class instance

new

[22, p. 88, section 3.11.5]

[22, p. 341]

[22, p. 379, section 7.8 Working with Class Instances]

	
	Create an object representing a array [2, p. 6-48, Sequence]  (without initializing it)

CreateObjectAction

[2, pp. 2-209, 2-276, 6-48]
	Create a new vector (zero-based single-dimensional array)
newarr

[16, pp. 160-162, 265-266]

[17, p. 109]
	Create a new zero-based single-dimensional array

newarray

anewarray

[22, p. 88, section 3.11.5] 

[22, pp. 343, 181]

[22, p. 381, section 7.9 Arrays]

	
	Create an object an object representing a multi-dimensional array (without initializing it)

CreateObjectAction

[2, pp. 2-209, 2-276]
	Create a new multi-dimensional array

newobj

[16, pp. 160-162, 263]
[17, p. 110]
	Create a new multi-dimensional array
multianewarray

[22, p. 88, section 3.11.5] 

[22, p. 339]

	
	Initialize a new instance of an object

«constructor» method

[2, p. 3-41]
	Initialize a new instance of an object

.ctor method

[16, p. 224, Instance Constructors]
	Initialize a new instance of an object

<init> method

[22, pp. 78, 106, 115, 116, 135, 137]

[22, p. 379, section 7.8 Working with Class Instances]

	
	
	
	Finalize an object 

[22, p. 56, section 2.17.7]

	
	Deallocate an object

DestroyObjectAction 

[2, p. 2-277]

	
	

	
	Determine if an object is an instance of a given type 

ReadIsClassifiedObjectAction

[2, p. 260, section 2.19.1]
	Determine if an object is an instance of a given type

isinst

[16, p. 263]

[17, p. 95]
	Determine if an object is an instance of a given type

instanceof

[22, p. 88, section 3.11.5]

	Get object field

pm_dot_field

pm_arrow_field

value_field

value_bit_field

extract_bit_field
	Read object attribute

ReadAttributeAction

[2, p. 2-260, section 2.19.2]

[2, p. 2-280]
	Load field from object onto the evaluation stack

ldfld<token>

[16, p. 258]

[17, p. 99]
	Load field from object onto the operand stack

getfield

[22, p. 88, section 3.11.5]
[22, p. 248]

[22, p. 379, section 7.8 Working with Class Instances]

	Assign to object attribute

assign

iassign

fassign

passign

cassign

sassign

bassign

pmassign

xassign

when the left hand side of the assignment represents an attribute
	Write object attribute

WriteAttributeAction

[2, p. 2-260, section 2.19.2] 

[2, p. 2-289]
	Store value on evaluation stack into object field

stfld<token>

[16, p. 258]

[17, p. 116]
	Store value on operand stack into object field

putfield

[22, p. 88, section 3.11.5]
[22, p. 348]

[22, p. 379, section 7.8 Working with Class Instances]

	Get class field

rvalue_dot_static

points_to_static

as an rvalue
	Read class attribute

ReadAttributeAction

[2, p. 2-260, section 2.19.2]

[2, p. 2-280]
	Load field from class onto the evaluation stack

ldsfld<token>

[16, p. 258]

[17, p. 103]
	Load field from class onto the operand stack

getstatic

[22, p. 88, section 3.11.5]
[22, p. 250]

	Assign to class attribute

assign 

iassign

fassign

passign

cassign 

sassign

bassign

pmassign

xassign

when the left hand side of the assignment represents a class attribute, e.g.
lvalue_dot_static
	Write class attribute

WriteAttributeAction

[2, p. 2-260, section 2.19.2] 

[2, p. 2-289]
	Store value on evaluation stack into class field

stsfld<token>

[16, p. 258]

[17, p. 118]
	Store value on operand stack into class field

putstatic

[22, p. 88, section 3.11.5]
[22, p. 350]

	Get the length of a single-dimension character array

char_length
	
	Get the length of a zero-based single-dimension array (a vector)

ldlen

[16, p. 258]

[17, p. 118]
	Get the length of a  single-dimension array

arraylength

[22, p. 88, section 3.11.5]
[22, p. 183]

	Get array element

subscript

value_fsubscript
	
	Load a vector element onto the evaluation stack

ldelem.<type>

[16, p. 266]

[17, p. 96]
	Load an array element onto the operand stack

Taload
[22, p. 82, table 3.2]

	Assign to an array element

assign

iassign

fassign

passign

cassign 

sassign

bassign

pmassign

xassign

when the left hand side of the assignment represents an array element
	
	Store a value on the evaluation stack into a vector element

stelem.<type>

[16, p. 267]

[17, p. 115]
	Store a value on the operand stack into an array element

Tastore
[22, p. 82, table 3.2]

	Get a substring value

value_substring
	
	
	

	Get object field address 

field

bit_field

pm_field
address

address_of_value

loc
	
	Load object field address

ldflda.<length>

[16, p. 258]


[17, p. 100]
	

	Get class (static) field address

points_to_static

lvalue_dot_static

rvalue_dot_static

address

address_of_value

loc
	
	Load class (static) field address

ldsflda.<length>

[16, p. 258]


[17, p. 104]
	

	Get instance method address

virtual_function_ptr
	
	
	

	Get struct address

lvalue_from_struct_rvalue
	
	
	

	Get array element address

fsubscript

address

address_of_value

loc
	
	Load array element address

ldelema.<length>

[16, p. 266]


[17, p. 98]
	

	Get substring address

substring
	
	
	


TBD: For UML, we need to include read/write actions on associations with the read/write actions on attributes (above). See [2, p. 261, section 2.19.3] for details.

TBD: We should also include the UML actions that add and remove values from attributes representing collections. 

4.5 Method invocation and return

The following operations support the invocation and return from methods.

	EDG AST
	UML + Action Semantics
	CTS + MS-IL
	JVM

	Call a method (of some sort, in some fashion)

generic_call
	Call a method

CallOperationAction

[2, p. 2-330]
	
	

	Call an instance method based on the target object’s run time class

virtual_call
	Call an instance method based on the target object’s run time class

CallOperationAction

[2, p. 2-330]

where isSynchronous = true and the call cannot be statically resolved

SynchronousInvocationAction
[2, pp. 2-318, 2-334]

CallEvent

[2, p. 2-151]

«call» stereotype of Usage relationship

[2, p. 2-151]
	Call an instance method based on the target object’s run time class 

callvirt

[16, p. 259]

[17, p. 91]
	Call an instance method based on the target object’s run time class 

invokevirtual
[22, p. 89, 3.11.8]

[22, p. 291]

[22, p. 376, section 7.7 Invoking methods]

invokeinterface
[22, p. 89, 3.11.8]

[22, p. 280]

	Make a statically resolvable call to an instance method 

call
	Call an instance method based on the target object’s run time class

CallOperationAction

[2, p. 2-330]

where isSynchronous = true and the call can be statically resolved

SynchronousInvocationAction
[2, pp. 2-318, 2-334]

CallEvent

[2, p. 2-151]

«call» stereotype of Usage relationship

[2, p. 2-151] 
	Make a statically resolvable call to an instance method

call

[16, p. 259] 

[17, p. 36]
	Make a statically resolvable call to an instance method
invokespecial
[22, p. 89, 3.11.8]

[22, p. 284]

	Make a statically resolvable call to a class method 

call
	Call a class method 

CallOperationAction

[2, p. 2-330]

where isSynchronous = true

SynchronousInvocationAction
[2, pp. 2-318, 2-334]

CallEvent

[2, p. 2-151]

«call» stereotype of Usage relationship
[2, p. 2-151]
	Call a class (static) method 
call

[16, p. 259]

[17, p. 36]
	Call a class (static) method
invokestatic
[22, p. 89, 3.11.8]

	Indirectly call a method given its address

pm_call
	
	Indirectly call a method given its address
calli

[16, p. 260]

[17, p. 107]
	

	
	Return from method

Returning status

[2, p. 2-225]
	Return from method 

ret

[16, p. 244]
	Return from method 

return

[22, p. 353]

	
	Return value from method 

Returning status

[2, p. 2-225]
	Return from method 

ret

with return value on evaluation stack

[16, p. 244]
	Return value from method

Treturn
[22, p. 82, table 3.2]

[22, p. 89, 3.11.8]

	A vacuous destructor call for a class or simple type that has no destructor

vacuous_destructor_call

value_vacuous_destructor_call*
	
	
	


4.6 Synchronization and threads

	EDG AST
	UML + Action Semantics
	CTS + MS-IL
	JVM

	
	Thread

«thread» stereotype of Classifier
[2, p. 2-32]
	Thread

System.Threading
	Thread

[22, p. 58, section 2.19]

[22, p. 397, chapter 8]

	
	
	System.Threading. Monitor 
	monitorenter
[22, p. 90, 3.11.11]

	
	
	System.Threading. Monitor
	monitorexit
[22, p. 90, 3.11.11]


4.7 Exceptions

	EDG AST
	UML + Action Semantics
	CTS + MS-IL
	JVM

	
	Action

[2, p. 2-339, “A jump handler may be attached to an action (primitive or composite …”]
	Try block

[16, p. 35]

[16, p. 32, 34-35, 275-281, .try]
	Try statement

[22, pp. 42, 149]

[23, p. 124, section 5.6, begin-label, end-label]

	
	Jump handler

[2, p. 2-339, Jump Actions]
	Exception handler clause

[16, pp. 271-288, chapter 11],

[16, p. 33, 243-244]
	Exception handler

[22, pp. 41, 45, 78, 90, 123, 143, 186]

[23, p. 124, section 5.6, .catch]

	
	Send an exception( as a kind of signal)

[2, pp. 2-117, 2-118]

Return an exception (as a Reply)

[2, p. 2-320, section 2.22.5]

[2, p. 2-339, Jump Actions]
	Throw an exception

throw

rethrow

[16, p. 265]

[17, p. 119]
	Throw an exception 

athrow
[22, p. 90, 3.11.9]

[22, p. 387, section 7.12 Throwing and Handling Exceptions]

[23, p. 131-132, 441, .throws]

	
	
	Return from exception handler

leave.<length>

[16, p. 243]

[17, p. 65]
	Return from exception handler
return

[22, p. 387, section 7.12]

[22, p. 387, section 7.12 Throwing and Handling Exceptions]


4.8 Finally

	EDG AST
	UML + Action Semantics
	CTS + MS-IL
	JVM

	
	
	Finally clause

[16, p. 275]
	Finally clause

[22, pp. 42, 90, 148, 149, 151]

	
	
	CallFinally


	CallFinally

jsr

jsr_w
[22, p. 90, 3.11.10]

	
	
	Return from finally

endfinally

[16, p. 244]

[17, p. 53]
	Return from finally

ret
[22, p. 90, 3.11.10]


4.9 Control transfer

	EDG
	UML + Action Semantics
	CTS + MS-IL
	JVM

	
	
	Unconditional branch

br

[16, p. 240]

br.s

[16, p. 240]
	Unconditional branch

goto_w

goto

[22, p. 88, 3.11.7]

	Test whether two type compatible values are equal, e.g. as part of a conditional action 

eq
ieq

feq

xeq

ceq

peq

pmeq
	ConditionalAction

equivalent to

if (value1 == value2) { … }

[2, p. 2-250]
	Branch if two type compatible values on the evaluation stack are not equal 

bne.un.<length>
[16, p. 241]

[17, p. 22]

	Branch if two type compatible values on the operand stack are not equal

if_icmpne

[22, p. 267]

fcmp<op>

ifne

[22, pp. 232, 269]

dcmp<op>

ifne

[22, pp. 202, 269]

if_acmpne

[22, pp. 266, 269]

	Test whether two type compatible values are not equal, as part of a conditional action 

ne
ine

fne

xne

cne

pne

pmne
	ConditionalAction

equivalent to

if (value1 != value2) { … }

[2, p. 2-250]
	Branch if two type compatible values on the evaluation stack are equal 

beq.<length>
[16, p. 241]

[17, p. 22]
	Branch if two type compatible values on the operand stack are equal

if_icmpeq

[22, p. 267]

fcmp<op>

ifeq

[22, pp. 232, 269]

dcmp<op>

ifeq

[22, pp. 202, 269]

if_acmpeq

[22, pp. 266, 269]

	Test whether one value is greater than or equal to another compatible value, as part of a conditional action

ge
ige

fge

cge

pge
	ConditionalAction

equivalent to

if (value1 >= value2) { … }

[2, p. 2-250]
	Branch if one value is less than another compatible value on the evaluation stack
blt.<length>

blt.un.<length>
[16, p. 241]

[17, p. 22]
	Branch if one value is less than another compatible value on the operand stack

if_icmplt

[22, p. 267]

fcmp<op>

iflt

[22, pp. 232, 269]

dcmp<op>

iflt

[22, pp. 202, 269]

if_acmplt

[22, pp. 266, 269]

	Test whether one value is less than or equal to another compatible value, as part of a conditional action

le
ile

fle

cle

ple


	ConditionalAction

equivalent to

if (value1 <= value2) { … }

[2, p. 2-250]
	Branch if one value is greater than another compatible value on the evaluation stack
bgt.<length>

bgt.un.<length>
[16, p. 241]

[17, p. 22]
	Branch if one value is greater than another compatible value on the operand stack

if_icmpgt

[22, p. 267]

fcmp<op>

ifgt

[22, pp. 232, 269]

dcmp<op>

ifgt

[22, pp. 202, 269]

if_acmpgt

[22, pp. 266, 269]

	Test whether one value is greater than another compatible value, as part of a conditional action

gt
igt

fgt

cgt

pgt
	ConditionalAction

equivalent to

if (value1 > value2) { … }

[2, p. 2-250]
	Branch if one value is less than or equal to another compatible value on the evaluation stack
ble.<length>

ble.un.<length>
[16, p. 241]

[17, p. 22]
	Branch if one value is less than or equal to another compatible value on the operand stack

if_icmple

[22, p. 267]

fcmp<op>

ifle

[22, pp. 232, 269]

dcmp<op>

ifle

[22, pp. 202, 269]

[22, p. 374, example]

if_acmple

[22, pp. 266, 269]

	Test whether one value is less than another compatible value, as part of a conditional action

lt
ilt

flt

clt

plt
	ConditionalAction

equivalent to

if (value1 < value2) { … }

[2, p. 2-250]
	Branch if one value is greater than or equal to another compatible value on the evaluation stack
bge.<length>

bge.un.<length>
[16, p. 241]

[17, p. 22]
	Branch if one value is greater than or equal to another compatible value on the operand stack

if_icmpge

[22, p. 267]

fcmp<op>

ifge

[22, pp. 232, 269]

dcmp<op>

ifge

[22, pp. 202, 269]

[22, p. 374, example]

if_acmpge

[22, pp. 266, 269]

	Test for equals, as above, with an argument of 0
	ConditionalAction

equivalent to

if (value == 0) { … }

[2, p. 2-250]
	Branch if the integer value on top of the evaluation stack is not zero 

brtrue.<length>

[16, p. 240]

[17, p. 35]
	Branch if the integer value on top of the operand stack is not zero 

ifne

[22, p. 269]

	Test for not equals, as above, with an argument of 0
	ConditionalAction

equivalent to

if (value != 0) { … }

[2, p. 2-250]
	Branch if the integer value on top of the evaluation stack is zero

brfalse.<length>

[16, p. 240]

[17, p. 34]
	Branch if the integer value on top of the operand stack is zero 

ifeq

[22, p. 269]

	Test for greater than or equal, as above, with an argument of 0
	ConditionalAction

equivalent to

if (value >= 0) { … }

[2, p. 2-250]
	
	Branch if the integer value on top of the operand stack is not zero 

iflt

[22, p. 269]

	Test for less than or equal, as above, with an argument of 0
	ConditionalAction

equivalent to

if (value <= 0) { … }

[2, p. 2-250]
	
	Branch if the integer value on top of the operand stack is zero 

ifgt

[22, p. 269]

	Test for greater than, as above, with an argument of 0
	ConditionalAction

equivalent to

if (value > 0) { … }

[2, p. 2-250]
	
	Branch if the integer value on top of the operand stack is not zero 

ifle

[22, p. 269]

	Test for less than, as above, with an argument of 0
	ConditionalAction

equivalent to

if (value < 0) { … }

[2, p. 2-250]
	
	Branch if the integer value on top of the operand stack is zero 

ifge

[22, p. 269]

	Test for equals, as above, with an argument of null
	ConditionalAction

equivalent to

if (reference == null) { … }

[2, p. 2-250]
	
	Branch if reference on top of the operand stack is not null 

ifnonnull

[22, p. 271]

	Test for not equals, as above, with an argument of null
	ConditionalAction

equivalent to

if (reference != null) { … }

[2, p. 2-250]
	
	Branch if reference on top of the operand stack is not null 

ifnull

[22, p. 272]

	
	ConditionalAction

equivalent to case/switch
[2, p. 2-250]
	switch

[16, p. 242]

[17, p. 85]
	tableswitch

[22, p. 358]
lookupswitch

[22, p. 323]

[22, p. 381, section 7.10 Compiling Switches]

	
	LoopAction

equivalent to
for (init; test; iterate) { … }

[2, p. 2-255]
	for loop

[19, p. 285, Harder cases: the for loop]
	for loop

[22, p. 365, section 7.2]

[23, p. 257, Compiling Control Constructs]

	
	LoopAction

equivalent to
while (test) { … } 

and

do { … } while (test)

[2, p. 2-255]
	while loop

do while loop

[19, p. 283, Pre- and post-tested loops]
	while loop

[22, p. 372, section 7.5]

[23, p. 257, Compiling Control Constructs]

do while loop

[23, p. 257, Compiling Control Constructs]

	Conditional expression

question

[30, operator?]
	
	
	

	Execute a series of expressions, returning the value of the last expression

comma

[30, operator,]
	
	
	


The tests for equality and inequality in the EDG AST column obviously apply to cases involving zero and null.  The JVM and MS-IL instruction sets treat these as special cases in order to optimize them, since they occur frequently.

The same tests and branch instructions obviously apply to both conditional actions and loop actions.

4.10 Loading of constants

	EDG AST
	UML + Action Semantics
	CTS + MS-IL
	JVM

	
	Generate a literal value as output

LiteralValueAction

[2, p. 2-295]

	Load a constant onto the evaluation stack 

ldc.<type>

[16, p. 245]

[17, p. 58]
	Load a constant onto the operand stack

Tipush

ldc 

ldc_w

ldc2_w

Tconst
[22, p. 82, table 3.2]

[22, p. 83, 3.11.2]


4.11 Loading and storing of arguments and local variables

	EDG AST
	UML + Action Semantics
	CTS + MS-IL
	JVM

	Get local variable


	Read a variable (or argument)

ReadVariableAction

[2, p. 2-285]
	Load an argument or local variable onto the evaluation stack
ldarg, ldloc

ldarg.s, ldloc.s

ldarg.0, ldloc.0

ldarg.1, ldloc.1

ldarg.2, ldloc.2

ldarg.3, ldloc.3

[16, pp. 254, 255]
	Load an argument or local variable onto the operand stack 

wide Tload 

Tload
Tload_0

Tload_1

Tload_2

Tload_3
[22, p. 82, table 3.2]

[22, p. 83, 3.11.2]

[22, p. 375, section 7.6 Receiving Arguments]

	Assign to a local variable

assign

iassign

fassign

passign

cassign 

sassign

bassign

pmassign

xassign

when the left hand side of the assignment represents a local variable
	Write a variable

WriteVariableAction

[2, p. 2-289]
	Store a value on the evaluation stack into a local variable or argument 

starg, stloc

starg.s, stloc.s

starg.0, stloc.0

starg.1, stloc.1

starg.2, stloc.2

starg.3, stloc.3

[16, pp. 254, 255]
	Store a value on the operand stack into a local variable or argument

wide Tstore

Tstore
Tstore_0

Tstore_1

Tstore_2

Tstore_3
[22, p. 82, table 3.2]

[22, p. 83, 3.11.2]


In instructions such as Tload and Tstore, the JVM uses a single index to reference all stack frame values, while the MS-IL treats arguments and local variables as distinct, using a different index for each.

The JVM wide format provides a two byte index while the long MS-IL format provides a four byte index.

The narrow forms of both the JVM and the MS-IL provide a one byte index. 

In the JVM, arrays are objects. There are, however, special JVM instructions to create them, query their length, and load/store array elements

Similarly in the Microsoft Common Type System (CTS), arrays are objects derived from the abstract class System.Array [16, pp. 160-162].  Arrays and vectors are generic types with associated MS-IL instructions to create them, query their length, and load/store array elements [16, pp. 265-267]. 

TBD: We should include the UML actions that add and remove values from variables representing collections. 

4.12 Loading addresses of arguments and local variables

The following operations support the loading of the addresses of arguments and local variables. 

	EDG AST
	UML + Action Semantics
	CTS + MS-IL
	JVM

	Get variable address

address

address_of_value

loc
	
	Load argument address

ldarga.<length>

[16, p. 254]


[17, p. 57]

Load local variable address

ldloca.<length>

[16, p. 256]


[17, p. 63]

	


4.13 Indirect load and store

	EDG AST
	UML + Action Semantics
	CTS + MS-IL
	JVM

	Get the value of a memory location referred to by a pointer, i.e. by applying

indirect 

to an rvalue expression
	
	Load referenced memory location onto the evaluation stack
ldind.<type>

[16, pp. 246, Indirect loading]

[17, p. 60]
	

	Assign a value to a memory location referred to by a pointer, i.e. by applying

indirect

to the left hand side of

assign

iassign

fassign

passign

cassign 

sassign

bassign

pmassign

xassign
	
	Store a value on the evaluation stack into a referenced memory location
stind.<type>

[16, pp. 246, Indirect storing]

[17, p. 81]
	


Pointer dereferencing corresponds to use of the “*” operator in C++.  

4.14 Operations on primitive types

The following operations are predefined on the numeric, boolean, and character types.

	EDG AST
	UML + Action Semantics
	CTS + MS-IL
	JVM

	Unary “+”

unary_plus
	
	
	

	Add two values

add

iadd

fadd

padd

padd_subsc

xadd
	Apply a primitive mathematical function to add two values

[2, p. 2-291]

[2,  p. 2-293, AppyFunctionAction]
	Add two values on the evaluation stack

add

add.ovf

[16, pp. 247, 249]

[17, pp. 18, 19]
	Add two values on the operand stack

Tadd

[22, p. 82, table 3.2]

[22, p. 83, 3.11.2]

	Subtract one value from another

subtract

isubtract

fsubtract

psubstract

pdiff

xsubtract
	Apply a primitive mathematical function to subtract one value from another

[2, p. 2-291]

[2,  p. 2-293, AppyFunctionAction]
	Subtract the top value on the evaluation stack from that beneath it 

sub

sub.ovf

[16, pp. 247, 249] 

[17, pp. 83, 84]
	Subtract the top value on the operand stack from that beneath it

Tsub
[22, p. 82, table 3.2]

[22, p. 83, 3.11.2]

	Multiply two values

multiply

imultiply

fmultiply

xmultiply
	Apply a primitive mathematical function to multiply two values

[2, p. 2-291]

[2,  p. 2-293, AppyFunctionAction]
	Multiply the top value on the evaluation stack by the value beneath it

mul

mul.ovf

[16, pp. 247, 249]

[17, pp. 67, 68]
	Multiply the top value on the operand stack by the value beneath it 

Tmul
[22, p. 82, table 3.2]

[22, p. 83, 3.11.2]

	Divide one value by another

divide

idivide

fdivide

xdivide
	Apply a primitive mathematical function to divide one value by another

[2, p. 2-291]

[2,  p. 2-293, AppyFunctionAction]
	Divide the value on top of the evaluation stack into the value beneath it

div

div.un
[16, pp. 247]

[17, pp. 49, 50]
	Divide the value on top of the operand stack into the value beneath it

Tdiv
[22, p. 82, table 3.2]

[22, p. 83, 3.11.2]

	Compute the remainder resulting from the division of one number by another 

remainder
	Apply a primitive mathematical function to compute the remainder resulting from the division of one number by another

[2, p. 2-291]

[2,  p. 2-293, AppyFunctionAction]
	Compute the remainder from the division of the value on top of the evaluation stack into the value beneath it 

rem

rem.un

[16, p. 247]

[17, pp. 74, 75]
	Compute the remainder from the division of the value on top of the evaluation stack into the value beneath it 

Trem
[22, p. 82, table 3.2]

[22, p. 83, 3.11.2]

	Negate a number

negate

inegate
fnegate

xnegate
	Apply a primitive mathematical function to negate a number

[2, p. 2-291]

[2,  p. 2-293, AppyFunctionAction]
	Negate the number on top of the evaluation stack 

neg

[16, p. 248]

[17, p. 69]
	Negate the number on top of the operand stack 

Tneg
[22, p. 82, table 3.2]

[22, p. 83, 3.11.2]

	Raise a number to a power

i_to_i_expon

f_to_i_expon

x_to_i_expon

f_to_f_expon

x_to_x_expon
	
	
	

	Perform a bitwise shift on an integer value

shiftl

shiftr
	Apply a primitive mathematical function to perform a bitwise shift on an integer value

[2, p. 2-291]

[2,  p. 2-293, AppyFunctionAction]
	Shift an integer value (left or tight) by a given number of bit positions.

shl

shr

shr.un

[16, p. 250]

[17, pp. 77-79]

A value specifying the number of shifts is on top of the evaluation stack, with the integer value beneath it.
	Shift an integer value (left or tight) by a given number of bit positions.

Tshl

Tshr

Tushr
[22, p. 82, table 3.2]

[22, p. 83, 3.11.2]

A value specifying the number of shifts is on top of the operand stack, with the integer value beneath it.

	Compute the bitwise ‘or’ of two integer values

or
	Apply a primitive mathematical function to compute the bitwise ‘or’ of two integer values

[2, p. 2-291]

[2,  p. 2-293, AppyFunctionAction]
	Compute the bitwise ‘or’ of the two values on top of the evaluation stack

or

[16, p. 249]

[17, p. 72]
	Compute the bitwise ‘or’ of the two values on top of the operand stack

Tor
[22, p. 82, table 3.2]

[22, p. 83, 3.11.2]

	Compute the bitwise ‘and’ of two integer values

and
	Apply a primitive mathematical function to compute the bitwise ‘and’ of two integer values

[2, p. 2-291]

[2,  p. 2-293, AppyFunctionAction]
	Compute the bitwise ‘and’ of the two values on top of the evaluation stack 

and

[16, p. 249]

[17, p. 20]
	Compute the bitwise ‘and’ of the two values on top of the operand stack 

Tand
[22, p. 82, table 3.2]

[22, p. 83, 3.11.2]

	Compute the bitwise ‘exclusive or’ of two integer values

xor
	Apply a primitive mathematical function to compute the bitwise ‘exclusive or’ of two integer values

[2, p. 2-291]

[2,  p. 2-293, AppyFunctionAction]
	Compute the bitwise ‘exclusive or’ of the two values on top of the evaluation stack 

xor

[16, p. 250]

[17, p. 89]
	Compute the bitwise ‘exclusive or’ of the two values on top of the operand stack 

Txor
[22, p. 82, table 3.2]

[22, p. 83, 3.11.2]

	Bitwise complement

complement
	Apply a primitive mathematical function to compute the bitwise complement of an integer value

[2, p. 2-291]

[2,  p. 2-293, AppyFunctionAction]
	Bitwise inversion (unary) 

not

[16, p. 250]

[17, p. 71]
	

	Logical or

lor
	Logical or 

or

[2, p. 6-37]
	Logical or 

or

[16, p. 249]

[17, p. 72]
	Logical or

Tor
[22, p. 82, table 3.2]

[22, p. 83, 3.11.2]

	Logical and

land
	Logical and 

and

[2, p. 6-37]
	Logical and
and

[16, p. 249]

[17, p. 20]
	Logical and
Tand
[22, p. 82, table 3.2]

[22, p. 83, 3.11.2]

	Logical complement

not
	Logical complement 

not

[2, p. 6-37]
	Logical complement

not

[16, p. 250]

[17, p. 71]
	

	‘Exclusive or’ 

neqv

as in Fortran (not bitwise)
	Apply a primitive mathematical function to compute the ‘exclusive or’ of two logical values

[2, p. 2-291]

[2,  p. 2-293, AppyFunctionAction]
	‘Exclusive or’
xor

[16, p. 250]

[17, p. 89]
	‘Exclusive or’
Txor
[22, p. 82, table 3.2]

[22, p. 83, 3.11.2]

	‘Not exclusive or’

eqv

as in Fortran (not bitwise)
	
	
	

	Concatenate two character values

concat
	
	
	


In MS-IL and the JVM, support for complex numbers must be provided by introducing a corresponding class.  C++ provides a template class for complex arithmetic as part of the standard library [30, p. 679].

4.15 Operations on variables of primitive type (op-assign)

The following operations combine arithmetic computation with the storage (assignment) of the result to a variable (lvalue expression).  This may be any type of variable: a local variable, an attribute, a class attribute, an array or vector element, etc.

The op= operations are equivalent to variable = variable op argument in notations where they are not represented directly.

	EDG AST
	UML + Action Semantics
	CTS + MS-IL
	JVM

	Add and assign

add_assign

iadd_assign

fadd_assign

padd_assign

v += v; in C++

[30, p. 121]
	Add and assign
Equivalent to variable = variable + argument
	
	

	Subtract and assign 

subtract_assign

isubtract_assign

fsubtract_assign

psubtract_assign
v -= v; in C++

[30, p. 121]
	Etc.
	
	

	Multiply and assign

multiply_assign

imultiply_assign

fmultiply_assign

pmultiply_assign
v *= v; in C++

[30, p. 121]
	
	
	

	Divide and assign

divide_assign

idivide_assign

fdivide_assign
v /= v; in C++

[30, p. 121]
	
	
	

	Remainder and assign

remainder_assign

v %= v; in C++

[30, p. 121]
	
	
	

	Shift left and assign

shiftl_assign

v <<= v; in C++

[30, p. 121]
	
	
	

	Shift right and assign

shiftr_assign
v >>= v; in C++

[30, p. 121]
	
	
	

	Bitwise ‘and’ and assign

and_assign

v &= v; in C++

[30, p. 121]
	
	
	

	Bitwise ‘or’ and assign

or_assign

v |= v; in C++

[30, p. 121]
	
	
	

	Exclusive or and assign

xor_assign

v ^= v; in C++

[30, p. 121]

	
	
	

	
	
	
	Increment local  integer variable

iinc

[22, p.273]


4.16 Pre and post increment/decrement

The following operations support the pre and post increment/decrement of variables.

	EDG AST
	UML + Action Semantics
	CTS + MS-IL
	JVM

	Increment and load

pre_incr

ipre_incr

fpre_incr

ppre_incr

[32, Item 6]
	
	Increment and load 

TBD: Analogous to load and increment, below.
	Increment and load

iinc

iload

for local variables of type integer 

Otherwise: TBD

	Decrement and load

pre_decr

ipre_decr 


fpre_decr

ppre_decr

[32, Item 6]
	
	Decrement and load 

TBD: Analogous to load and decrement, below.
	Decrement and load

iinc

iload

for local variables of type integer 

Otherwise: TBD

	Load and increment

post_incr

ipost_incr 

fpost_incr

ppost_incr

[32, Item 6]
	
	Load and increment

<push var handle>

<duplicate handle>

<load value from handle>

ldc.i4.1

add

<assign to handle>

[19, p. 248]

<push var reference>

dup

ldind.14

ldc.i4.1

add

stind.14
[19, p. 249]

And [19, p. 249, figure 8.18], for array values
	Load and increment

iload

iinc

for local variables of type integer 

Otherwise: TBD

	Load and decrement

post_decr

ipost_decr 

fpost_decr

ppost_decr

[32, Item 6]
	
	Load and decrement

<push var handle>

<duplicate handle>

<load value from handle>

ldc.i4.1

sub

<assign to handle>

[19, p. 248]

<push var reference>

dup

ldind.14

ldc.i4.1

sub

stind.14
[19, p. 249]

And [19, p. 249, figure 8.18], for array values
	Decrement and load

iload

iinc

for local variables of type integer

Otherwise: TBD.


The JVM instruction sequences are simple for local integer variables, using the iinc instruction [22, p. 273].  The value by which the variable is “incremented” may be either positive or negative.

More complex instruction sequences (TBD) are required for the JVM when the expression whose value is to be incremented/decremented is not a local variable or is not an integer. 

The JVM does not support pointer arithmetic (the incrementing and decrementing of pointer variables).

[19, p. 247, Incrementing Variables, Allocating Objects] discusses MS-IL instruction sequences to implement post increment. Although concerned with post increment, the results apply equally well to post decrement. A similar analysis is required for pre increment/decrement (TBD).

4.17 Nop

	EDG AST
	UML + Action Semantics
	CTS + MS-IL
	JVM

	
	NullAction

[2, p. 2-292, Figure 2-54]

[2, p. 2-296]
	nop

[16, p. 244]

[17, p. 70]
	nop

[22, p. 345]


4.18 Evaluation/operand stack management

	EDG AST
	UML + Action Semantics
	CTS + MS-IL
	JVM


	
	
	pop
[16, p. 245]

[17, p. 73]
	pop

pop2
[22, p. 88, 3.11.6]

[22, p. 346, 347]

	
	
	dup
[16, p. 244]

[17, p. 51]
	dup

dup2

dup_x1

dup2_x1

dup_x2

dup2_x2
[22, p. 88, 3.11.6]

[22, p. 218-224]

	
	
	
	swap

[22, p. 88, 3.11.6]

[22, p. 357]


5 XCIL definition

The XCIL Reference [1] defines all the concepts appearing in the previous tables, organizing them in a manner consistent with UML.  The focus is on semantics.  Additional properties related to presentation (formatting) and traceability (to the original source code files) may be included, but are not defined here.

All XCIL definitions with UML counterparts should match the contents of the corresponding UML definition, if not the exact format.  All differences in either content or format should be justified.  For example, to make the representation more compact, more amenable to analysis, and to subset it to include only relevant concepts.

The names of schema types are taken first (when possible) from the type names defined by UML [2].  When no corresponding UML name exists, we resort (in turn) to the terms provided by the Microsoft .NET SystemCodeDOM framework [14], Microsoft’s Intermediate Language (MS-IL) [16], the Java Virtual Machine (JVM) Specification [22], the EDG Abstract Syntax tree specification [27], and the target language.  

Alternative names appear in the list of references to make the correspondence between concepts explicit, e.g. the UML term Attribute corresponds to the .NET term MemberField.  Names appearing in the Extends and Type rows of the table are clickable cross references in Word, making it easy to navigate the definitions.

The unadorned terms ‘attribute’ and ‘element’ are used in the UML sense.  When discussing attributes and elements in XML, we refer to them as XML attributes and XML elements.  

Qualified names are represented using dot notation, e.g. xcil.name.

Section 2.2 discusses the mapping of the definitions in a table format to XML Schema.

Section 4 discusses the derivation of a common semantics for the individual definitions from the semantic definitions provided by UML, MS-IL, and the JVM.

Where definitions are taken from UML, we include only those UML attributes and relationships between elements that are of interest.  As a result, the definitions in this section are a subset of the full UML definitions.  The intent, however, is to subset the UML definitions, and not to create competing representations of the same information, at least without good reason for doing so.

The target language mappings for UML concepts are intended to be consistent with the Rational Rose mapping to the target languages that are mentioned [28] [34]. 

The complete XCIL representation and semantics are given by [1]. 
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7 Issues and questions

1. eok_lvalue_cast refers casting an lvalue in “pcc mode”.  What is “pcc mode”?  And does “eok_cast” apply only to rvalues?

2. The EDG il_def.h file does not contain node types for if statements, while statements, methods, etc.  Are these defined in a different file?

3. The EDG il_def.h file contains node types for “vacuous” destructor calls.  Do these represent implicit destructor calls, or calls explicitly coded by the user, or both?  Also, is a vacuous destructor call treated as an error case, or as a no op (since execution of an empty destructor does nothing)?

4. How are node types ok_va_start, eok_va_arg, and eok_va_end used?  Can you provide some examples?

5. How is eok_last used? 

8 To do

Complete obviously unfinished sections, currently “outlined” by notes in the text or marked with an ellipsis “…”.
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