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Introduction

This catalog describes patterns that we intend to apply to high assurance middleware and the applications that use it. The basic concepts and notations used to represent patterns, aspects, refactorings, and rewriting transformations are described in [52]. The patterns themselves are categorized in the sections that follow. Where the same pattern logically falls into more than one category, a heading for it may appear in other sections, with links to the subsection that defines it.

1 Notation

The patterns in the catalog are described in a format similar to that used by the “Gang of Four” [58].  Unlike the “Gang of Four” patterns and pattern appearing in other catalogs, however, the problem and solution are described formally in an eXtensible Pattern Specification Language (XPSL) that supports automated analysis and transformation.  

Not all patterns, however, can be fully automated.  To describe patterns that are interactive, XPSL provides text displays (to provide general advice or an explanation of the problem), element displays (to specify which model elements should be displayed – without specifying how they are to be displayed), and menus to support further analysis, navigation, review, refactoring, and editing of the software
.

To ensure compatibility with OMG modeling standards, XPSL queries are based on UML’s Object Constraint Language (OCL).  The software to be analyzed and transformed is represented in an eXtensible Common Intermediate Language (XCIL) based on UML, with support for the actions defined by the Java Virtual Machine (JVM) and Microsoft Intermediate Language (MS-IL) standards.  Doing so, allows us to not only integrate with the Java and .NET toolsets, but to support all languages that compile to either the JVM or MS-IL.

XPSL is a query/view/transformation language for describing software design patterns that builds on Aspect-Oriented Programming concepts taken from AspectJ.   

AOP pointcuts are represented as named collections of model elements obtained via OCL-like queries.  The most important of these are Select, SelectAll, SelectMax, Collect, and Iterate. 

For example, a SelectPointcut chooses all model elements from a given collection that are of a particular type, or satisfy a particular constraint (written as an OCL expression):

	SelectPointcut
	topLevelSubsystemOperations

	Description
	The set of client operations defined by a user specified subsystem, subsystem

	From
	subsystem.operations()

	Constraint
	visibility = public


In AspectJ terms, the above definition represents a pointcut named topLevelSubsystemOperations constructed by selecting all subsystem operations defined to be public.  The selection criteria is given by the constraint, visibility = public.

SelectAll is like Select except that the search is over not just the elements of the collection, but recursively over all their components.

	SelectAllPointcut
	classes

	Description
	The set of all classes with more than one parent class in a user specified pointcut, $Pointcut

	From
	modelElements

	ElementType
	Class

	Constraint
	parentClasses()(size() > 1


As a result, the above definition represents a pointcut classes that representing all classes with more than one parent in a user specified set of model elements and their components.  The criteria for selection are that the element is of type Class and that the constraint holds.

SelectMax provides a convenient way to select an element from a collection based on the value of some numeric expression:

	SelectMaxPointcut
	preferredParentClass

	Description
	Determine which parent class relationship to keep based on the number of dispatching calls to methods of the class

	From
	parentClasses

	Expression
	allMethods()(dispatchingCalls()(size())


For example, the above definition selects the class from a given set of classes whose methods are most often called using dynamic dispatch.  Although it contains a single element, the result, preferredParentClass, is still a collection, allowing it to be treated as a pointcut, and combined with other pointcuts.

Collect provides a way to define a pointcut by iterating over a collection of elements, selecting elements that are related to those in the collection by a given expression.

	CollectPointcut
	classes

	Description
	The classes that define the given fields

	From
	fields

	Expression
	class()


For example, the above definition selects the set of classes that define a given set of fields.  The name of this pointcut is classes.

Iterate provides a way to directly iterate over the individual elements of a collection, assigning each in turn to a pointcut variable with a given name.

	IteratePointcut
	class

	Description
	A class from the set classes

	From
	classes

	Body
	

	
	…

	end
	


For example, the above definition repeatedly assigns elements from classes to the pointcut variable class, which is accessible to other queries and transformations appearing in its body (elided).

Pointcuts may be manipulated using the standard OCL operations, as well as using the pointcut operators defined by AspectJ. 

All the properties defined by XCIL elements are accessible via XPSL queries.  In addition to this, other queries are provided based on a simple analysis of the XCIL representation (e.g. to obtain all the ancestors of a given class, to find all actions that read or write a given variable, etc.).

Where a more complicated analysis is warranted, XPSL supports the construction of views, built from the underlying XCIL representation.  Current views describe the set/use relationships between actions and variables, those subtyping relationships that must comply with LSP to ensure safe use of dynamic dispatch by a given application, and the call graph for a given set of methods.  Each view is an object that can be queried to obtain the results of the corresponding analysis.

Transformations include not only AOP advice and introductions, but more general operations on model elements, allowing us to modify elements as well as replace them with predefined advice and introductions, and perform the sort of transformations typically supported by partial evaluation techniques and rewriting rules.

Transformations also provide support for user interaction, by defining what information is presented to the user, and providing menus of low level patterns to help the user further analyze, navigate, review, refactor, and edit the software. 
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For example:

Unlike most AOP languages, pointcut definitions and views may be nested, creating a structure that represents an overall abstraction of the problem.  This structure provides the context needed to perform additional queries and transformations related to the solution of the problem.

For example, placing the previous Iterate statement in context and adding a body, we have:

	SelectAllPointcut
	classes

	Description
	The set of classes with more than one parent class in a user specified pointcut, $Pointcut

	From
	$Pointcut

	ElementType
	Class

	Constraint
	parentClasses()(size() > 1

	Body
	

	IteratePointcut
	class

	Description
	A class from this set

	From
	classes

	Body
	

	SelectPointcut
	parentClasses

	Description
	The parent classes of the class

	From
	class.parentClasses()

	end
	

	end
	


Pointcuts (classes, class, and parentClasses) are accessible by name within the context in which they are defined, and within all nested contexts.

In accordance with the pattern format, the problem, queries and transformations are described separately
.  For example, in problem section of the pattern No loop body test assignment, we have:

	SelectPointcut
	loops

	From
	$Pointcut.ownedElement

	ElementType
	ForLoop

	Constraint
	testAssignments(size () > 0

	Body
	

	IteratePointcut
	loop

	From
	loops

	Constraint
	test.variablesReferenced()(intersection (body.variablesAssigned())(size() > 0

	Body
	

	SelectPointcut
	testAssignments

	From
	loop.Body

	ElementType
	Statement

	Constraint
	test.variablesRead ()(intersection (variablesAssigned ())(size() > 0

	end
	

	end
	


The query section of the pattern extends the problem section by defining elements in the context of existing ones.

	SelectAllPointcut
	testConditionAssigns

	Description
	Actions in the loop body that assign to variables associated with the test

	Context
	loop

	From
	body

	Constraint
	test.variablesReferenced()(dflowAssigns()(includes(self)


	SelectAllPointcut
	testConditionReads

	Description
	Actions in the loop body affected by elimination of these assignments

	Context
	loop

	From
	body

	Constraint
	test.variablesReferenced )(dflowReads()(includes(self)


Which are further extended in the transformation section:

	DeclareError
	ForLoopTestAssignment

	Context
	loop

	Message
	Assignment to loop test condition

	Body
	

	HypertextDisplay
	Problem

	Hypertext
	Same as problem section, above

	HypertextDisplay
	Recommendations

	Hypertext
	General advice on how to refactor/edit the code TBD

	ElementDisplay
	Actions that assign values to variables associated with the test condition

	Elements
	testConditionAssigns

	ElementDisplay
	Actions that read variables associated with the test condition

	Elements
	testConditionReads

	EditMenu
	Suggested refactorings

	Patterns
	TBD

	end
	


This decomposition of the pattern into distinct sections and elements allows us to define a hierarchy of patterns, in which an abstract pattern defines a problem that is extended in different ways by solutions (queries and transformations) in its subpatterns.

As an aid to understanding or automation, however, we can combine the XPSL elements related to the problem, queries, and transformations, to provide a single formal description of the pattern.  This is accomplished by starting with all XPSL elements inherited from superpatterns plus those defined by the current pattern.  Where one element is defined in the context of another, we plug it into the structure at the specified point.  Where several XPSL elements defined by the same pattern plug into the same context, they appear in the order in which they are specified by that pattern.  Otherwise order is not considered to be significant.

Combining the above elements in this way, we have:

	Pattern
	No loop body test assignment

	Parameter
	($Package: Package)

	SelectPointcut
	loops

	From
	$Package.ownedElement

	ElementType
	ForLoop

	Constraint
	testAssignments(size() > 0

	Body
	

	IteratePointcut
	loop

	From
	loops

	Constraint
	test.variablesReferenced()(intersection (body.variablesAssigned())(size() > 0

	Body
	

	SelectPointcut
	testAssignments

	From
	loop.body

	ElementType
	Statement

	Constraint
	variablesRead (test)(intersection (variablesAssigned ())(size() > 0

	SelectPointcut
	testConditionAssigns

	From
	variablesReferenced (test)(dflowAssigns ()

	SelectPointcut
	testConditionReads

	From
	variablesReferenced (test)(dflowReads ()

	DeclareError
	ForLoopTestAssignment

	Hypertext
	Assignment to loop test condition

	Body
	

	HypertextDisplay
	Problem

	Hypertext
	Same as problem section, above

	HypertextDisplay
	Recommendations

	Hypertext
	General advice on how to refactor/edit the code TBD

	ElementDisplay
	Actions that assign values to variables associated with the test condition

	Elements
	testConditionAssigns

	ElementDisplay
	Actions that read variables associated with the test condition

	Elements
	testConditionReads

	PatternMenu
	Suggested refactorings

	Patterns
	TBD

	end
	

	end
	

	end
	


By convention, parameters (e.g., representing pointcuts specified by the user or by another pattern as parameters) have names that begin with “$”, although this is not required.

Nested queries can be used to define an abstraction of the XCIL representation (as above).  Sometimes, however, this is not enough. and the representation we are seeking must be computed (rather than abstracted from) the underlying XCIL.  To permit such transformations, XPSL defines the concept of a view.  

For example, a SetUseAnalysisView provides access to the results of a set/use analysis.  The analysis results themselves are generated by invoking an operation such as applySetUseAnalysis on a set of actions.  

Similarly a SubtypeCompatibilityView organizes the results of an analysis of the subtyping relationships upon which a body of software depends.  It is based on the actual use of polymorphic assignment by a given application, and includes only those subtyping relationships that must be LSP compatible in order to ensure the correctness of the software (a subset of the overall inheritance graph).

In addition to support for inheritance relationships between patterns, XPSL also permits patterns to build on one another.  To do, we provide a transformation ApplyPattern that executes (applies) an arbitrary pattern to one or more pointcuts, supplied as parameters.

	ApplyPattern
	Replacement of while and do-while loops with for loops

	Description
	Replace all while and do-while loops in the given set with for loops

	Argument
	(loops)

	Result
	forLoops


Other relationships allow the user to specify which patterns can be used in combination, and which patterns exclude one another.

A more complete introduction to XPSL and its fundamental concepts is provided by [47].

A reference to all the features of the language (and the views currently supported by it) is provided by [52].

A selection of additional pattern examples can be found in [XPSL Examples].

In addition to the table representation, XPSL specifications can also be expressed using the graphical notation of UML.  The pattern No loop body test assignment provides an example of this.

Although not yet as well developed as the table representation, a future version of the UML version of XPSL is expected to be the basis for defining patterns in conventional UML tools.  Stereotypes, tagged values, OCL and extensions to the UML metamodel (in UML 2) will be used to capture the associated semantics.

2 Pattern map

The following diagrams provide a graphical representation of the relationships between patterns.  The notation is UML.  Individual patterns appear as classifiers, with separate compartments representing the problem, queries, and transformations sections of the pattern description.  Pointcuts appear as queries (UML operations that return a collection of model elements without producing a side effect).  Transformations appear as UML operations that do produce a side effect, i.e. a change in one or more of the pointcut elements.  

The Extends relationship is represented using generalization.  Where a pattern delegates to other patterns, the relationship between the patterns is represented using aggregation or composition.  All other relationships between patterns appear as associations with a stereotype specifying the nature of the relationship.

Figure 1. Loop termination patterns


Figure 2. Types of monotonic bounded loop iteration

Figure 3. Design patterns supporting LSP

The patterns in Figure 3 can be viewed as providing a series of steps toward LSP compliance.  

To include verification activities, we extend these design patterns to cover the development of related test cases or the development of formal proofs.

Figure 4. Verification patterns supporting LSP

The pattern for Dynamic dispatch test coverage is also related to these.  It, however, is most appropriate as a measure of the coverage of dynamic dispatch when testing at a system level.  Although it applies to unit level testing, the strict inheritance and execution of supertype test cases by subtypes forces us to meet the coverage criteria simply by virtue of the process we follow.  The Dynamic dispatch test coverage pattern is then useful primarily as a check that this process was strictly followed.

To address formal specification in cases unrelated to LSP, we introduce the Formal interface pattern.

Figure 5. Patterns related to the formal specification of interfaces

The Formal interface pattern is closely related to the Formal subtyping pattern.  The Formal interface pattern, however, is primarily concerned with ensuring that interfaces are formally defined and that invariants are enforceable (through encapsulation of the data representation). It applies during analysis and design, and applies irrespective of whether subtyping and dynamic dispatch are used.

In contrast, the Formal subtyping pattern is primarily concerned with verification of the compatibility of subtypes with supertypes.  It applies during verification/testing and focuses in particular on those supertypes and subtypes that must be compatible for the actual use of polymorphism and dynamic dispatch by a given application to be correct.  And only secondarily on the formal specification and compatibility of other supertype/subtype relationships.

To fully follow the principles of ‘Design by Contract’ as advocated by Meyer, we should apply the Formal interface pattern to all classifier interfaces during analysis and design, and the Formal subtyping pattern to the verification of all supertype/subtype relationships during verification and testing.

3 Certification patterns related to control flow

The following patterns define restrictions related to control flow and control flow analysis for high assurance software that is expected to comply with DO-178B. 

3.1 Loop termination

3.1.1 Intent

Ensure the termination of all loops.

3.1.2 Addresses

[49, Issue 39], Hot, Rank = 5 
3.1.3 Applicability

Applies to DO-178B software levels A through E.

3.1.4 Problem

Loop termination is an important issue in high assurance systems.  Since it is difficult to automatically derive a loop invariant and prove that a loop terminates in the general case, it is often necessary to restrict the structure of loops to cases in which termination can be more easily proven. 

In our formal abstraction of the problem, we recursively select all LoopStatements in a user specified scope (e.g., a pointcut specifying a given set of packages).

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectAllPointcut
	loops

	Description
	The set of all loops in a user specified pointuct, $Pointcut

	From
	$Pointcut

	ElementType
	LoopStatement


3.1.5 Transformations

The overall strategy consists of the replacement of all loops with for-loops, and the proof that all for-loops are well formed.  A for-loop is considered well formed if 1) the iteration is monotonic with respect to a value that ensures the eventual failure of the test (termination of the loop), and 2) no assignments executed by the loop body affect the outcome of the test. The patterns listed in section 4.1.7 address each of these issues.

	ApplyPattern
	Replacement of while and do-while loops with for loops

	Description
	Replace all while and do-while loops in the given set with for loops

	Argument
	(loops)

	Result
	forLoops

	ApplyPattern
	Monotonic bounded loop iteration

	Description
	Refactor/edit these for loops to ensure they are monotontically increasing or decreasing and bounded

	Argument

	(forLoops)

	Result
	monotonicForLoops

	ApplyPattern
	No loop body test assignment

	Description
	Then eliminate any assignments that affect the value of the test condition from the bodies of the loops

	Argument
	(monotonicForLoops)

	Result
	wellformedForLoops


3.1.6 References

[10, pp. 63, 293, loop termination; p. 60, proof; p. 61, loop invariant; p. 118, loop parameters; pp. 119, 184, 231; loop stability, p. 117; p. 245, mapping; pp. 120, 218, 235, multi-exit], [13, section 3.5.7, Iterator – assignment] 

3.1.7 Related patterns

	Requires
	Replacement of while and do-while loops with for loop, Monotonic bounded loop iteration, No loop body test assignment


3.2 Replacement of while and do-while loops with for loops

3.2.1 Intent

Replace while and do-while loops with a restricted form of for loop, which is easier to analyze.

3.2.2 Addresses

[49, Issue 39], Hot, Rank = 5, for while and do-while loops.

3.2.3 Problem

General while loops and do-while loops can difficult to analyze.  To help prove that all loops terminate we restrict ourselves to while loops of the form:

initialize-loop-iteration-variables;

while (test-involving-loop-iteration-variables) {

body;

iteration-statements;

}

And to do-while loops of the form:

initialize loop-iteration-variables;

do {

body;

iteration-step-involving-loop-iteration-variables;

} while (test-involving-loop-iteration-variables)

Both of these representations are similar to a for loop, which has an explicit initialization statement, iteration statement, and test.

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectAllPointcut
	whileLoops

	Description
	The set of all while loops in a user specified pointcut, $Pointcut

	From
	$Pointcut

	ElementType
	WhileLoop

	SelectAllPointcut
	doWhileLoops

	Description
	The set of all do-while loops in the same user specified pointcut

	From
	$Pointcut

	ElementType
	DoWhileLoop


3.2.4 Queries

To identify the iteration variables, we ask for all variables referenced by the test.

To identify the initialization statements, we ask for the statements that determine the values of these variables at the point of loop entry.

To identify the iteration step, we ask for the statements in the body of the loop that a) affect the outcome of the test and b) can be moved to the end of the loop body without affecting its semantics.

	IteratePointcut
	loop

	Description
	A loop from either set

	From
	whileLoops(union(doWhileLoops)

	Context
	whileLoops, doWhileLoops

	Body
	

	SelectPointcut
	iterationVariables

	Description
	The set of variables referenced by the loop’s test condition

	From
	loop.test().variablesReferenced()

	SelectAllPointcut
	initializationStatements

	Description
	The actions that contribute to the initial values of these variables

	From
	iterationVariables(dflowAssignsInMethodBefore (loop)

	SelectAllPointcut
	iterationStep

	Description
	The actions that update these variables at the end of each execution of the loop body

	From
	iterationVariables(dflowAssignsIn (loop.body)

	Constraint
	canMoveAfter (loop.body)

	end
	


Note: The iterationStep consists of all actions that update the iteration variables at the end of each execution of the loop body (or could be moved to the end of the loop body with no change in semantics in order to do so).

Note: Other statements within the body of the loop that cannot be moved to the end of the body can be eliminated using the pattern No loop body test assignment.
3.2.5 Transformations

To help prove that each loop terminates we replace it with a for loop with an explicit initialization statement, iteration statement, and test.

For example, consider the following C++ code:

const void * memchr (const void *s, int c, size_t len) {

u_char *sb = (u_char*) s;

size_t ti = 0;

size_t ei = len;

while (ti < ei) {

if(((int)sb[ti]) == c) {

return &sb[ti];

}

else {

ti++;

}

}

return 0;

}
In order to replace a simple while loop with a simple for loop in C++, we can refactor the code to:

1. Replace the while loop with a for loop of the form:

for (; test; ) {

while-loop-body

}

In the example, this means replacing the while loop with:

for (; ti < ei; ) {


if(((int)sb[ti]) == c) {

return &sb[ti];

}

else {

ti++;

}

}
2. When there are no actions between the initialization of variables directly referenced by the test and the loop itself, move the initialization of these variables into the init clause of the for loop, preserving the order of execution.

In the example, this means replacing:

size_t ti = 0;

size_t ei = len;

for (; ti < ei; ) {


if(((int)sb[ti]) == c) {

return &sb[ti];

}

else {

ti++;

}

}
With:

size_t ti;

size_t ei;

for (ti = 0, ei = len; ti < ei; ) {


if(((int)sb[ti]) == c) {

return &sb[ti];

}

else {

ti++;

}

}
3. Where one clause of an if statement ends in a return, move the other clause after the statement itself.

In terms of the example, this means replacing:


if(((int)sb[ti]) == c) {

return &sb[ti];

}

else {

ti++;

}
With:


if(((int)sb[ti]) == c) {

return &sb[ti];

}

ti++;

4. Where a series of actions that directly reference the variables appearing in the test appear at the end of the loop body, move them into the iteration expression of the loop, preserving their order of execution.

In terms of the example, this means replacing:

for (ti = 0, ei = len; ti < ei; ) {


if(((int)sb[ti]) == c) {

return &sb[ti];

}

ti++;

}
With:

for (ti = 0, ei = len; ti < ei; ti++) {


if(((int)sb[ti]) == c) {

return &sb[ti];

}

}
Note: These transformations cannot handle all loops well (since they rely upon direct references to the variables appearing in the test condition, and do not address the general case – which would require a more extensive flow analysis).  However, they are sufficient to handle many simple loops, and preserve the existing semantics (even when some references are direct and others are not).  As a result, the refactoring should be offered to the user as a menu item, with the option to accept or reject the result.  These transformations will be extended in a later versions of this pattern to handle additional cases by assuming a more complete data flow analysis.

Representing the transformations more formally in XPSL, we have:

…

We then apply the patterns Monotonic bounded loop iteration and No loop body test assignment to ensure that the result is well-formed.  

Any associated changes will be interactive, as specified by each of these patterns.

3.2.6 Related patterns

	Required by
	Loop termination

	Complements
	Monotonic bounded loop iteration, No loop body test assignment


3.3 Monotonic bounded loop iteration 

3.3.1 Intent

Ensure that the execution of a for loop monotonically increases or decreases a value that eventually leads to failure of the test (and termination of the loop).

3.3.2 Addresses

[49, Issue 39], Hot, Rank = 5, for for-loops.

3.3.3 Problem

To help ensure proper termination of a for loop, we need to ensure that a) all iteration variables are initialized, b) a value based on these variables used by the test either monotonically increases or decreases, and c) this eventually causes the test to fail.

A number of common iteration forms exhibit these properties.  Each is discussed in an associated subpattern.

3.3.4 Related patterns

	Required by
	Loop termination

	Complements
	Replacement of while and do-while loops with for loop, No loop body test assignment


3.4 Monotonically increasing iteration over a fixed numeric range

3.4.1 Intent

Ensure that the execution of a for loop monotonically increases or decreases a value that eventually leads to failure of the test (and termination of the loop).

3.4.2 Extends

Monotonic bounded loop iteration
3.4.3 Problem

To help ensure proper termination of a for loop, we need to ensure that a) all iteration variables are initialized, b) a value based on these variables used by the test either monotonically increases or decreases, and c) this eventually causes the test to fail.

A number of common iteration forms exhibit these properties.  For example, if we have a single numeric iteration variable with a fixed initial value that is less than or equal to some constant upper bound, we are assured that a loop of the following form will always terminate after a predictable number of iterations
:

for (initialize-iteration-variable-to-fixed-value; compare-iteration-variable-to-fixed-bound; increase-iteration-variable)

body;

}

A for loop matches this pattern if:

5. the test involves a single iteration variable of numeric type,

6. the test produces no side effects,

7. the iteration variable is assigned a constant value by the loop initialization statement without additional side effects,

8. the test is of the form iteration-variable < bound, iteration-variable <= bound, bound > iteration-variable, or bound >= iteration-variable
Expressed more formally, in XPSL, we have:

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectAllPointcut
	loops

	Description
	The set of all matching for loops in a user specified pointcut, $Pointcut

	From
	$Pointcut

	ElementType
	ForLoop

	Given
	-- The iteration variable, iv
(iv = test.variablesRead()(intersection(increment.variablesAssigned())( asSequence()(first())

	Constraint
	-- the test involves a single iteration variable of numeric type

(test.variablesRead()(intersection(increment.variablesAssigned())(size() = 1) 

and (iv.type().isSubtypeOf(Number)) and

-- the test produces no side effects
((test.variablesAssigned() = {}) and 

	
	-- the iteration variable is assigned a constant value by loop initialization

initialization.isSubtypeOf(Assign) and

initialization.asType(Assign).right().isConstant() and 

-- without additional side effects
(initialization.variablesAssigned() = {iv} ) and 

-- that we test using a comparison of the form iteration-variable < bound,

test.isSubtypeOf(Comparison) and

((test.asType(Comparison).right.isConstant() and 

test.isSubtypeOf(LessThan)) or 

-- iteration-variable <= bound,

(test.asType(Comparison).right().isConstant() and

test.isSubtypeOf(LessThanOrEqual)) or
-- bound > iteration-variable,

(test.asType(Comparison).left.isConstant() and 

test.isSubtypeOf(GreaterThan)) or
-- or bound >= iteration-variable

(test.asType(Comparison).left.isConstant() and 

test.isSubtypeOf(GreaterThanOrEqual)))


3.4.4 Queries

To ensure termination, we check that:

9. the comparison involves a value of the iteration variable whose value is increased by the increment statement of the loop without additional side effects,

10. the comparison is against a constant upper bound whose value is greater than or equal to the initial value of the iteration variable, 

11. the test is an inequality when the numeric values may not be represented exactly (as with floating point).

Expressed more formally, in XPSL, we have:

	IteratePointcut
	loop

	Description
	A for loop that fails one or more of these checks

	Context
	loops

	From
	loops

	Given
	-- Given a bound, b
(b = if test.right().isConstant() then test.right() else test.left() endif)

-- Check that the iteration variable is increased by the loop increment statement
(check1 = ((increment.post() implies (iv > iv@pre)) and

-- without additional side effects

(increment.variablesAssigned() = {iv} ))

-- Check that the bound is greater than or equal to the initial value of the iteration variable

(check2 = (b.value() >= initialization.asType(Assign).right().value()))


	
	-- Check that the test is an inequality if either the iteration variable or the bound is a real

(check3 = if (iv.type().isSubtypeOf(Real) or b.type().isSubtypeOf(Real)) then

test.isSubtypeOf(LessThanOrEqual) or 

test.isSubtypeOf(GreaterThanOrEqual)

endif)

	Constraint
	not (check1 and check2 and check3)


3.4.5 Transformations

The transformations associated with the pattern are interactive.  A primary display presents the user with a description of the problem and a list of all loops in $Pointcut that match the problem description but fail to follow the guidelines given as query constraints. A secondary display indicates which of the rules have been broken with respect to each loop. Menus give the user the opportunity to apply any of a list of related refactorings, or to (more generally) edit and reparse the source code.

	DeclareError
	Ill formed for loop

	Description
	Notify the user of the ill formed loop

	Context
	loop

	Hypertext
	Expected a monotonically increasing iteration over a fixed numeric range

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the overall problem

	Hypertext
	Same as problem section, above

	ElementDisplay
	Loop

	Description
	Display the loop itself

	Elements
	loop

	ElementDisplay
	Check1

	Description
	If check1 failed, display an error message (in italics below), and the elements related to the failure of this check

	Constraint
	not check1

	Hypertext
	The iteration variable should be increased by the loop increment statement
(increment.post() implies (iv > iv@pre)) and

without additional side effects

(increment.variablesAssigned() = {iv} )

	Elements
	{ increment.post(), iv, iv@pre, increment.variablesAssigned() }

	ElementDisplay
	Check2

	Description
	If check2 failed, display an error message (in italics below), and the elements related to the failure of this check

	Constraint
	not check2

	Hypertext
	The bound should be greater than or equal to the initial value of the iteration variable

(check2 = (b.value() >= initialization.asType(Assign).right().value()))

	Elements
	{ b.value(),initialization.asType(Assign).right().value() }

	ElementDisplay
	Check3

	Description
	If check3 failed, display an error message (in italics below), and the elements related to the failure of this check

	Constraint
	not check3

	Hypertext
	The test should be an inequality if either the iteration variable or the bound is a real

(check3 = if (iv.type().isSubtypeOf(Real) or b.type().isSubtypeOf(Real)) then

test.isSubtypeOf(LessThanOrEqual) or 

test.isSubtypeOf(GreaterThanOrEqual)

endif)

	Elements
	{ iv.type(), b.type(), test.type() }

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


3.5 Monotonically decreasing iteration over a fixed numeric range

3.5.1 Intent

Ensure that the execution of a for loop monotonically increases or decreases a value that eventually leads to failure of the test (and termination of the loop).

3.5.2 Extends

Monotonic bounded loop iteration
3.5.3 Problem

To help ensure proper termination of a for loop, we need to ensure that a) all iteration variables are initialized, b) a value based on these variables used by the test either monotonically increases or decreases, and c) this eventually causes the test to fail.

A number of common iteration forms exhibit these properties.  For example, if we have a single numeric iteration variable with a fixed initial value that is greater than or equal to some constant lower bound, we are assured that a loop of the following form will always terminate after a predictable number of iterations
:

for (initialize-iteration-variable-to-fixed-value; compare-iteration-variable-to-fixed-bound; decrease-iteration-variable)

body;

}

A for loop matches this pattern if:

12. the test involves a single iteration variable of numeric type,

13. the test produces no side effects,

14. the iteration variable is set to a constant value by the loop initialization statement without additional side effects,

15. the test is of the form iteration-variable > bound, iteration-variable >= bound, bound < iteration-variable, or bound <= iteration-variable
Expressed more formally, in XPSL, we have:

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectAllPointcut
	loops

	Description
	The set of all matching for loops in a user specified pointcut, $Pointcut

	From
	$Pointcut

	ElementType
	ForLoop

	Given
	-- The iteration variable, iv
(iv = test.variablesRead()(intersection(increment.variablesAssigned())( asSequence()(first())

	Constraint
	-- The test involves a single iteration variable of numeric type

(test.variablesRead()(intersection(increment.variablesAssigned())(size() = 1) 

and (iv.type().isSubtypeOf(Number)) and

-- The test produces no side effects
((test.variablesAssigned() = {}) and 

	
	-- The iteration variable is assigned a constant value by loop initialization

initialization.isSubtypeOf(Assign) and

initialization.asType(Assign).right().isConstant() and 

-- without additional side effects
(initialization.variablesAssigned() = {iv} ) and
-- that we test using a comparison of the form iteration-variable > bound,

test.isSubtypeOf(Comparison) and

((test.asType(Comparison).right.isConstant() and 

test.isSubtypeOf(GreaterThan)) or 

-- iteration-variable >= bound,

(test.asType(Comparison).right().isConstant() and 

test.isSubtypeOf(GreaterThanOrEqual)) or
-- bound < iteration-variable,

(test.asType(Comparison).left.isConstant() and 

test.isSubtypeOf(LessThan)) or
-- or bound <= iteration-variable

(test.asType(Comparison).left.isConstant() and 

test.isSubtypeOf(LessThanOrEqual)))


3.5.4 Queries

To ensure termination, we check that:

16. the comparison involves a value of the iteration variable whose value is decreased by the increment statement of the loop without additional side effects,

17. the comparison is against a constant lower bound whose value is less than or equal to the initial value of the iteration variable, 

18. the test is an inequality when the numeric values may not be represented exactly (as with floating point).

Expressed more formally, in XPSL, we have:

	IteratePointcut
	loop

	Description
	A for loop that fails one or more of these checks

	Context
	loops

	From
	loops

	Given
	-- The bound, b
(b = if test.right().isConstant() then test.right() else test.left() endif)

-- The iteration variable is decreased by the loop increment statement
(check1 = ((increment.post() implies (iv < iv@pre)) and

-- without additional side effects

(increment.variablesAssigned() = {iv} ))

-- The bound is less than or equal to the initial value of the iteration variable

(check2 = (b.value() <= initialization.asType(Assign).right().value()))



	
	-- The test is an inequality if either the iteration variable or the bound is a real

(check3 = if (iv.type().isSubtypeOf(Real) or b.type().isSubtypeOf(Real)) then

test.isSubtypeOf(LessThanOrEqual) or 

test.isSubtypeOf(GreaterThanOrEqual)

endif))

	Constraint
	not (check1 and check2 and check3)


3.5.5 Transformations

The transformations associated with the pattern are interactive.  A primary display presents the user with a a description of the problem and a list of all loops in $Pointcut that match the problem description but fail to follow the guidelines given as query constraints. A secondary display indicates which of the rules have been broken with respect to each loop. Menus give the user the opportunity to apply any of a list of related refactorings (TBD), or to (more generally) edit and reparse the source code.

	DeclareError
	Ill formed loop

	Description
	Notify the user of the ill formed loop

	Context
	loop

	Hypertext
	Expected a monotonically decreasing iteration over a fixed numeric range

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the overall problem

	Hypertext
	Same as problem section, above

	ElementDisplay
	Loop

	Description
	Display the loop itself

	Elements
	loop

	ElementDisplay
	Check1

	Description
	If check1 failed, display an error message (in italics below), and the elements related to the failure of this check

	Constraint
	not check1

	Hypertext
	The iteration variable should be decreased by the loop increment statement
(increment.post() implies (iv < iv@pre)) and

without additional side effects

(increment.variablesAssigned() = {iv} )

	Elements
	{ increment.post(), iv, iv@pre, increment.variablesAssigned() }

	ElementDisplay
	Check2

	Description
	If check2 failed, display an error message (in italics below), and the elements related to the failure of this check

	Constraint
	not check2

	Hypertext
	The bound should be less than or equal to the initial value of the iteration variable

(check2 = (b.value() <= initialization.asType(Assign).right().value()))

	Elements
	{ b.value(),initialization.asType(Assign).right().value() }

	ElementDisplay
	Check3

	Description
	If check3 failed, display an error message (in italics below), and the elements related to the failure of this check

	Constraint
	not check3

	Hypertext
	The test should be an inequality if either the iteration variable or the bound is a real

(check3 = if (iv.type().isSubtypeOf(Real) or b.type().isSubtypeOf(Real)) then

test.isSubtypeOf(LessThanOrEqual) or 

test.isSubtypeOf(GreaterThanOrEqual)

endif)

	Elements
	{ iv.type(), b.type(), test.type() }

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


3.6 Monotonically increasing iteration over a variable numeric range 

3.6.1 Intent

Ensure that the execution of a for loop monotonically increases or decreases a value that eventually leads to failure of the test (and termination of the loop).

3.6.2 Extends

Monotonic bounded loop iteration
3.6.3 Problem

To help ensure proper termination of a for loop, we need to ensure that a) all iteration variables are initialized, b) a value based on these variables used by the test either monotonically increases or decreases, and c) this eventually causes the test to fail.

A number of common iteration forms exhibit these properties.  For example, if we have a single numeric iteration variable with a fixed initial value that is less than or equal to some constant upper bound, we are assured that a loop of the following form will always terminate after a predictable number of iterations
:

assert (initial-value-of-iteration-variable <= bound);

for (initialize-iteration-variable-to-fixed-value; compare-iteration-variable-to-fixed-bound; increase-iteration-variable) {

body;

}

A for loop matches this pattern if:

19. the test involves a single iteration variable of numeric type,

20. the test involves a single variable representing a bound of numeric type,

21. the iteration variable is set to a value by the loop initialization statement without additional side effects,

22. the test is of the form iteration-variable < bound, iteration-variable <= bound, bound > iteration-variable, or bound >= iteration-variable
Expressed more formally, in XPSL, we have:

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectAllPointcut
	loops

	Description
	The set of all matching for loops in a user specified pointcut, $Pointcut

	From
	$Pointcut

	ElementType
	ForLoop

	Given
	-- The iteration variable, iv
(iv = test.variablesRead()(intersection(increment.variablesAssigned())( asSequence()(first())

-- The bound variable, bv
(bv = test.variablesRead()(difference(increment.variablesAssigned())( asSequence()(first())

	Constraint
	-- The test involves a single iteration variable of numeric type

(test.variablesRead()(intersection(increment.variablesAssigned())(size() = 1) 

and (iv.type().isSubtypeOf(Number)) and 

	
	-- The test involves a single variable representing a bound of numeric type

(test.variablesRead()(difference(increment.variablesAssigned())(size() = 1) 

and (bv.type().isSubtypeOf(Number)) and 

-- The test produces no side effects
((test.variablesAssigned() = {}) and

-- The iteration variable is assigned a value by loop initialization

initialization.isSubtypeOf(Assign) and

-- without additional side effects
(initialization.variablesAssigned() = {iv} ) and 

-- that we test using a comparison of the form iteration-variable < bound,

test.isSubtypeOf(Comparison) and

((test.asType(Comparison).right.variablesRead()(includes(bv) and 

test.isSubtypeOf(LessThan)) or 

-- iteration-variable <= bound,

(test.asType(Comparison).right().variablesRead()(includes(bv) and

test.isSubtypeOf(LessThanOrEqual)) or
-- bound > iteration-variable,

(test.asType(Comparison).left.variablesRead()(includes(bv) and 

test.isSubtypeOf(GreaterThan)) or
-- or bound >= iteration-variable

(test.asType(Comparison).left.variablesRead()(includes(bv) and 

test.isSubtypeOf(GreaterThanOrEqual)))


3.6.4 Queries

To ensure termination, we check that:

23. the comparison involves a value of the iteration variable whose value is increased by the increment statement of the loop without additional side effects, 

24. the test is an inequality when the numeric values may not be represented exactly (as with floating point).

Expressed more formally, in XPSL, we have:

	IteratePointcut
	loop

	Description
	A for loop that fails one or more of these checks

	Context
	loops

	From
	loops

	Given
	-- The iteration variable is increased by the loop increment statement
(check1 = ((increment.post() implies (iv > iv@pre)) and

-- without additional side effects

(increment.variablesAssigned() = {iv} ))

	
	-- The test is an inequality if either the iteration variable or the bound is a real

(check2 = if (iv.type().isSubtypeOf(Real) or bv.type().isSubtypeOf(Real)) then

test.isSubtypeOf(LessThanOrEqual) or 

test.isSubtypeOf(GreaterThanOrEqual)

endif))

	Constraint
	not (check1 and check2)


3.6.5 Transformations

The transformations associated with the pattern are interactive.  A primary display presents the user with a a description of the problem and a list of all loops in $Pointcut that match the problem description but fail to follow the guidelines given as query constraints. A secondary display indicates which of the rules have been broken with respect to each loop. Menus give the user the opportunity to apply any of a list of related refactorings (TBD), or to (more generally) edit and reparse the source code.

TBD: Include Advice to insert run time check for the assertion.

	DeclareError
	Ill formed loop

	Description
	Notify the user of the ill formed loop

	Context
	loop

	Hypertext
	Expected a monotonically increasing iteration over a variable numeric range

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the overall problem

	Hypertext
	Same as problem section, above

	ElementDisplay
	Loop

	Description
	Display the loop itself

	Elements
	loop

	ElementDisplay
	Check1

	Description
	If check1 failed, display an error message (in italics below), and the elements related to the failure of this check

	Constraint
	not check1

	Hypertext
	The iteration variable should be increased by the loop increment statement
((increment.post() implies (iv > iv@pre)) and

without additional side effects

(increment.variablesAssigned() = {iv} )

	Elements
	{ increment.post(), iv, iv@pre, increment.variablesAssigned() }

	ElementDisplay
	Check2

	Description
	If check2 failed, display an error message (in italics below), and the elements related to the failure of this check

	Constraint
	not check2

	Hypertext
	The test should be an inequality if either the iteration variable or the bound is a real

if (iv.type().isSubtypeOf(Real) or bv.type().isSubtypeOf(Real)) then

test.isSubtypeOf(LessThanOrEqual) or 

test.isSubtypeOf(GreaterThanOrEqual)

endif)

	Elements
	{ iv.type(), bv.type(), test.type() }

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


3.7 Monotonically decreasing iteration over a variable numeric range

3.7.1 Intent

Ensure that the execution of a for loop monotonically increases or decreases a value that eventually leads to failure of the test (and termination of the loop).

3.7.2 Extends

Monotonic bounded loop iteration
3.7.3 Problem

To help ensure proper termination of a for loop, we need to ensure that a) all iteration variables are initialized, b) a value based on these variables used by the test either monotonically increases or decreases, and c) this eventually causes the test to fail.

A for loop matches this pattern if:

25. the test involves a single iteration variable of numeric type,

26. the test involves a single variable representing a bound of numeric type,

27. the iteration variable is set to a value by the loop initialization statement without additional side effects,

28. the test is of the form iteration-variable > bound, iteration-variable >= bound, bound < iteration-variable, or bound <= iteration-variable
Expressed more formally, in XPSL, we have:

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectAllPointcut
	loops

	Description
	The set of all matching for loops in a user specified pointcut, $Pointcut

	From
	$Pointcut

	ElementType
	ForLoop

	Given
	-- The iteration variable, iv
(iv = test.variablesRead()(intersection(increment.variablesAssigned())( asSequence()(first())

-- The bound variable, bv
(bv = test.variablesRead()(difference(increment.variablesAssigned())( asSequence()(first())

	Constraint
	-- The test involves a single iteration variable of numeric type

(test.variablesRead()(intersection(increment.variablesAssigned())(size() = 1) 

and (iv.type().isSubtypeOf(Number)) and

-- The test involves a single variable representing a bound of numeric type

(test.variablesRead()(difference(increment.variablesAssigned())(size() = 1) 

and (bv.type().isSubtypeOf(Number)) and

-- The test produces no side effects
((test.variablesAssigned() = {}) and

-- the iteration variable is assigned a value by loop initialization

initialization.isSubtypeOf(Assign) and 

	
	-- without additional side effects
(initialization.variablesAssigned() = {iv} ) and 

-- that we test using a comparison of the form iteration-variable > bound,

test.isSubtypeOf(Comparison) and

((test.asType(Comparison).right.variablesRead()(includes(bv) and 

test.isSubtypeOf(GreaterThan)) or 

-- iteration-variable >= bound,

(test.asType(Comparison).right().variablesRead()(includes(bv) and 

test.isSubtypeOf(GreaterThanOrEqual)) or
-- bound < iteration-variable,

(test.asType(Comparison).left.variablesRead()(includes(bv) and 

test.isSubtypeOf(LessThan)) or
-- or bound <= iteration-variable

(test.asType(Comparison).left.variablesRead()(includes(bv) and 

test.isSubtypeOf(LessThanOrEqual)))


3.7.4 Queries

To ensure termination, we check that:

29. the comparison involves a value of the iteration variable whose value is decreased by the increment statement of the loop without additional side effects, 

30. the test is an inequality when the numeric values may not be represented exactly (as with floating point).

Expressed more formally, in XPSL, we have:

	IteratePointcut
	loop

	Description
	A for loop that fails one or more of these checks

	Context
	loops

	From
	loops

	Given
	-- The iteration variable is decreased by the loop increment statement
(check1 = ((increment.post() implies (iv < iv@pre)) and

-- without additional side effects

(increment.variablesAssigned() = {iv} ))

-- The test is an inequality if either the iteration variable or the bound is a real

(check2 = if (iv.type().isSubtypeOf(Real) or bv.type().isSubtypeOf(Real)) then

test.isSubtypeOf(LessThanOrEqual) or 

test.isSubtypeOf(GreaterThanOrEqual)

endif))

	Constraint
	not (check1 and check2)


3.7.5 Transformations

The transformations associated with the pattern are interactive.  A primary display presents the user with a a description of the problem and a list of all loops in $Pointcut that match the problem description but fail to follow the guidelines given as query constraints. A secondary display indicates which of the rules have been broken with respect to each loop. Menus give the user the opportunity to apply any of a list of related refactorings (TBD), or to (more generally) edit and reparse the source code.

TBD: Include Advice to insert run time check for the assertion.

	DeclareError
	Ill formed loop

	Description
	Notify the user of the ill formed loop

	Context
	loop

	Hypertext
	Expected a monotonically decreasing iteration over a variable numeric range

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the overall problem

	Hypertext
	Same as problem section, above

	ElementDisplay
	Loop

	Description
	Display the loop itself

	Elements
	loop

	ElementDisplay
	Check1

	Description
	If check1 failed, display an error message (in italics below), and the elements related to the failure of this check

	Constraint
	not check1

	Hypertext
	The iteration variable is decreased by the loop increment statement
((increment.post() implies (iv < iv@pre)) and

without additional side effects

(increment.variablesAssigned() = {iv} )

	Elements
	{ increment.post(), iv, iv@pre, increment.variablesAssigned() }

	ElementDisplay
	Check2

	Description
	If check2 failed, display an error message (in italics below), and the elements related to the failure of this check

	Constraint
	not check2

	Hypertext
	The test should be an inequality if either the iteration variable or the bound is a real

if (iv.type().isSubtypeOf(Real) or bv.type().isSubtypeOf(Real)) then

test.isSubtypeOf(LessThanOrEqual) or 

test.isSubtypeOf(GreaterThanOrEqual)

endif)

	Elements
	{ iv.type(), bv.type(), test.type() }

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


3.8 Other iteration forms

3.8.1 Intent

Ensure that the execution of a for loop monotonically increases or decreases a value that eventually leads to failure of the test (and termination of the loop).

3.8.2 Extends

Monotonic bounded loop iteration 

3.8.3 Problem

To help ensure proper termination of a for loop, we need to ensure that a) all iteration variables are initialized, b) a value based on these variables used by the test either monotonically increases or decreases, and c) this eventually causes the test to fail.

Other subpatterns of Monotonic bounded loop iteration handle forms that either guarantee termination or can be refactored to guarantee termination.  This pattern handles cases that fail to match these forms and require manual review.  

As additional safe forms of iteration are specified as patterns (e.g., iteration over the values of an enumeration type, iteration over the members of a collection, iteration using an instance of an explicit Iterator class), we reduce the need for manual review.

Expressed more formally in XPSL, we have:

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectAllPointcut
	loops

	Description
	The set of all for loops in a user specified pointcut, $Pointcut, that do not match any of the other iteration forms

	From
	$Pointcut

	ElementType
	ForLoop

	Constraint
	not

(Monotonically_increasing_iteration_over_a_fixed_numeric_range.applies($Pointcut) or

Monotonically_decreasing_iteration_over_a_fixed_numeric_range.applies($Pointcut) or

Monotonically_increasing_iteration_over_a_variable_numeric_range.applies($Pointcut) or

Monotonically_decreasing_iteration_over_a_variable_numeric_range.applies($Pointcut))


3.8.4 Queries

The information of interest includes:

31. the data elements (variables/constants) read by the initialization statement,

32. the variables assigned to by the initialization statement,

33. the loop iteration variables, i.e. the variables read by the test,

34. the variables assigned to by the test,

35. the data elements (variables/constants) read by the increment statement,

36. the variables assigned to by the increment statement

	IteratePointcut
	loop

	Description
	One of these for loops, of indeterminate form

	Context
	loops

	From
	loops

	Body
	

	SelectPointcut
	initializationDataElementsRead

	Constraint
	initialization.dataElementsRead()

	SelectPointcut
	initializationVariablesAssigned

	Constraint
	initialization.variablesAssigned()

	SelectPointcut
	testVariablesRead

	Constraint
	test.variablesRead()

	SelectPointcut
	testVariablesAssigned

	Constraint
	test.variablesAssigned()

	SelectPointcut
	incrementDataElementsRead

	Constraint
	increment.dataElementsRead()

	SelectPointcut
	incrementVariablesAssigned

	Constraint
	increment.variablesAssigned()

	end
	


3.8.5 Transformations

To support interactive review and transformation, we present:

37. the results of the queries, 

38. a review check list, 

39. a menu that allows the user to record the results of the review 

If the loop passes the review, the warning should not appear again until the loop is again changed.

	DeclareWarning
	Review loop termination

	Description
	Ask the user to inspect the loop

	Context
	loop

	Hypertext
	The loop is not of a form that is guaranteed to terminate, and should be reviewed.

	Body
	

	HypertextDisplay
	Problem

	Hypertext
	Same as problem section, above

	ElementDisplay
	Loop

	Description
	Provide a description of the overall problem

	Elements
	loop

	HypertextDisplay
	Review guidelines

	Description
	Provide more specific instructions (e.g., a check list) of what to look for

	Hypertext
	TBD

	ElementDisplay
	The loop

	Description
	Display the loop itself

	Elements
	loop

	ElementDisplay
	The data elements (variables/constants) read by the initialization statement

	Elements
	initializationDataElementsRead

	ElementDisplay
	The variables assigned to by the initialization statement

	Elements
	initializationVariablesAssigned

	ElementDisplay
	The loop iteration variables, i.e. the variables read by the test

	Elements
	testVariablesRead

	ElementDisplay
	The variables assigned to by the test

	Elements
	testVariablesAssigned

	ElementDisplay
	The data elements (variables/constants) read by the increment statement

	Elements
	incrementDataElementsRead

	ElementDisplay
	The variables assigned to by the increment statement

	Elements
	incrementVariablesAssigned

	ReviewMenu
	Record review results

	end
	


3.9 No loop body test assignment

3.9.1 Intent

Ensure the termination of all for loops.

3.9.2 Addresses

[49, Issue 39], Hot, Rank = 5, for for-loops. 

3.9.3 Problem

Loop termination is an important issue in high assurance systems.  Since it is difficult to automatically derive a loop invariant, and prove that a loop terminates in the general case, it is often necessary to restrict the structure of loops to cases in which termination can be more easily proven.  The following pattern does so for ForLoop’s, issuing a warning if the body of the loop contains a statement that directly or indirectly affects the outcome of the test condition.

Consider a ForLoop in which a loop index monotonically increases or decreases over a fixed range of integer values.  Most programming languages provide support for ForLoop’s. However, most programming languages do not prohibit modification of the loop index within the body of the loop or other practices that make it difficult to prove that the loop always terminates.

The following C++ code illustrates this point:

for (int i = 0; i < n; i++) {

i = …;

}
Here direct assignment to the loop index makes it difficult to prove that this loop terminates after the correct number of iterations.

The same is true of all for loops of the form:

for (#; #; $v_1++) {

$v_1 = …;

}
And other for loops in which generalize on the meaning of assignment:

for (int i = 0; i < n; i++) {

int* p = &i;

*p = …;

}

for (int i = 0; i < n; i++) {

cin >> i;

}
And iteration:

for (i.reset(); ! i.isDone(); i.advance()) {

i.advance();

}

Because the overall program is often very large, it is useful to begin with an abstract definition of the problem that allows us to focus only on those elements that are relevant. In this case, we are interested in all ForLoop’s whose body contains a statement whose execution may affect the outcome of the test that controls execution of the loop body.  

Working from the XML, the general structure of a ForLoop is:

<LoopStatement xsi:type=”ForLoop” …>

<initialization>

…

</initialization >

<increment>

…

</increment>

<clause>

<test>

…

</test>

<body>

…

</body>

</clause>

</LoopStatement>
In accordance with [50], all ForLoop’s have a test condition and an increment statement.  The initialization statement is optional. The body of the loop may also be empty.

Abstracting from this only the details that we care about, we have:

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectAllPointcut
	loops

	Description
	The set of all for loops in a user specified pointcut, $Pointcut

	From
	$Pointcut

	ElementType
	ForLoop

	Constraint
	testAssignments(size() > 0

	Body
	

	IteratePointcut
	loop

	Description
	A loop from this set whose body contains assignments to variables associated with the test condition

	From
	loops

	Constraint
	test.variablesReferenced()(intersection (body.variablesAssigned())(size() > 0

	end
	

	end
	


3.9.4 Queries

The pointcut definitions for this pattern collect the information needed to manually review/analyze the code.  In this case, we are interested in all dataflows to/from the values referenced by the test condition, i.e., all actions that assign values to the variables referenced by the loop’s test condition, and all actions that read these variables.  This allows us to find the assignments to these variables that we want to eliminate, and assess the impact that such changes will have on the rest of the program.


	SelectAllPointcut
	testConditionAssigns

	Description
	Actions in the loop body that assign to variables associated with the test

	Context
	loop

	From
	body

	Constraint
	test.variablesReferenced()(dflowAssigns()(includes(self)


	SelectAllPointcut
	testConditionReads

	Description
	Actions in the loop body affected by elimination of these assignments

	Context
	loop

	From
	body

	Constraint
	test.variablesReferenced )(dflowReads()(includes(self)


Transformations

The transformations for this pattern are expected to be interactive, with the user working from the pointcut information collected (above), to apply other refactorings, or to directly edit the code.  

	DeclareError
	Ill formed loop

	Description
	Notify the user of the ill formed loop

	Context
	loop

	Hypertext
	Assignment to loop test condition

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the overall problem

	Hypertext
	Same as problem section, above

	HypertextDisplay
	Recommendations

	Hypertext
	General advice on how to refactor/edit the code TBD

	ElementDisplay
	Actions that assign values to variables associated with the test condition

	Elements
	testConditionAssigns

	ElementDisplay
	Actions that read variables associated with the test condition

	Elements
	testConditionReads

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


Note: When the statements that affect the outcome of the test can be moved to the end of the loop body without affecting its semantics, then they can be added to the loop’s iteration statement. This allows the pattern to be fully automated.

3.9.5 References

“Level A-E: Prohibited. The block of source code which falls within the scope of an iteration statement (while, for, do … while) shall not explicitly assign any value to the iterator for statement.  Rationale: It is at best a risky design practice to modify the variables the compiler uses for tracking iterations.  Modification of iteration indices is not permitted by the complier in most other high-level languages. [13, section 3.5.7, Iterator – assignment] 
3.9.6 Related patterns

	Required by
	Loop termination 

	Complements
	Replacement of while and do-while loops with for loop, Monotonic bounded loop iteration


3.9.7 To do

Extend the pattern to deal with the case in which the statements that affect the outcome of the test can be moved to the end of the loop body, and the pattern can be fully automated.

3.10 Fall through switch case

3.10.1 Intent

Avoid errors related to the use of switch/case statements with ‘fall-through’ semantics.

3.10.2 Addresses

[49, Issue 17], Hot, Rank = 4 

3.10.3 Applicability

Applies to DO-178B software levels A through D.

3.10.4 Problem

The use of switch statements with ‘fall-through’ semantics is a common source of errors.  These include the accidental omission of break statements where they should appear, and errors introduced during maintenance, when new cases are added between existing cases and when cases to which we fall through are removed.  Changes to code shared with preceding cases can also be a problem when the semantics expected by these cases is not taken into account.

Generally it is best to avoid fall-through semantics, factoring out shared code into methods called by each case.  Before doing so, however, it is necessary to confirm that the lack of a break statement does not represent an error of omission.

Note: Although we want to avoid having the execution of one case fall-through into execution of the next, it is acceptable to code a set of cases all of which share the same code.

In our formal abstraction of the problem, we recursively select all cases of switch statements that have fall through semantics in a user specified scope (e.g., a pointcut specifying a given set of packages).

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectAllPointcut
	fallThroughCases

	Description
	The set of switch statement cases with fall through semantics in a user specified pointcut, $Pointcut

	From
	$Pointcut

	ElementType
	SwitchCase

	Constraint
	fallThrough = true

	Body
	

	IteratePointcut
	fallThroughCase

	Description
	A switch case from this set

	From
	fallThroughCases

	end
	


3.10.5 Transformations

The pattern allows the user to interactively choose to:

40. eliminate the use of fall-through semantics by specifying that the case was in error (should not have fallen through),

41. introduce a method called by both cases when the semantics is correct and the shared code is cohesive,

42. introduce an inlined call (when the shared code is short and cohesive)

43. introduce a conditional (if statement or nested case) when the semantics is correct and the shared code is not cohesive,

44. introduce replicated code (when the semantics is correct and the shared code is short but not cohesive)

To aid the user in this choice, each of the fall through cases is highlighted in the context of the SwitchStatement in which it appears.  The menu provides 

	DeclareError
	Fall through switch case

	Description
	Notify the user of the fall through switch case

	Context
	fallThroughCase

	Hypertext
	Switch statement with fall through semantics

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the overall problem

	Hypertext
	Same as problem section, above

	ElementDisplay
	Fall through case in Switch

	Description
	Display the switch case in the context of the enclosing switch statement

	Elements
	fallThroughCase

	In
	fallThroughCase.enclosingElement()

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


3.10.6 References

“Level A-D: Mandatory, Level E: Unrestricted.  Each case in a switch statement which contains any executable code shall be terminated with break.  This eliminates the dubious practice of falling through a case to use code in a succeeding case for common processing. It is too easy to lose track of the correct program flow in code maintenance. However, it is acceptable to code a set of case statements which all execute the same code.” [13, section 3.6.1, break in switch] 

3.10.7 Related patterns

None.
3.11 Jump-free execution

3.11.1 Intent

Eliminate unstructured transfers of control that complicate control flow analysis. 

3.11.2 Addresses

[49, Issues 19, 34], Hot, Rank = 4

3.11.3 Applicability

Ultra high assurance applications (DO-178B, level A+)

3.11.4 Problem

“It has been shown that it is highly desirable that every fragment of code has a single entry point and limited exit points. Thus the goto statement and arbitrary internal exits from loops and subprograms must be prevented” [10, p. 7, Verifiability].

Nevertheless, it is may be difficult to eliminate all unstructured transfers of control, especially those related to predefined exceptions.  Exception free execution requires a proof that the conditions that trigger such exceptions never occur.  This is the approach taken by SPARK [10].  In practice, however, it is more common to provide a top level handler for such exceptions in all but the most critical of high assurance applications.

In XPSL, we have:

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectAllPointcut
	jumps

	Description
	The set of jump statements in a user specified pointcut, $Pointcut

	From
	$Pointcut

	ElementType
	Jump

	Body
	

	IteratePointcut
	jump

	Description
	A jump from this set

	From
	jumps

	end
	


TBD: Provide a XPSL table representation that looks for execution states that could trigger predefined exceptions (based on the equations that describe the semantics of XCIL actions and related exceptions).

3.11.5 Transformations

The transformations to eliminate explicit jumps are interactive.  The user is presented a display of the Jump statement. Menus support further analysis and the refactoring/editing of the code.

	DeclareError
	Explicit jump

	Description
	Notify the user of the appearance of an explicit jump 

	Context
	jump

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the overall problem

	Hypertext
	Same as problem section, above

	ElementDisplay
	Jump

	Description
	Display the jump in the context of the enclosing method

	Elements
	jump

	In
	fallThroughCase.enclosingMethod()

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


Interactive.  Display the name of predefined exception, the condition that triggers it, and a control flow that leads to the triggering state. Provide the user with general menus to further analyze and refactor/edit the code.

TBD: Include corresponding XPSL table representation. Display the point at which the exception may be triggered as the last step in a related control flow. Provide a menu of related refactorings, and the option to directly edit/reparse the code.

3.11.6 References

[21, p. 23, Table 7, note 2] [15, section 4.1] 

[13, section 3.6.3, Exception Handling], [13, section 3.9.1, Central Processing Unit (CPU) Exception Handling] 

3.11.7 Related patterns

	Requires
	Goto-free execution

	AlternativeTo
	Goto-free execution, Top level handler for predefined exceptions


3.12 Goto-free execution

3.12.1 Intent

Eliminate the use of Goto’s, which can complicate flow analysis, symbolic analysis, timing analysis, and structure based testing.

3.12.2 Extends

Jump-free execution
3.12.3 Addresses

[49, Issue 19], Hot, Rank = 4

3.12.4 Applicability

DO-178B, levels A-D.

3.12.5 Problem

“Goto statements impede analysis by making the decomposition of the flow of control intractable in the general case” [10, p. 7, Verifiability].

They are also unnecessary. “There are no circumstances in which goto can be used where the use of some other construct is not preferable on grounds of good practice, readability, and aesthetics. Given this, the use of goto within high integrity systems is almost not an issue, and the reasons for not using it based on the applicability of the set of analysis techniques (although compelling) are almost irrelevant” [21, p. 23, Table 7, note 2].

In our formal abstraction of the problem, we recursively select all Gotos in a user specified scope (e.g., a pointcut specifying a given set of packages).

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectAllPointcut
	jumps

	Description
	The set of goto statements in a user specified pointcut, $Pointcut

	From
	$Pointcut

	ElementType
	Goto

	Body
	

	IteratePointcut
	goto

	Description
	A goto from this set

	From
	jumps

	end
	


3.12.6 Transformations

The transformations to eliminate Gotos are interactive.  The user is presented a display of the Jump and its target in the context of the smallest unit that encloses both. Menus support further analysis and the refactoring/editing of the code.

Unless the goto is used as a substitute for the throwing of an exception, we want to refactor code to
 replace it with a structured control flow (conditional, loop, break, continue, error return, other common forms).  If the goto is used as a substitute for the throwing of an exception, we should apply an exception/error handling pattern rather than this one.
	DeclareError
	Explicit Goto

	Description
	Notify the user of the appearance of an explicit goto

	Context
	goto

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the overall problem

	Hypertext
	Same as problem section, above

	ElementDisplay
	Goto and target action (in smallest enclosing context)

	Description
	Display the goto and target in the smallest context that includes both

	Elements
	{ goto, goto.action() }

	In
	{ goto, goto.action() }(enclosingElement()

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


3.12.7 References

The use of goto should be excluded because it complicates flow analysis (FA), symbolic analysis (SA), timing analysis (TA), and structural testing (ST).  The use of goto is regarded as both unnecessary, and undesirable compared to the use of other control structures.  It should not appear in well written code [21, p. 23, Table 7, note 2] [15, section 4.1].

3.12.8 Consequences

TBD 

3.12.9 Related patterns

	RequiredBy
	Jump-free execution


3.13 No implicit method value return

3.13.1 Intent

Eliminate all implicit returns from methods that return values. 

3.13.2 Addresses

[49, Issue 56], Other, Rank = 9

3.13.3 Applicability

Mandatory for DO-178B, levels A-D.

3.13.4 Problem

“Not writing return in a function relies on the default return.  Explicit return in every branch that terminates has two benefits.  It simplifies the maintenance task of understanding the flow of control, and makes completely clear the possible values that are returned.” [13, p. 12, section 3.6.2]

3.13.5 Transformations

Include an explicit return in every  branch that leads to termination of the method and the normal return of a value.

3.13.6 References

[13, p. 12, section 3.6.2]

3.13.7 Related patterns
	TBD
	TBD


3.13.8 To do

Formalize the problem and transformations associated with the pattern using XPSL.
3.14 No user thrown exceptions 

3.14.1 Intent

Eliminate the unrestricted use of exceptions, which can complicate control flow analysis.

3.14.2 Extends

Jump-free execution
3.14.3 Addresses

[49, Issues 19, 34], Hot, Rank = 4

3.14.4 Applicability

DO-178B, levels A-D.

3.14.5 Problem

Exceptions are often a controversial topic for high integrity systems. Their use ensures that the application detects and handles errors, rather than ignoring them. Their unrestricted use, however, can seriously complicate control flow analysis and testing. Some guidelines ban them; others encourage their use with restrictions.  A number of policies are discussed in [21, p. 35, section 5.12 Exceptions].

SPARK [15, section 4.1] recommends against the use of exceptions and proof that the code is exception free.  It, however, is often difficult to guarantee the absence of all predefined language exceptions.  As a result, a number of standards for high assurance systems focus on the elimination of user defined exceptions, and require the definition of a top level handler to catch all predefined exceptions.  This pattern enforces this policy.  The patterns listed in section 4.14.8 define other policies that permit the restricted use of user defined exceptions. 

In our formal abstraction of the problem, we recursively select all throws in a user specified scope (e.g., a pointcut specifying a given set of packages).

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectAllPointcut
	throws

	Description
	The set of throw statements in a user specified pointcut, $Pointcut

	From
	$Pointcut

	ElementType
	Throw


3.14.6 Transformations

The transformations to eliminate user thrown exceptions are interactive.  The user is presented a display of the Throw and its associated handlers. Menus support further analysis and the refactoring/editing of the code.

	DeclareError
	User thrown exception

	Description
	Notify the user of the appearance of the throw statement

	Context
	throw

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the overall problem

	Hypertext
	Same as problem section, above

	ElementDisplay
	Throw

	Description
	Display the throw in the context of the enclosing method

	Elements
	throw

	In
	throw.enclosingMethod()

	ElementDisplay
	Associated exception handlers

	Description
	Display the handlers that catch the thrown exception

	Elements
	throw.handlers()

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


3.14.7 References

[13, section 3.6.3, Exception Handling], [13, section 3.9.1, Central Processing Unit (CPU) Exception Handling], [13, section 3.4.3, Resource Exhaustion]

[15, section 4.1]

3.14.8 Related patterns
	Complements
	Top level handler for predefined exceptions


TBD: Include other patterns that that restrict (rather than forbid) the use of exceptions.

3.15 Top level handler for predefined exceptions 

3.15.1 Intent

Ensure predefined exceptions are always handled, without terminating a potentially safety critical application.

3.15.2 Addresses

[49, Issues 19, 34], Hot, Rank = 4

3.15.3 Applicability

DO-178B, levels A-E.

3.15.4 Problem

Exceptions are often a controversial topic for high integrity systems. Their use ensures that the application detects and handles errors, rather than ignoring them. Their unrestricted use, however, can seriously complicate control flow analysis and testing. Some guidelines ban them; others encourage their use with restrictions.  A number of policies are discussed in [21, p. 35, section 5.12 Exceptions].

SPARK [15, section 4.1] recommends against the use of exceptions and proof that the code is exception free.  It, however, is often difficult to guarantee the absence of all predefined language exceptions.  As a result, a number of standards for high assurance systems focus on the elimination of user defined exceptions, and require the definition of a top level handler to catch all predefined exceptions.  This pattern enforces this policy.  The patterns listed in section 4.14.8 define other policies that permit the restricted use of user defined exceptions (whether checked or unchecked). 

Given a particular system or subsystem, we would like to ensure that all top level public operations are implemented by methods whose body actions are enclosed in a block with a catch clause capable of handling any exception.  Similar top level handlers should also be associated with all threads started either directly or indirectly by these methods.

	Parameter
	($Subsystem: Subsystem)

	SelectPointcut
	topLevelSubsystemOperations

	Description
	The set of client operations defined by a user specified subsystem, $Subsystem

	From
	$Subsystem.operations()

	Constraint
	visibility = public

	Body
	

	SelectPointcut
	topLevelThreadOperations

	Description
	The set of calls that start subsystem threads

	From
	topLevelSubsystemOperations(cflow()

	ElementType
	CallOperation

	Constraint
	operation().class().isSubtype(Thread) and (operation().isSubtype(StartThread))

	Body
	

	CollectPointcut
	topLevelMethods

	Description
	The set of all top level methods defined by the subsystem

	From
	topLevelSubsystemOperations(union(topLevelThreadOperations)

	Expression
	methods()

	Body
	

	CollectPointcut
	topLevelMethodBodiesWithoutCatchAllHandlers

	Description
	The set of top level method bodies that lack catch all exception handlers

	From
	topLevelMethods

	Expression
	body

	Constraint
	body()(jumpHandler()(exists(isSubtype(CatchClause) and parameter().type() 

= Exception)

	end
	

	end
	

	IteratePointcut
	topLevelMethodBodyWithoutCatchAllHandler

	Description
	A method body from this set

	From
	topLevelMethodBodiesWithoutCatchAllHandlers


3.15.5 Transformations

The transformations to introduce top level exception handers are interactive.  The user is presented a display of all top level actions that lack top level handlers. Menus items support the association of universal exception handlers (catch clauses) with these actions, and the definition of bodies for these handlers.

	DeclareError
	Top level method body without catch all handler

	Description
	Notify the user of the appearance of a top level method without a catch all handler

	Context
	topLevelMethodBodyWithoutCatchAllHandler

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the overall problem

	Hypertext
	Same as problem section, above

	ElementDisplay
	Top level method without catch all handler

	Description
	Display the top level method has no catch all handler

	Elements
	topLevelMethodBodyWithoutCatchAllHandler

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


3.15.6 References

[13, section 3.6.3, Exception Handling], [13, section 3.9.1, Central Processing Unit (CPU) Exception Handling], [13, section 3.4.3, Resource Exhaustion]

[15, section 4.1]

3.15.7 Related patterns

	Complements
	No user thrown exceptions

	Alternative
	Jump-free execution


4 Certification patterns on data integrity

The following patterns define restrictions related to data integrity for high assurance software expected to comply with DO-178B.

4.1 Initialization before use

4.1.1 Intent

Ensure all variables have been initialized to meaningful values before they are first read/used.  Ensure the initial values of fields are consistent with class data invariants, and that all necessary data invariants have been defined.

4.1.2 Addresses

[49, Issue 12], Hot, Rank = 4

4.1.3 Applicability

DO-178B, levels A-E.

4.1.4 Problem

The use of uninitialized or improperly initialized variables represents an obvious hazard.  To detect problems with uninitialized variables, we are interested in variables that are read before being set in the control flows of the top level public methods of a user specified system or subsystem, and in all threads started (either directly or indirectly) by these methods.

Expressed more formally, in terms of XPSL, we have:

	Parameter
	($Subsystem: Subsystem)

	SelectPointcut
	topLevelSubsystemOperations

	Description
	The set of client operations defined by a user specified subsystem, $Subsystem

	From
	$Subsystem.operations()

	Constraint
	visibility = public

	Body
	

	SelectPointcut
	topLevelThreadOperations

	Description
	The set of calls that start subsystem threads

	From
	topLevelSubsystemOperations(cflow()

	ElementType
	CallOperation

	Constraint
	operation().class().isSubtype(Thread) and (operation().isSubtype(StartThread))

	Body
	

	View
	setUseAnalysisView

	Description
	A view representing the result of a set/use analysis applied to all top level subsystem operations

	Type
	SetUseAnalysisView

	Given
	-- All top level operations
topLevelOperations = 

topLevelSubsystemOperations(union(topLevelThreadOperations) 

	Value
	topLevelOperations(applySetUseAnalysis()

	Body
	

	SelectPointcut
	variablesReadBeforeSet

	Description
	All variables associated with this view that are read before being set

	From
	setUseAnalysisView.variablesReadBeforeSet()

	end
	

	end
	

	end
	


To ensure that all variables have meaningful values, we must be more restrictive, insisting that all variables be explicitly assigned a value, rather than set to a default value.

	SelectPointcut
	variablesReadBeforeAssigned

	Description
	All variables that are read before being explicitly assigned a value

	Context
	setUseAnalysisView

	From
	setUseAnalysisView.variablesReadBeforeAssigned()(difference(variablesReadBeforeSet)

	IteratePointcut
	variableReadBeforeAssigned

	Description
	A variable that is read before being explicitly assigned a value

	From
	variablesReadBeforeAssigned


For fields, we would also like to ensure that any initial value conform to any data invariants associated with classes in which it appears (whether directly defined by the class, or inherited by it).

	SelectPointcut
	fieldsWithInvariants

	Description
	All subsystem fields whose initial values are constrained by class invariants

	Context
	topLevelSubsystemOperations

	From
	topLevelSubsystemOperations(cflow()(variablesReferenced(variablesReadBeforeSet)

	ElementType
	Field

	Constraint
	class().inv()(notEmpty()

	Body
	

	CollectPointcut
	classesWithInvariants

	Description
	The classes with invariants that constrain the initial values of subsystem fields

	From
	fieldsWithInvariants

	Expression
	class()

	end
	

	IteratePointcut
	classWithInvariant

	Description
	A class with an invariant that constrains the initial values of subsystem fields 

	From
	classesWithInvariants


To help ensure all appropriate data invariants are defined, we would like to be able to review classes that do not have explicit data invariants, and classes that have invariants that may be incomplete (invariants that do not reference all fields).

	SelectPointcut
	fieldsWithoutInvariants

	Description
	All subsystem fields whose initial values are not constrained by class invariants

	Context
	topLevelSubsystemOperations

	From
	topLevelSubsystemOperations(cflow()(variablesReferenced()

	ElementType
	Field

	Constraint
	class().inv()(isEmpty()

	Body
	

	CollectPointcut
	classesWithoutInvariants

	Description
	The classes that should be reviewed with respect to possible invariants

	From
	fieldsWithoutInvariants

	Expression
	class()

	end
	

	IteratePointcut
	classWithoutInvariant

	Description
	A class that should be reviewed with respect to the definition of an invariant

	From
	classesWithoutInvariants


4.1.5 Transformations

The transformations associated with this pattern are interactive.  For variables that are read before being set, the user is presented with a display listing all reads of the variable before its value is set, and all subsequent assignments to it.  Menus support the refactoring/editing of the software.

	DeclareWarning
	Variable read before set

	Description
	Notify the user of variables that are read before they are set

	Context
	variableReadBeforeAssigned

	Hypertext
	The variable is read before being set to any initial value

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the overall problem

	Hypertext
	Based on related portions of the problem section, above

	ElementDisplay
	Variable

	Description
	The variable that is read before being set

	Elements
	variableReadBeforeSet

	ElementDisplay
	All reads before the first assignment

	Elements
	setUseAnalysisView.readsBeforeAssign()

	ElementDisplay
	All assignments after the first read

	Elements
	setUseAnalysisView.assignsBeforeRead()

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


A similar display is provided for variables that are read before being explicitly assigned an initial value:

	DeclareWarning
	Variable read before explicit assign

	Context
	variableReadBeforeAssigned

	Hypertext
	The variable is read before being explicitly assigned an initial value

	Body
	

	HypertextDisplay
	Problem

	Hypertext
	Based on related portions of the problem section, above

	ElementDisplay
	Variable

	Elements
	variableReadBeforeAssigned

	ElementDisplay
	All reads before the first assignment

	Elements
	setUseAnalysisView.readsBeforeAssign()

	ElementDisplay
	All assignments after the first read

	Elements
	setUseAnalysisView.assignsBeforeRead()

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


In support of the definition of data invariants, we display a list of classes that lack data invariants, allow an invariant to be defined, and support the definition of run time checks of the invariant as after advice to associated class constructors.

	DeclareWarning
	No defined class invariant

	Context
	classWithoutInvariant

	Hypertext
	The class does not have a data invariant

	Body
	

	HypertextDisplay
	Problem

	Hypertext
	Based on related portions of the problem section, above

	ElementDisplay
	Class

	Elements
	classWithoutInvariant

	EditMenu
	Define/insert run time check after constructor executions

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


Similarly for classes that already have invariants, we display the invariant, and support the definition of run time checks of the invariant as after advice to associated class constructors.

	DeclareWarning
	No run time check of class invariant

	Context
	classWithInvariant

	Body
	

	HypertextDisplay
	Problem

	Hypertext
	Based on related portions of the problem section, above

	ElementDisplay
	Class

	Elements
	classWithInvariant

	ElementDisplay
	Invariant

	Elements
	classWithInvariant.inv()

	EditMenu
	Define/insert run time check after constructor executions

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


4.1.6 References

[13, section 3.1.2, Source Code Static Analysis] [10, TBD]

4.1.7 Related patterns

	Requires
	Enforce invariant


4.2 Enforce invariant 

4.2.1 Intent

Ensure the initial values of fields are consistent with class data invariants, and that all necessary data invariants have been defined.

4.2.2 Addresses

[49, Issue 12], Hot, Rank = 4

4.2.3 Applicability

DO-178B, levels A-D.

4.2.4 Problem

The initialization of fields to default values is generally insufficient.  In general fields must be set to values consistent with the data invariant of the class.  This data invariant should be established by all constructors and maintained by all client operations (can be considered part of the precondition and postcondition of all client operations).  Subtle problems can arise when inherited operations are unaware of subclass fields, or when clients violate the preconditions of operations.

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectPointcut
	classes

	Description
	The set of classes with invariants in a user specified pointcut, $Pointcut

	From
	$Pointcut

	ElementType
	Class

	Constraint
	inv()(notEmpty()


4.2.5 Transformations

Insert an invariant check after the execution of all constructors.  Selectively insert checks before/after the execution of other operations for certain calls (e.g., calls by untrusted clients, or calls across partition boundaries). Provide the invariant as part of the definition of an associated aspect.

	DeclareMethod
	checkInvariant

	Description
	Declare a method that checks the class invariant

	Context
	class

	RaisedSignal
	InvalidInvariant

	OwnerScope
	instance

	Visibility
	private

	Body
	


	BeforeAdvice
	

	Description
	

	Context
	

	Parameter
	

	AdviceParameter
	target

	Description
	The target parameter of the method

	Type
	Object

	end
	

	Body
	

	CallOperation
	

	Operation
	invariantCheck

	end
	


	AfterAdvice
	

	Description
	

	Context
	

	Parameter
	

	AdviceParameter
	target

	Description
	The target parameter of the method

	Type
	Object

	end
	

	Body
	

	CallOperation
	

	Operation
	invariantCheck

	end
	


4.2.6 Consequences

Cost of developing formal specifications.

Overhead of checks, especially on critical paths (primary).  

Space associated with additional code (secondary).

4.2.7 Related patterns

	BuildsOn
	Design by contract

	RequiredBy
	Initialization before use


This pattern builds on that for Design by contract in that invariant defined for the class by that pattern is the basis for the run-time check performed by this one.

This pattern is needed by the pattern Initialization before use to ensure that the initial values of fields conform to any associated class invariant.

4.3 Compiler generated operations 

4.3.1 Intent

Ensure that compiler generated operations are consistent with each other and with the semantics of the class.

4.3.2 Addresses

[49, Issue 25], Hot, Rank = 4

4.3.3 Applicability

DO-178B, levels A-D.

4.3.4 Problem

Compiler generated operations have default meanings that may be inappropriate for a given class
.  For example, in C++, “since the default constructor, copy constructor, destructor, and the operators operator=, operator&, and operator, (i.e., operator<comma>) all have default meanings; they should be explicitly defined in every class. To avoid unwanted implicit calls to these constructors and operators, declare them private.” [11]
.

Problems may also arise if some of these operations are explicitly defined, while others are generated by default.  Law of The Big Three: “If a class needs a destructor, or a copy constructor, or an assignment operator, it needs them all” … “During code reviews and debugging sessions, we have traced many core dumps back to violations of The Law” [17, FAQ 199, p. 193].
Finally, problems may arise with default copy and assignment operations if the class dynamically allocates memory (or other resources) for which it is responsible, and with constructors that fail to establish a class invariant or fail to assign values to all fields without initial values. 

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectPointcut
	ClassesWithDefaultConstructors

	Description
	

	From
	$Pointcut

	ElementType
	

	Constraint
	

	SelectPointcut
	ClassesWithDefaultCopyConstructors

	Description
	

	From
	$Pointcut

	ElementType
	

	Constraint
	

	SelectPointcut
	ClassesWithDefaultDestructors

	Description
	

	From
	$Pointcut

	ElementType
	

	Constraint
	

	SelectPointcut
	ClassesWithDefaultAssignmentOperators

	Description
	

	From
	$Pointcut

	ElementType
	

	Constraint
	

	SelectPointcut
	ClassesWithOtherDefaultOperations

	Description
	

	From
	$Pointcut

	ElementType
	

	Constraint
	


4.3.5 Transformations

The user is responsible for introducing the necessary operations, while the tool is responsible for checking the user supplied code to ensure it complies with the above rules.  In addition the tool may introduce run-times checks of constructor postconditions, to ensure the class invariant is established.
4.3.6 References

[11]
, [17, Chapter 16, pp. 189..207].
4.3.7 To do

Complete the formal pointcut definitions (above) based on input from ISU regarding how compiler generated operations are marked in the XCIL.

4.4 Non-discriminated union 

4.4.1 Intent

Ensure the initial values of fields are consistent with class data invariants, and that all necessary data invariants have been defined.

4.4.2 Addresses

[49, Issue 47], Hot, Rank = 6

4.4.3 Applicability

DO-178B, levels A-D.

4.4.4 Problem

As noted by the Boeing C++ guidelines [13]: “union is an untagged type.  Its use can lead to data type errors that cannot be trapped by the compiler
”.  As a result, the use of union is “prohibited for DO-178B software levels A through D.
” 

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectPointcut
	nondiscriminatedUnion

	Description
	A union that does not include a field (discriminant) to identify the type of data it holds

	From
	$Pointcut

	ElementType
	NondiscriminatedUnion


4.4.5 Transformations

A number of solutions are possible.  Binkley [11] recommends transformation of the code to “use a class hierarchy with virtual functions in place of a union as it provides type checking of the data stored in the union”.  When there is a need to dynamically change the type of data values stored by a given instance of the union, a form of the State pattern [58] can be used to avoid repeated dynamic allocation and deallocation at run time.  The fields defined by the class, in this case, include all the fields associated with the union, while the “state” represents the discriminant.
4.4.6 References

[11], [13, Union], [58, State]

4.4.7 Consequences

Use of the pattern introduces some overhead, but resolves the basic issue of data integrity.  The operations used to access the data elements of the “union” can be defined to be inline, minimizing the performance penalty.

4.4.8 Related patterns

	BuildsOn
	State [58]


4.5 Safe type conversion 

4.5.1 Intent

Avoid the unintentional loss of data or precision when converting one type to another. Avoid implicit conversions between logically unrelated types. Avoid the overhead and unwanted side effects (such as dynamic memory allocation) that may be associated with implicit type conversion.

4.5.2 Addresses

[49, Issue 4], Very hot to Hot, Rank = 3

4.5.3 Applicability

DO-178B, levels A-D

4.5.4 Problem

Type conversions raise concerns related to the potential loss of data and precision, in addition to more fundamental issues of type safety.  In particular, we are concerned about conversions that map a type to a new type that is smaller in size, conversions where the new type fails to cover the range of the original type, and conversions where some values of the original type cannot be represented exactly in the new type (e.g., when converting an integer value to floating point).  

In general, we would like to restrict implicit conversions to those permitted by languages such as Ada, Java [9, chapter 5, pp. 51-76], and OCL [68, p. 6-9, section 6.4.4] that are type safe, low overhead, and guarantee no loss of data or precision.  These include:

45. Conversion from a smaller integer type to larger integer type whose range subsumes the original, with sign extension of two’s complement values,

46. Conversion from a smaller IEEE 754 floating point type to a larger IEEE 754 floating point type,

47. Conversion from a reference type S to a reference type T, provided S is a subtype (subclass or subinterface) of T,

48. Conversion from a reference type T to a reference type S, provided T is a supertype (superclass or superinterface) of S, and a run-time check is performed to ensure that the run time class of converted reference is S or a subtype of S, 

49. Conversion from an Array whose element type is a reference type SC to an Array whose element type is a reference type TC, provided that SC is a subtype of TC,

50. Conversion from a Vector whose element type is a reference type SC to a Vector whose element type is a reference type TC, provided that SC is a subtype of TC,

51. Conversion from a general collection type (Set, Sequence, etc.) whose element type is a reference type SC to a collection of the same type whose element type is a reference type TC, provided that SC is a subtype of TC.

Type conversions between logically unrelated types (e.g., integer and boolean, character and integer), type conversions that may incur a significant overhead (e.g., that use constructors and conversion operators to perform type conversion), and type conversions that may result in a loss of precision (e.g., integer to floating point) must be explicit.

Supertype to subtype conversions (down casts) must either be proven to be correct (by means of analysis) or must be guarded by a run time check.

For systems where dynamic allocation is an issue, conversions that result in the dynamic allocation of memory from the heap (rather than the stack) may also be forbidden.

In the XCIL representation, only polymorphic type conversions are implicit.  All other type conversions involve cast expressions which are marked to indicate whether the conversion was explicitly specified in the source code/model, whether it involves a potential loss of data or precision, and whether it involves a loss of semantics.

Operations (e.g. constructors and conversion operators) that can be implicitly called to perform implicit type conversions are also marked.

Expressed formally in XPSL, we have:

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectAllPointcut
	implicitProblematicCasts

	Description
	The set of all implicit casts appearing in a user specified pointcut, $Pointcut, that pose potential problems

	From
	$Pointcut

	ElementType
	CastExpression

	Constraint
	-- If the conversion involves a potential loss of data or precision
(isImplikcit() and (lossOfData() or lossOfPrecision())) or 

-- or represents a conversion between logically unrelated types
lossOfSemantics()

	Body
	

	IteratePointcut
	implicitProblematicCast

	Description
	A cast from this set

	From
	implicitProblematicCasts

	end
	


	SelectAllPointcut
	explicitProblematicCasts

	Description
	The set of all explicit casts appearing in a user specified pointcut, $Pointcut, that pose potential problems

	From
	$Pointcut

	ElementType
	CastExpression

	Constraint
	-- If the conversion involves a potential loss of data or precision
(isImplicit() and (lossOfData() or lossOfPrecision())) or 

-- or represents a conversion between logically unrelated types
lossOfSemantics()

	Body
	

	IteratePointcut
	explicitProblematicCast

	Description
	A cast from this set

	From
	explicitProblematicCasts

	end
	


	SelectAllPointcut
	supertypeToSubtypeConversions

	Description
	The set of all downcasts with no associated run time check

	From
	$Pointcut

	ElementType
	SubtypeCastExpression

	Constraint
	-- With no run time check
not isDynamicallyChecked()

	Body
	

	IteratePointcut
	supertypeToSubtypeConversion

	Description
	A downcast from this set

	From
	supertypeToSubtypeConversions

	end
	


	SelectAllPointcut
	supertypeToSubtypeFeatureConversions

	Description
	The set of all feature downcasts with no associated run time check in a user specified pointcut, $Pointcut

	From
	$Pointcut

	ElementType
	SubtypeFeatureCastExpression

	Constraint
	-- With no run time check
not isDynamicallyChecked()

	Body
	

	IteratePointcut
	supertypeToSubtypeFeatureConversion

	Description
	A feature cast from this set

	From
	supertypeToSubtypeFeatureConversions

	end
	


	SelectAllPointcut
	implicitConversionOperations

	Description
	The set of all implicit conversion operations defined within a user specified pointcut, $Pointcut

	From
	$Pointcut

	ElementType
	Operation

	Constraint
	implicitConversionOperation()

	Body
	

	IteratePointcut
	implicitConversionOperation

	Description
	The definition of an implicit conversion operator from this set

	From
	implicitConversionOperations

	end
	


Note: Conversions involving constants need be concerned only with conversion of the specific value.  In a similar way, we need only be concerned with the valid range of variables that are constrained (e.g., an integer value in a specified range).

Note: Implicit conversion operations include C++ conversion operators, and constructors in C++ that are not marked as explicit.  Conversions involving explicit operation calls are always permitted, and are not checked to determine whether they involve a potential loss of precision or a potential loss of data.

4.5.5 Queries

For implicit conversion operations (e.g., C++ constructors and conversion operators), we would like to see the bodies of the methods that implement the operation, and determine whether their execution may involve dynamic memory allocation.

TBD: Include associated XPSL table representation. 

4.5.6 Transformations

The transformations associated with pattern are interactive.  Implicit conversions that may involve a loss of data or a loss of precision should be identified and reviewed by the user.  They may then either be made explicit or eliminated.

Conversions from a larger type (more bits) to a smaller type (fewer bits) require that the user confirm that the range of values logically associated with the larger type will physically fit within the number of bits associated with the smaller type.  This may be obvious if the range of values is tightly constrained by its type, but may require an extensive analysis involving all writes to variables appearing in the cast expression’s argument if a more general (less constrained) type is used.

With an understanding of the logical ranges of values being cast from/to, the developer can introduce corresponding user defined types
 for them that define tight range constraints.  This provides the compiler and other analysis tools the information needed to determine when such casts are “safe” and when they are not, and avoids the repeated reporting of the same problematic casts.  Run time range checks can also be introduced by the class if they are not supported by the target language/compiler, or can be selectively introduced by analysis tools that more intelligently determine when they are needed.

When numeric types are directly used to represent non-numeric values, they should similarly be replaced by user defined types/classes that do not support numeric operations (even though the values of the class may still be stored internally using values of the primitive numeric types).

Note: When a cast involves the “safe” conversion of a larger to a smaller type, it may also be possible to avoid the cast entirely by always using one type or the other.

	DeclareError
	Implicit problematic cast

	Description
	Notify the user of an implicit cast that involves a potential loss of data or precision

	Context
	implicitProblematicCast

	Hypertext
	The implicit type conversion may involve a loss of data or loss of precision

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the problem

	Hypertext
	Based on related portions of the problem section, above

	ElementDisplay
	Implicit cast

	Description
	Display the problem cast

	Elements
	{ implicitProblematicCast }

	ElementDisplay
	From type

	Description
	Display the type of the argument to the cast expression

	Elements
	{ implicitProblematicCast.argument.type() }

	ElementDisplay
	To type

	Description
	Display the type of the result of the cast expression

	Elements
	{ implicitProblematicCast.type() }

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	ReviewMenu
	

	end
	


Explicit conversions that may involve a loss of data or precision should also be reviewed, and either accepted or changed in a similar way.  

	DeclareError
	Explicit problematic cast

	Description
	Notify the user of an explicit cast that involves a potential loss of data or precision

	Context
	explicitProblematicCast

	Hypertext
	The type conversion may involve a loss of data or loss of precision

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the problem

	Hypertext
	Based on related portions of the problem section, above

	ElementDisplay
	Explicit cast

	Description
	Display the problem cast

	Elements
	{ explicitProblematicCast }

	ElementDisplay
	From type

	Description
	Display the type of the argument to the cast expression

	Elements
	{ explicitProblematicCast.argument.type() }

	ElementDisplay
	To type

	Description
	Display the type of the result of the cast expression

	Elements
	{ explicitProblematicCast.type() }

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	ReviewMenu
	

	end
	


A review should also be required for conversions that involve the implicit use of conversion operations (e.g. C++ constructors and conversion operators) to ensure that a) the overhead of the methods that implement the operations is acceptable, and b) any dynamic memory allocation associated with the conversion is acceptable. If the conversion itself is acceptable, the implicit conversion should be replaced by an equivalent explicit conversion.  If the conversion is not acceptable, then the conversion should either be eliminated, or the conversion methods should be edited and re-parsed.

	DeclareWarning
	Implicit call to conversion operation

	Description
	Notify the user of an implicit call to a conversion operation

	Context
	

	Hypertext
	The type conversion involves an implicit call to a conversion operation (e.g., a C++ constructor or conversion operator).

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the problem

	Hypertext
	Based on related portions of the problem section, above

	ElementDisplay
	Conversion operation and implementing methods

	Description
	Display the definition of the conversion operation and its implementing methods

	Elements
	{ implicitConversionOperation, implicitConversionOperation.methods() }

	EditMenu
	Related refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	ReviewMenu
	

	end
	


Note: Where the language allows constructors or other operations to be marked to disallow their use in implicit conversions (e.g., the marking of constructors as explicit in C++ [74, p. 284]), the user should be given the option to do so.

4.5.7 References

[9, pp. 51-75, Chapter 5]

[10, conversion, pp. 92, 103, 108]

[13, section 3.5.3.1, Pointer Type Definitions], [13, section 3.5.3.5, Mixed Mode Assignment], [13, section 3.5.5, Type Conversions], [13, section 3.5.1, Type Casting]

[21, p. 21, section 5.4] and [21, p. 30, Unchecked Conversion]

[23, p. 250, Conversion Operations], [23, p. 251, Overflow Conversion Operations]

[25, p. 16, Conversions and Promotions]

[26, Item 39] 

[44], [45, Type Conversion position paper, version 1.0]

4.5.8 Consequences

Implicit dynamic allocation during conversion.  Unexpected and unacceptable conversion overhead.

4.5.9 Related patterns

	Complements
	No pointer arithmetic

	Supports
	No dynamic allocation after initialization


4.5.10 To do

Refine pattern to provide a higher degree of automation for the transformations.

4.6 Closed argument list

4.6.1 Intent

Avoid loop holes in the type system that may be introduced by the passing of arguments to operations whose types are not specified. Avoid errors related to the matching of calls to methods that may be introduced by the use of default parameter values. 

4.6.2 Addresses

[49, Issue 15], Hot, Rank = 4

4.6.3 Applicability

DO-178B, levels A-D.

4.6.4 Problem

The use of open ended (variable length) parameter may violate type safety (since undeclared parameters are not typed).  The use of default parameter values is type safe but may make it difficult to match calls to methods.  This complicates flow analysis, and may lead to invocation of the ‘wrong’ method.  In some languages (such as C++), the implementation of default parameters is also problematic when combined with dynamic dispatch.

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectAllPointcut
	operationsWithDefaultParameterValues

	Description
	The set of all operations in a user specified pointcut, $Poincut, that have default parameter values

	From
	$Pointcut

	ElementType
	Operation

	Constraint
	-- One or more of the operation’s parameters have default values

parameter(exists(defaultValue(notEmpty()

	Body
	

	IteratePointcut
	operationWithDefaultParameterValues

	Description
	An operation from this set

	From
	operationsWithDefaultParameterValues

	end
	


	SelectAllPointcut
	operationsWithOpenEndedParameterList

	Description
	The set of all operations in a user specified pointcut, $Poincut, that have open ended parameter lists

	From
	$Pointcut

	ElementType
	Operation

	Constraint
	-- The parameter list is open-ended (variable length)

variableParameterList = true

	Body
	

	IteratePointcut
	operationWithOpenEndedParameterList

	Description
	An operation from this set

	From
	operationsWithOpenEndedParameterList

	end
	


4.6.5 Transformations

Refactorings are provided to eliminate default parameter values by introducing them as arguments at the point of call.

	DeclareError
	Operation with default parameter values

	Description
	Notify the user of the definition of an operation with default parameter values

	Context
	operationWithDefaultParameterValues

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the problem

	Hypertext
	Based on related portions of the problem section, above

	ElementDisplay
	Operation

	Description
	Display the definition of the operation and its implementing methods

	Elements
	{ operationWithDefaultParameterValues, 

operationWithDefaultParameterValues.methods() }

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


Refactorings are provided to eliminate variable length parameter lists by creating overloaded versions of the operation and methods with fixed length parameter lists.  

	DeclareError
	Operation with open-ended (variable length) parameter list

	Description
	Notify the user of the definition of an operation with an open-ended (variable length) parameter list

	Context
	operationWithOpenEndedParameterList

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the problem

	Hypertext
	Based on related portions of the problem section, above

	ElementDisplay
	Operation

	Description
	Display the definition of the operation and its implementing methods

	Elements
	{ operationWithOpenEndedParameterList,

operationWithOpenEndedParameterList.methods() }

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


4.6.6 References

[13, section 3.7.2, Indeterminate Function Argument List]

4.6.7 Related patterns

	RequiredBy
	Inheritance with overriding, Subtyping


5 Certification patterns on pointer integrity

The following patterns define restrictions related to the integrity of pointers for high assurance software expected to comply with DO-178B.

5.1 No pointer arithmetic 

5.1.1 Intent

Avoid errors related to the manipulation of pointers that can result in invalid pointer values and violations of the principles of strong typing.

5.1.2 Addresses

[49, Issue 30], Hot, Rank = 5

5.1.3 Applicability

DO-178B, levels A-D.

5.1.4 Problem

Actions involving pointers that fail to treat them as opaque references can result in invalid pointer values and violations the principles of strong typing.  In general we want to limit the use of pointers to circumstances where a reference could be used instead.  Based on the use of references by the JVM [25] and MS-IL [23][24], and their correspondence to XCIL actions, this includes:

52. Assign.left

53. ReadObjectField.object

54. ReadArrayElement.object 

55. ReadVectorLength.vector

56. IsClassified.input

57. DispatchingCall.target

58. CallOperation.argument

59. MethodReturn

60. Throw.exception

61. MonitorEnter.shared

62. MonitorExit.shared

No other inputs or outputs to actions should be specified as pointer values.

In terms of the XCIL representation, we permit arguments of type pointer only when the corresponding parameter type represents an opaque reference.

Expressed more formally, in XPSL, we have:

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectAllPointcut
	actions

	Description
	The set of all actions in a user specified pointcut, $Pointcut

	From
	$Pointcut

	ElementType
	Action

	Body
	

	IteratePointcut
	action

	Description
	An action from this set

	From
	actions

	Body
	

	IteratePointcut
	pin

	Description
	A pin associated with the action whose argument value is a pointer that is not treated by the action as an opaque reference

	From
	action.pins()

	Constraint
	-- If the argument is of type Pointer
if action.pin.argumentType().isSubtypeOf(Pointer) and

-- and the corresponding pin type is not an opaque reference
not (pin.type().isSubtypeOf(ReferenceType))

	end
	

	end
	


5.1.5 Transformations

The transformations associated with the pattern are interactive.  The user is provided with a display of each pointer that is not treated as an opaque reference.  Menus options support the refactoring/editing of actions involving pointer arithmetic. 

	DeclareError
	Use of pointer arithmetic

	Description
	Notify the user of an action that treats a pointer argument

	Context
	pin

	Hypertext
	Pointer argument not used as an opaque reference

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the problem

	Hypertext
	Same as problem section, above

	ElementDisplay
	Pointer argument

	Description
	Display the definition of the pin and its associated argument in the context of the associated action

	Elements
	{ pin, pin.argument() }

	In
	pin.enclosingElement()

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


For example, consider the following C++ code:

const void * memchr (const void *s, int c, size_t len) {

u_char *t = (u_char*) s;

u_char *e = (u_char*) s + len;

while (t < e) {

if (((int)*t) == c) {

return t;

}

else {

t++;

}

}

return 0;

}
In order to eliminate all arithmetic involving array pointers in C++, we can refactor the code to:

63. Replace each array pointer declaration p with a pair of declarations, one representing a base pointer to the array, pb, the other an index, pi.

In the example, this means replacing “u_char t = (u_char) s;” with “u_char *sb = (u_char*) s;  size_t ti = 0;”.  Replacing “u_char *e = (u_char*) s + len;” with “u_char *sb = (u_char*) s;  size_t ei = len;”.  And eliminating the redundant declaration of sb.

64. Replace each reference to a converted array pointer p with an expression of the form &pb[pi].

In the example, this means replacing “t” with “&sb[ti]”.  And replacing “e” with “&eb[ei]”.

65. Replace each array pointer dereference *p with an expression of the form pb[pi].

In the example, this means replacing “*t” with “sb[ti]”.

66. Replace arithmetic on the pointer with arithmetic on the index.

In the example, this means replacing “t++” with “ti++”.

67. Eliminate array base pointers from both sides of pointer comparisons.

In the example, this means “(t < e)” becomes “(&sb[ti] < &sb[ei])” (in accordance with 2), which then becomes “(ti < ei)”.

As a result, we have:

const void * memchr (const void *s, int c, size_t len) {

u_char *sb = (u_char*) s;

size_t ti = 0;

size_t ei = len;

while (ti < ei) {

if(((int)sb[ti]) == c) {

return &sb[ti];

}

else {

ti++;

}

}

return 0;

}
Representing the transformations more formally in XPSL, we have:

…

5.1.6 References

[13, section 3.5.3.2, Explicit Pointer Value Calculation] 

[46, section 3.2.3, Coding guidelines], [46, section 4.2.3, Coding guidelines]

5.1.7 Related patterns

TBD
5.2 No dangling pointers 

5.2.1 Intent

Avoid potential problems with dangling pointers to deallocated memory. 

5.2.2 Addresses

[49, Issue 31], Hot, Rank = 5

5.2.3 Applicability

DO-178B, levels A-C.

5.2.4 Problem

Pointers to deallocated objects.  Dangling pointers are an issue whenever the lifetime of the pointer variable may exceed the lifetime of the referenced object.  As a result the strategy used to avoid dangling pointers is often closely tied to the memory management strategy itself.

Dangling pointers are not a problem if garbage collection is provided, although garbage collection is problematic for most real-time, embedded systems and raises its own safety related issues
. 

Dangling pointers are not a problem if dynamic allocation from the heap occurs only during initialization (with no subsequent deallocation), and pointers to stack variables are disallowed.

If a more flexible memory management scheme is needed, it may be possible to work with the allocation/deallocation of presized memory pools rather than individual objects. This provides us with a strategy similar to stack allocation/deallocation which is already regarded as analyzable and acceptable in safety critical applications.

5.2.5 Related patterns

Define a variety of patterns for memory management that also address the issue of dangling pointers.
5.3 No dangling pointers to local variables

5.3.1 Intent

Avoid potential problems with dangling pointers to deallocated variables on the stack.

5.3.2 Extends

No dangling pointers
5.3.3 Addresses

[49, Issue 32], Hot, Rank = 5

5.3.4 Applicability

DO-178B, levels A-C.

5.3.5 Problem

Fields that contain pointers to local variables are considered dangerous since the lifetime of the field may exceed that of the stack frame.  Similarly, a local variable should not refer to a local variable associated with the stack frame of a called method.

Either, however, may occur when a method returns the address of a local variable, or when a method assigns (either directly or indirectly) the address of a local variable to a field or to a local variable in a previous stack frame.

TBD: Include corresponding XPSL table representations.  Look for the return of pointers to local variables by methods.  Look for the assignment of local variable pointers to out/inout parameters and fields.

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectAllPointcut
	returnsOfPointersToLocalVariables

	Description
	The set of method returns appearing in a user specified pointcut, $Pointcut, that return a pointer to a local variable

	From
	$Pointcut

	ElementType
	MethodReturn

	Constraint
	result.type().isSubtypeOf(LocalVariablePointer)

	Body
	

	IteratePointcut
	returnOfPointerToLocalVariable

	Description
	A method return from this set

	From
	returnsOfPointersToLocalVariables

	end
	


	SelectAllPointcut
	assignsOfLocalVariablePointersToOutParameters

	Description
	The set of actions in a user specified pointcut, $Pointcut, that assign local variable pointers to out parameters

	From
	$Pointcut

	ElementType
	Assign

	Constraint
	-- the assignment is to a parameter whose kind is ‘out’ or ‘inout’

left.type().isSubtypeOf(ArgumentReference) and

((left.kind() = out) or

(left.kind() = inout)) and

-- and the value is a local variable pointer

right.argumentType().isSubtypeOf(LocalVariablePointer)

	Body
	

	IteratePointcut
	assignOfLocalVariablePointerToOutParameter

	Description
	An action from this set

	From
	assignsOfLocalVariablePointersToOutParameters

	end
	


	SelectAllPointcut
	assignsOfLocalVariablePointersToFields

	Description
	The set of actions in a user specified pointcut, $Pointcut, that assign local variable pointers to fields

	From
	$Pointcut

	ElementType
	Assign

	Constraint
	-- the assignment is to an object or class field

(left.type().isSubtypeOf(ObjectFieldReference) or

left.type().isSubtypeOf(ClassFieldReference)) and

-- and the value is a local variable pointer

right.argumentType().isSubtypeOf(LocalVariablePointer)

	Body
	

	IteratePointcut
	assignOfLocalVariablePointerToField

	Description
	An action from this set

	From
	assignsOfLocalVariablePointersToFields

	end
	


5.3.6 Transformations

The transformations associated with the pattern are interactive.  The user is presented with a display of the action that violates the guidelines in the context of its enclosing method.  Menus support the ability to refactor/edit the associated software. 

	DeclareError
	Return of pointer to local variable

	Description
	Notify the user of the return of a pointer to a local variable

	Context
	returnOfPointerToLocalVariable

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the problem

	Hypertext
	Based on related portions of the problem section, above

	ElementDisplay
	return statement and argument value

	Description
	Display the return statement and the local variable pointer that it returns in the context of the method in which it appears

	Elements
	{ returnOfPointerToLocalVariable, 

returnOfPointerToLocalVariable.result().argument() }

	In
	returnOfPointerToLocalVariable.enclosingMethod()

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


	DeclareError
	Assignment of local variable pointer to out parameter

	Context
	assignOfLocalVariablePointerToOutParameter

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the problem

	Hypertext
	Based on related portions of the problem section, above

	ElementDisplay
	Assignment and arguments

	Description
	Display the assignment statement and its arguments in the context of the method in which it appears

	Elements
	{ assignOfLocalVariablePointerToOutParameter,

assignOfLocalVariablePointerToOutParameter.left().argument(), 

assignOfLocalVariablePointerToOutParameter.right().argument() }

	In
	assignOfLocalVariablePointerToOutParameter.enclosingMethod()

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


	DeclareError
	Assignment of local variable pointer to field

	Context
	assignOfLocalVariablePointerToField

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the problem

	Hypertext
	Based on related portions of the problem section, above

	ElementDisplay
	Assignment and arguments

	Description
	Display the assignment statement and its arguments in the context of the method in which it appears

	Elements
	{ assignOfLocalVariablePointerToField,

assignOfLocalVariablePointerToField.left().argument(), 

assignOfLocalVariablePointerToField.right().argument() }

	In
	assignOfLocalVariablePointerToField.enclosingMethod()

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


5.3.7 References

[11, p. 13, Minimizing the Complexity of Class and Function Interfaces], [11, p. 13, Minimizing the Complexity of Class and Function Interfaces] 

[13, section 3.5.2, auto variables], [13, section 3.5.3.4, Pointers to automatic storage]

[26, Item 31] 

[46, section 3.2.3, Coding guidelines], [46, section 4.2.3, Coding guidelines]

6 Synchronization patterns

The following patterns are concerned with synchronized access to shared resources by multiple threads.

6.1 Synchronization

6.1.1 Intent

Ensure the integrity of objects shared by multiple threads.

6.1.2 Problem

The synchronization problem is concerned with the integrity of objects shared by multiple threads. With respect to the class of each shared object, we are concerned with actions that read or assign values to the fields of the object, and with actions that compute the values to be written.  

Often this problem is addressed at the class boundary, by synchronizing access to objects based on the use of locks.  It, however, is also possible to draw this boundary internal to the class, in support of solutions that attempt to minimize the hold time on locks and maximize concurrency.  As a result, data flow within the class is also important, and all methods (whether public, package, protected, or private) that access fields are relevant.  

It is also possible to draw the synchronization boundary outside the class, in support of solutions that minimize the overhead associated with locking by associating locks with groups of objects rather than individual shared objects.

The “best” solution for a given application may depend upon a knowledge of the threads in the system, their priorities, frequency of execution, and interactions; the costs associated with unlocking and locking; requirements regarding data freshness; timing and performance requirements; etc.

Related patterns include [63, p. 76, Synchronized methods and blocks], [63, p. 157, Read-Write Locks], [63, p. 207, Readers and Writers], [71, p. 333, Strategized Locking], [71, p. 345, Thread Safe Interface], and [71, p. 399, Monitor Object].

Solutions must also address issues such as liveness, performance, and reusability [63, p. 37, section 1.2 Design Forces] in order to be acceptable for a given application, and must “fit” the underlying object model [63, p. 26, Object Models and Mappings]. 

	Parameter
	($Threads: Collection(Thread))

	SelectPointcut
	classes

	Description
	The set of classes whose instances may be assigned to the shared variables of a user specified set of threads, $Threads

	From
	$Threads(collect(sharedVariables()(collect(subclasses()

	Body
	

	IteratePointcut
	class

	Description
	A class from this set

	Body
	

	SelectPointcut
	readers

	Description
	The methods of the class that are queries (read-only) operations

	From
	class.features()

	ElementType
	Method

	Constraint
	isQuery=true

	SelectPointcut
	writers

	Description
	The methods of the class that are not queries (but affect the state of the target object)

	From
	class.features()

	ElementType
	Method

	Constraint
	isQuery=false

	SelectPointcut
	visibleFields

	Description
	The fields of the class that are visible to other classes, including associated subclasses

	From
	class.features()

	ElementType
	Field

	Constraint
	visibility <> private

	end
	

	end
	


Here we are interested in data concurrently accessed by more than one thread.  The intent is to add synchronization to all the classes that define the types of these shard variables
. 

Given a user specified set of threads ($Threads), the expression ‘$Threads(collect(sharedVariables()’ returns the set of variables shared by these threads.  ‘$Threads(collect(sharedVariables()(collect(subclasses()’ then collects the classes to which we need to add our synchronization policy, i.e. the declared types of all these variables plus their subtypes.  Types and subtypes that represent interfaces are not included in this set.

The creation of a synchronized classes typically requires that we draw a distinction between read and write operations, and identify any externally accessible fields. The pointcut Readers selects those methods from features of each class that represent queries (read only operations).  The pointcut Writers selects those features that are not read only.  visibleFields selects those features that represent fields accessible to other classes (subclasses or client classes).

6.1.3 Consequences

The addition of synchronization code may significantly affect performance.  The choice of synchronization policy may also have an impact on the degree of concurrency that can be achieved.
6.2 Monitor

6.2.1 Intent

Ensure the integrity of objects shared by multiple threads by ensuring that at a given time at most one thread may access an object.

6.2.2 Extends

Synchronization
6.2.3 Applicability

The Monitor pattern sets the synchronization boundary at the class/object boundary.  It is generally simple to implement, although the overhead of locking and unlocking an object can be significant.  In comparison to other patterns such as Readers/writers, a monitor limits concurrency by blocking access by multiple threads even when these threads might not interfere with one another (e.g., all the threads are readers).

6.2.4 Queries

	SelectPointcut
	visibleMethods

	Description
	The set of methods visible to other classes, including associated subclasses

	Context
	class

	From
	readers(union (writers)

	Constraint
	visibility <> private

	Body
	

	IteratePointcut
	visibleMethod

	Description
	A method from this set

	Body
	

	PointcutParameter
	target

	Description
	A pointcut parameter representing the target parameter of the method

	Type
	Object

	Value
	target

	end
	

	end
	


In the Monitor pattern, we are concerned with the synchronization of all externally accessible methods, readers and writers whose visibility is not private.

When a visible method is called, we need access to the target of the call, the object containing the data we wish to protect.  This is specified as a pointcut parameter of type Object whose name is target.

6.2.5 Transformations

	DeclareField
	lock

	Description
	Declare a field representing a monitor lock associated with instances of the class

	Context
	class

	Type
	Lock

	OwnerScope
	instance

	Visibility
	private

	InitialValue
	new Lock();

	Language
	Java


	BeforeAdvice
	

	Description
	Before the execution of each visible method, lock the object

	Context
	visibleMethod

	Parameter
	

	AdviceParameter
	target

	Description
	The target parameter of the method

	Type
	Object

	end
	

	Body
	

	MonitorEnter
	

	Shared
	target

	end
	


	AfterAdvice
	

	Description
	After the execution of each visible method, unlock the object

	Context
	visibleMethod

	Parameter
	

	AdviceParameter
	target

	Description
	The target parameter of the method

	Type
	Object

	end
	

	Body
	

	MontiorExit
	

	Shared
	target

	end
	


The field declaration introduces a lock upon which competing threads can wait.  The field is initialized to a newly created instance of Lock. The code for this is written in Java, but can be written in any language that can be parsed to XCIL.

Before the execution of a visible method, the executing thread attempts to enter the monitor associated with the target of the call, waiting in queue if necessary.  This is an operation defined directly by XCIL.

After the execution of a visible method, the executing thread exits the monitor associated with target object, unblocking the waiting thread at the head of the queue (if any).  This operation is also directly defined by XCIL. 
6.2.6 To do

In the current version of the pattern, we assume that all fields are encapsulated by the class.  In a more general implementation, we should first introduce get and set methods on visible fields, and convert ReadField and WriteField operations to calls to these methods.

6.3 Readers/writers

6.3.1 Intent

Ensure the integrity of objects shared by multiple threads by ensuring that at a given time at most one writer may access an object.

6.3.2 Extends

Synchronization 

6.3.3 Applicability

The Readers/writers pattern sets the synchronization boundary at the class/object boundary.  It is generally simple to implement, although the overhead of locking and unlocking an object can be significant.  In comparison to other patterns such as Monitor, readers/writers provides a greater degree of concurrency (multiple readers may access the same object at the same time) for many applications at only a slight cost in complexity.

6.3.4 Queries

	SelectPointcut
	visibleReaders

	Description
	The set of methods that represent readers visible to other classes, including associated subclasses

	Context
	class

	From
	readers

	Constraint
	visibility <> private

	Body
	

	IteratePointcut
	visibleReader

	Description
	A method from this set

	Parameter
	

	PointcutParameter
	target

	Description
	A pointcut parameter representing the target parameter of the method

	Type
	Object

	Value
	target

	end
	

	end
	


	SelectPointcut
	visibleWriters

	Description
	The set of methods that represent writers visible to other classes, including associated subclasses

	Context
	class

	From
	writers

	Constraint
	visibility <> private

	Body
	

	IteratePointcut
	visibleMethod

	Description
	A method from this set

	Parameter
	

	PointcutParameter
	target

	Description
	A pointcut parameter representing the target parameter of the method

	Type
	Object

	Value
	target

	end
	

	end
	


 In the readers/writers pattern, we are interested in adding before and after advice to all externally visible read and write operations.  Access to the target object is provided by a pointcut parameter of type Object.

Transformations

	DeclareField
	rw

	Description
	Declare a field representing a read and write lock associated with instances of the class

	Context
	class

	Type
	ReadWriteLock

	OwnerScope
	instance

	Visibility
	private

	InitialValue
	new RWLock();

	Language
	Java


	BeforeAdvice
	beforeRead

	Description
	Before the execution of each reader, acquire the read lock

	Context
	visibleReader

	Parameter
	

	AdviceParameter
	target

	Type
	Object

	end
	

	Body
	rw.readLock().acquire();

	Language
	Java


	AfterAdvice
	afterRead

	Description
	After the execution of each reader, release the read lock

	Context
	visibleReader

	Parameter
	

	AdviceParameter
	target

	Description
	The target parameter of the method

	Type
	Object

	end
	

	Body
	rw.readLock().release();

	Language
	Java


	BeforeAdvice
	beforeWrite

	Description
	Before the execution of each writer, acquire the write lock

	Context
	visibleWriter

	Parameter
	

	AdviceParameter
	target

	Description
	The target parameter of the method

	Type
	Object

	end
	

	Body
	rw.writeLock().acquire();

	Language
	Java


	AfterAdvice
	afterWrite

	Description
	After the execution of each writer, release the write lock

	Context
	visibleWriter

	Parameter
	

	AdviceParameter
	target

	Description
	The target parameter of the method

	Type
	Object

	end
	

	Body
	rw.writeLock().release();

	Language
	Java


Where the advice code is taken from [63, p. 158].

The field declaration introduces a lock upon which competing threads can wait.  The field is initialized to a newly created instance of RWLock. The code for this is written in Java, but can be written in any language that can be parsed to XCIL.

Before the execution of a read, the executing thread attempts to acquire the read lock associated with the target of the call, waiting in queue if a writer is currently active, but proceeding otherwise. After execution of the read, this lock is released.  The code for both pieces of advice is written in Java.

Before the execution of a write, the executing thread attempts to acquire the write lock associated with the target of the call, waiting in queue if either a reader or a writer is currently active, but proceeding otherwise. After execution of the read, this lock is released.  The code for both pieces of advice is written in Java. 

6.3.5 Related patterns

	Excludes
	Monitor


6.3.6 To do

In the current version of the pattern, we assume that all fields are hidden by the class.  In a more general implementation, we should first introduce get and set methods on visible fields, and convert ReadField and WriteField operations to calls to these methods.

7 Certification patterns on unintended side effects

The following patterns are related to software certification to FAA standards. Their purpose is to define restrictions related to unintended side effects for all software that complies with DO-178B.

7.1 No assignment statement arguments

7.1.1 Intent

Avoid problems related to the order of argument evaluation.

7.1.2 Addresses

[49, Issue 40], Hot, Rank = 5

7.1.3 Applicability

DO-178B, levels A-D.

7.1.4 Problem

The order of evaluation for arguments is not defined.  As a result, side effects in argument expressions may produce unpredicatable behavior, particularly when they depend upon each other or affect static values accessed by methods.

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectAllPointcut
	callsWithAssignsAsArguments

	Description
	The set of calls appearing in a user specified pointcut, $Pointcut, with arguments that are assignment statements

	From
	$Pointcut

	ElementType
	CallOperation

	Constraint
	argument()(exists(isSubtypeOf(Assign))

	Body
	

	IteratePointcut
	callWithAssignAsArgument

	Description
	A call from this set

	From
	callsWithAssignsAsArguments

	end
	


7.1.5 Transformations

Present the user with a list of calls that violate the rule.  If there are mutual dependencies between the assignment statements that appear as arguments, provide support for refactoring the code so that they appear before the call in an order specified by the user.  Otherwise do so automatically (arranging the assignments in an order that reflects the dependencies between them).

	DeclareError
	Call with assignment as argument

	Description
	Notify the user of the appearance of a call with an argument that is an assignment statement

	Context
	callWithAssignAsArgument

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the overall problem

	Hypertext
	Same as problem section, above

	ElementDisplay
	Call

	Description
	Display the call in the context of its enclosing method

	Elements
	callWithAssignAsArgument

	In
	callWithAssignAsArgument.enclosingMethod()

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


7.1.6 References

“Level A-D: Prohibited, Level E: Unrestricted. The assignment statement shall not be used as a parameter in a function call.” [13, section 3.7.3, Assignment Statement Function Arguments]  
8 Certification patterns on multiple inheritance

The following patterns are related to software certification to FAA standards. Their purpose is to define specific restrictions for object-oriented software that complies with DO-178B. All of the patterns in this section are taken from the AVSI Guide to the Certification of Systems with Embedded Object-Oriented Software [3], and from TBD.

8.1 Multiple implementation inheritance

8.1.1 Intent

Avoid problems related to complexity and ambiguity associated with the use of multiple implementation inheritance in high assurance systems. 

8.1.2 Addresses

[49, Issue 8], Hot, Rank = 4

8.1.3 Applicability

Applies to DO-178B software levels A through C.

8.1.4 Problem

In high assurance DO-178B certified systems, the use of multiple implementation inheritance is a potential problem due to concerns about complexity and ambiguity.  The 1st FAA/NASA Workshop on Object-Oriented Technology in Aviation provides three patterns to deal with the issues [8].

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectAllPointcut
	classes

	Description
	The set of classes with more than one parent class in a user specified pointcut, $Pointcut

	From
	$Pointcut

	ElementType
	Class

	Constraint
	parentClasses()(size() > 1

	Body
	

	IteratePointcut
	class

	Description
	A class from this set

	From
	classes

	Body
	

	SelectPointcut
	parentClasses

	Description
	The parent classes of the class

	From
	class.parentClasses()

	end
	

	end
	


8.1.5 Related patterns

	Complements
	Replacement of multiple implementation inheritance with delegation


8.2 Replacement of multiple implementation inheritance with delegation

8.2.1 Intent

Avoid problems related to the use of multiple implementation inheritance in high assurance systems by replacing multiple implementation inheritance with delegation.

8.2.2 Extends

Multiple implementation inheritance
8.2.3 Queries

	SelectMaxPointcut
	preferredParentClass

	Description
	Determine which parent class relationship to keep based on the number of dispatching calls to methods of the class

	Context
	parentClasses

	From
	parentClasses

	Expression
	allMethods()(dispatchingCalls()(size())


	SelectPointcut
	delegateClasses

	Description
	The rest of the parent classes will become delegates

	Context
	parentClasses

	From
	parentClasses(difference (preferredParentClass())


	IteratePointcut
	delegateClass

	Description
	For each delegate class

	Context
	delegateClasses

	Body
	

	SelectPointcut
	inheritedMethods

	Description
	The set of methods inherited from the delegate class

	From
	delegateClass.allMethods()

	SelectPointcut
	inheritedFields

	Description
	The set of fields inherited from the delegate class

	From
	delegateClass.allFields()

	end
	


We want to reduce the number of parent classes to one.  Ideally this should minimize the impact on clients that depend upon associated class/subclass relationships.  For this reason, we leave intact the subclass relationship with the parent class that is most often called using dynamic dispatch.

Subclass relationships with the remaining parent classes are replaced by the use of delegation. This requires the creation of forwarding methods for all previously inherited methods, and the introduction of calls to forwarding get/set methods in place of direct references to previously inherited fields.

8.2.4 Transformations

	RemoveParent
	

	Description
	Break the subclass relationship between the class and those parent classes for which we have chosen to replace inheritance with delegation

	Context
	delegateClasses

	Subclass
	class

	Parents
	delegateClasses


	DeclareDelegate
	

	Description
	Declare delegate fields representing instances of the former parent classes

	Context
	delegateClasses

	Class
	class

	Delegates
	delegateClasses


	DelegateMethods
	

	Description
	Declare forwarding methods to replace previously inherited methods

	Context
	inheritedMethods 

	Class
	class

	Methods
	inheritedMethods


	DelegateFields
	

	Description
	Introduce get/set methods to redirect references to previously inherited fields 

	Context
	inheritedFields

	Class
	class

	Fields
	inheritedFields


RemoveParent is applied to the pointcut delegateClasses to break the unwanted parent class relationships.

Once these class/subclass relationships have been broken, we build the delegate relationships that replace them.  DeclareDelegate is used to create corresponding delegate fields in the class, initialized with newly created instances of the delegate classes.  DelegateMethods creates the forwarding methods that replace the previously inherited methods of the delegate classes.  DelegateFields creates get/set methods for the delegated class fields, and replaces all direct references to these fields with calls to these methods.

DeclareDelegate, DelegateMethods, and DelegateFields are refactorings defined as separate patterns. They are typical of the use of patterns to define other patterns. 

8.2.5 Related patterns

	BuildsOn
	Replacement of multiple implementation inheritance with delegation [57, p. 352], State [58]


8.2.6 Open issues

When we break a generalization relationship to a parent class, we must eliminate all polymorphic assignments that depend on this relationship.  For example, consider a variable of type A that is assigned an object whose run time class is B, where B is a subclass of A.  Breaking the relationship between A and B, requires we eliminate the polymorphic assignment, e.g. by changing the type of the variable to B if no other subclasses can be assigned to it, or by applying the State pattern if they can.

Consider any problems associated with repeated inheritance, name clashes, etc. and how they are handled (or not) by the pattern.

Note: Application of the pattern to all the ancestors of a class will eliminate repeated inheritance.  However, not all ancestors need be in the same package as the class.

8.2.7 To do

Develop the refactorings for DeclareDelegate, DelegateMethods, and DelegateFields as separate patterns.

8.3 Multiple interface inheritance

8.3.1 Intent

Multiple interface inheritance permits the categorization of entities in terms of their interfaces, where each entity may appear in more than one category. This pattern extends guidelines related to single inheritance and dynamic dispatch to address multiple interface inheritance. When applying the Subtyping pattern, this means that a subclass with more than one superclass inherits the test cases defined by all its superclasses.

8.3.2 Addresses

[49, Issue 7], Hot, Rank = 4

8.3.3 Applicability

Applies to DO-178B software levels TBD.

8.3.4 Problem

In the real world, objects are often classified in more than one way. Multiple interface inheritance allows us to model this without introducing redundancy (and without the complications associated with multiple implementation inheritance).

Multiple interface inheritance involves two or more superinterfaces, each of which contributes features (compile-time constants and operations) to a single subinterface. Each super-interface may, in turn, itself inherit from other interfaces, either singly or multiply. The resulting inheritance hierarchy forms a directed acyclic graph that permits the definition of common ancestors, and the inheritance of the same feature along more than one path (repeated inheritance). Features may also be redefined, potentially resulting in different definitions of the same feature along different paths.

As a result, any approach to multiple interface inheritance must successfully deal with the following issues:

· Repeated inheritance,

· Redefinition along separate paths,

· Independently defined operations with same signature

The examples in section 9.3.5 illustrate the problems, which can be resolved by the following rules:

The rationale for the repeated interface inheritance rule is that cases involving the sharing of operations are common while cases that demand replication are not (Appendix A). Sharing is also supported by many languages, whereas replication is not. Therefore sharing is defined to be the normal, expected behavior and additional work is needed to support replication in those rare cases in which it is required.

The interface redefinition rule is derived from the guidelines for behavioral subtyping [64] that inspired the simple overriding rule. The user is required to define the operation representing the combination of the inherited definitions in order to make its specification explicit even when the language does not require it. The intent here is that clients of the sub-interface be able to directly see the result of combining the inherited definitions.

The independent interface definition rule requires the user to always explicitly specify when two independently defined operations with the same signature are intended to represent the same operation and when they are not. The intent here is to avoid errors resulting from the accidental matching of operation signatures. 

The compile time constant rule specifies that compile time constants be treated in the same manner as operations with respect to the previous cases.  It applies only to constants with an initial value that can be computed at compilation time. Constants whose value is computed at run-time require the generation of code to perform the computation and assignment.  This, in turn, conflicts with the fundamental definition of an interface, which is not permitted to defined either code or data.

8.3.5 Examples

8.3.5.1 Repeated inheritance

“As soon as multiple inheritance is allowed into a language, it becomes possible for a class (e.g. FrenchUSDriver) to inherit from two classes (e.g. FrenchDriver and USDriver), both of which are subclasses of the same class (e.g. Driver). This situation is called repeated inheritance.” [62, p. 543], and is characterized by the diamond shape of the inheritance hierarchy (below).

The fundamental question with respect to repeated inheritance is whether inheritance of the same operation along more than one path should result in a single operation in the subinterface or in multiple operations. Since we are dealing with this issue with respect to interfaces (and not implementation), we must view the question from the client’s perspective. In general, a client will be satisfied if all subinterfaces of a given interface inherit a definition of the expected operation. Since this is guaranteed (we will have at least one definition of the operation), clients will always be happy in this regard.

The remaining question is whether repeated inheritance should ever result in more than one definition of the operation in the subinterface. A case for this can be made by the example appearing in Figure 6. Each driver [of a motor vehicle] has an age, and a primary residence (and associated address). We are also interested in tracking the number of traffic violations committed by the driver, leading to a potential revocation of the person’s license. Subinterfaces of Driver represent French drivers and US drivers. Drivers who have licenses in both countries are categorized as both French and US drivers.

In terms of this example, it is clear that there should be a single operation to get the driver’s age, which will be the same in both countries. Address and number of traffic violations, however, are potentially a different matter. The driver may have different addresses in each country and traffic violations committed in one country may not count against his/her driving record in the other. Similarly license fees may have to be paid at different times in each country and paying the fee in one country will not necessarily satisfy the other (although it may be possible to obtain an international driving license that can be used in both).

We could require that all replicated operations be specified redundantly. Doing so, we would require that FrenchDriver define the operation getFrenchAddress, while UnitedStatesDriver defines an otherwise identical operation getUnitedStatesAddress. 

Alternately, the language could simply permit the renaming of those operations to be replicated in the subinterface and assume that repeated inheritance otherwise implies sharing. This is appealing because the situations in which replication is the right choice are relatively rare. In most cases (especially those  involving interfaces), sharing is the desired result. 

As Meyer notes, “Cases of repeated inheritance similar to the transcontinental drivers, with duplicated operations as well as shared ones, do occur in practice, but not frequently.” The case involving only shared operations is far more common, especially with regard to interface inheritance. For this reason, it is most important that sharing be supported well at the language level, and in any patterns we prescribe. Additional work (or the use of work arounds) is generally acceptable in the less common case involving replication.

Figure 6. Repeated inheritance: sharing and replication, based on [62, p. 547]

8.3.5.2 Redefinition along separate paths

The ability to specialize the definition of an operation in a subinterface is fundamental to object-oriented development. The same operation, however, may be specialized (redefined) in different ways along different paths in the classification hierarchy. The question then arises as to what the result should be when we inherit more than one definition/redefinition of the same operation in a given subinterface.

The answer hinges on whether sharing or replication is intended, and (if sharing is intended) whether the specializations are compatible. 

A simple way to guarantee this result is to require the user to define a version of the operation in the subinterface that obeys the simple overriding rule from the Inheritance and overriding pattern with respect to each of its parent interfaces.  


Figure 7. Redefinition along separate paths, based on [62, p. 551]

8.3.5.3 Independently defined operations with the same signature

A different situation arises when two parent interfaces independently define operations with the same signature. This is not repeated inheritance since we are not talking about inheriting the same operation via more than one path, but different operations, independently defined, that have the same signature. The key question is whether the matching of the signatures is intentional or accidental. 

If the operations were completely and formally specified, we could compare pre and postconditions to see if the semantics are the same. If they are, then a single operation that does what they both promise to do should be sufficient in all cases.

Figure 8. Independently defined operations with same signature, based on [62, p. 550]

Alternately we could adopt the view that interface inheritance represents only a factoring of a large interface into smaller ones targeted to specific categories of clients. If we use interface inheritance in only this way, then it is clear that we intend the separately inherited operations to be the same (i.e. sharing is always the right answer). This view is also consistent with the policies of Java and C++.

8.3.6 Queries

Overall we are interested in all classifiers that fit the definition of an interface, i.e. all classifiers that do not define methods or variable fields.  For the purposes of this pattern, we assume that some of these are explicitly identified as Interfaces, while others are not.

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectAllPointcut
	interfaces

	Description
	The set of all interfaces in a user specified pointcut, $Pointcut

	From
	$Pointcut

	ElementType
	Classifier

	Constraint
	-- If the classifier is explicitly specified to be an interface
isSubtype(Interface) 

-- Or defines/inherits no methods or variable fields
or ((allMethods()(size() + allVariableFields()(size()) = 0)


We are also interested in any ancestors of these interfaces that may not be in this set:
	CollectPointcut
	ancestors

	Description
	The ancestors of the interfaces of interest

	Context
	interfaces

	From
	interfaces

	Expression
	ancestors()

	SelectAllPointcut
	allInterfaces

	Description
	All interfaces of interest plus their ancestors

	From
	interfaces(union(ancestors)


To enforce the repeated interface inheritance rule, we must ensure that we never implicitly use features of the target language that lead to replication rather than sharing.  In UML, and in some programming languages such as Java and Eiffel, this is always the case.  In C++, however, this means that we must use virtual inheritance with respect to all repeatedly inherited elements.  

As a result, we are interested in all interfaces whose features are inherited by another interface along more than one path, and in all cases where the user implicitly specifies the redefinition/replication of these repeatedly inherited features (e.g., by failure to specify virtual inheritance of them in C++):

	IteratePointcut
	interface

	Description
	For each interface

	Context
	allInterfaces

	From
	allInterfaces

	Body
	

	IteratePointcut
	path1

	Description
	For each path through the inheritance hierarchy that leads to the interface

	From
	interface.inheritancePaths()

	Body
	

	IteratePointcut
	path2

	Description
	In combination with every other path to the same interface

	From
	interface.inheritancePaths()

	Constraint
	(self <> path1)

	Body
	

	IteratePointcut
	branchPoint

	Description
	For each point at which the two paths branch from a common ancestor

	From
	path1.classifiers()(intersection(path2.classifiers())

	Body
	

	CollectPointcut
	problemBranches

	Description
	Collect those generalizations that represent the legs of the branch for which the user implicitly specifies the replication/redefinition of inherited features

	From
	path1.specialization(branchPoint)(union(path2.specialization(branchPoint))

	Constraint
	implicitReplication()

	end
	

	end
	

	end
	

	end
	


To enforce the interface redefinition rule, we are interested in cases of repeated interface inheritance in which an operation is redefined along one or more paths, and these redefinitions are not joined in an associated subtype:

	IteratePointcut
	operation1

	Description
	For each operation in each interface

	Context
	interface

	From
	interface.allOperations()

	Body
	

	IteratePointcut
	operation2

	Description
	If there exists a different operation from the same interface with the same root

	From
	interface.allOperations()

	Constraint
	(self <> operation1) and

(self.root() = operation1.root())

	end
	


We are also interested in cases of repeated interface inheritance in which operations with the same root are redefined along one or more paths, and these redefinitions are implicitly (rather than explicitly) joined in an associated subtype.

	SelectPointcut
	implicitOperationJoins

	Description
	Redefined operations that implicitly (rather than explicitly) join inherited operations

	Context
	interface

	From
	interface.redefinedOperations()

	Constraint
	implicitRedefinition() and (redefines()(size() > 1)


By writing this broadly to include all implicit joins (as above), we also include those cases needed to enforce the independent interface definition rule, i.e. those cases where operations with different roots but the same signature are inherited by a classifier without being explicitly joined by the user.

And cases in which the two are mixed in accordance with the semantics of the language, i.e. cases in which we have a combination of implicitly joined operations, some with one root, and others with another.

To enforce the compile time constant rule, we are interested in constants to which each of the above rules applies:

	IteratePointcut
	constant1

	Description
	For each constant in each interface

	Context
	interface

	From
	interface.allFields()

	Constraint
	isCompileTimeConstant()

	Body
	

	IteratePointcut
	constant2

	Description
	If there exists a different constant from the same interface with the same root

	From
	interface.allFields()

	Constraint
	isCompileTimeConstant() and

(self <> field1) and

(self.root() = constant1.root())

	end
	


	SelectPointcut
	implicitConstantJoins

	Description
	Redefined constants that implicitly (rather than explicitly) join inherited constants

	Context
	interface

	From
	interface.redefinedFields()

	Constraint
	isCompileTimeConstant() and implicitRedefinition() and (redefines()(size() > 1)


We are also want to ensure that all features defined by explicitly identified interfaces are either operations or compile time constants (in accordance with stated semantics of Interface):

	SelectPointcut
	illFormedInterfaces

	Description
	Interfaces that define or inherit methods or variable fields

	From
	allInterfaces

	ElementType
	Interface

	Constraint
	-- If the interface defines/inherits methods or variable fields
(allMethods()(size() + allVariableFields()(size() > 0


Note: This check is unnecessary as part of this pattern if it is already performed by the modeling language, by the target programming language, or on translation from either of these languages to XCIL.

8.3.7 Transformations

This section describes how the user interactively corrects violations of the rules, e.g. given an overall discussion of the problem, a description of the specific rule that was broken, and a display of the elements involved.

To correct violations of the repeated inheritance rule, we must either change generalization relationships identified as problemBranche (e.g. to use virtual inheritance rather than ordinary inheritance in C++), or explicitly verify that replication was indeed the intent.  Only generalizations that implicitly assume replication (the default in C++) and lead to repeated inheritance in subtypes need be considered.  This transformation is easily to automate interactively.  In cases where the user explicitly specifies that replication was intended, this should be recorded and used to avoid future error messages related to the same classes so long as they remain unchanged. Whenever new implicitly replicated features are introduced, however, the user should be asked to reconsider the correctness of the relationship.  This approach applies equally to operations and to fields with constant values.

To correct violations of the interface redefinition rule involving operations, we must either introduce a subtype operation that explicitly redefines (joins) the different inherited versions of the operation, or we must rename all but one of them.  This choice must be made by the user, although tools can help with the redefinition or renaming of operations, and with any changes to clients to use newly renamed versions.

To correct violations of the interface redefinition rule involving fields with constant values, the approach is similar.  The redefinition of a field may involve either its type or its (constant) value.  Redefinition of the field’s type follows the standard rules for LSP (the field’s type, like the return type of an operation, must be more specific or the same).  Redefinition of the field’s value, however, depends upon the expectations of clients, which should be explicitly specified as part of the class invariant
.  A redefined value of the field, therefore, may differ from its inherited value in any way permitted by the classifier’s invariant.  If no invariant is specified, or if the field’s value is not constrained by the invariant, then the redefined value may be any value appropriate to its type.

With regard to violations of the independent interface definition rule involving operations, the definitions to be joined or renamed have the same signature and a different root (rather than a different signature and the same root).  The solution, however, is essentially the same as that given for the interface redefinition rule.  We must either introduce a subtype operation that redefines (joins) the inherited versions of the operation or we must rename all but one of them.  As before, this choice must be made by the user, although tools can help with the redefinition or renaming of operations, and with any changes to clients to use newly renamed versions.

With regard to violations of the independent interface definition rule involving fields with constant values, the solution is also the same as that given for the interface redefinition rule.

A more formal specification of the displays and menu items needed to support these changes will be provided when we add tool support for this pattern.

8.3.8 Related patterns

	TBD
	TBD


Certification patterns on contracts and subtyping

The following patterns are concerned with the formal specification of interfaces as contracts (‘Design By Contract’) and with rules for subtyping (e.g., the Liskov Substitution Principle - LSP) in high assurance software that is expected to comply with DO-178B.

8.4 Inheritance with overriding

8.4.1 Intent

This pattern provides a set of guidelines on the use of inheritance, overriding, and dynamic dispatch that addresses the following issues by making dynamic dispatch equivalent to a call to a dispatch routine containing a case statement:

· Data flow analysis and control flow analysis are complicated by dynamic dispatch, because it may be unclear which method in the inheritance hierarchy is going to be called,

· Timing analysis is complicated by dynamic dispatch, because it may be difficult to determine the amount of time expended while determining which method to call,

· Requirements-based testing is complicated by dynamic dispatch, because it may be difficult to determine how much superclass verification activity can be reused for its subclasses. and whether superclass tests and test results for inherited and overridden functions may be reused,

· Structural coverage analysis is complicated by dynamic dispatch because structural coverage changes when going from subclass to superclass and because inheritance and polymorphism may cause difficulty in obtaining structural,

· Source to object code traceability for dynamic dispatch is complicated because it may be difficult to determine how the dynamically dispatched call is represented in the object code; i.e., inheritance and polymorphism may make source to object code correspondence difficult,

· Use of inheritance and overriding raises issues of compatibility between classes and subclasses,

· Intuition with regard to classification can lead to superclass-subclass relationships that violate the Liskov substitution principle (a.k.a. “square peg in a round hole” [36, p. 502]),

· A subclass may fail to follow the Liskov substitution principle, breaking the promises to clients made by superclasses (a.k.a. “naughty children” [36, p. 503]),

· Inheritance can be misused to support code sharing without consideration of substitutability and the rules for behavioral subtyping (i.e., LSP),

· Some languages make it easy to break the inheritance and subtyping guidelines in order to perform programmer specified optimizations (e.g., by omitting the C++ “virtual” keyword to avoid the overhead of dynamic dispatch),

· It is important that the overriding of one operation by another always be intentional rather than accidental (a.k.a. “accidental override”),

· Dynamic dispatch can introduce problems related to initialization (i.e., especially with regard to deep class hierarchies) [36, pp. 73, 501]

8.4.2 Addresses

[49, Issue 5, Use of dynamic dispatch during the construction of an object], Hot, Rank = 4

[49, Issue 16, Use/overriding of default parameter values], Hot, Rank = 4

[49, Issue 21, Requirements based testing of the OCP to MC/DC coverage criterion], Hot, Rank = 4

[49, Issue 22, Use of static binding to extend inherited methods], Hot, Rank = 4

[49, Issue 23, Use of dynamic dispatch], Hot, Rank = 4
[49, Issue 59, Traceability of source code to object code for dynamic dispatch], Other, Rank = 9

[49, Issue 65, Use of inheritance and overriding], Other, Unranked

8.4.3 Applicability

This pattern applies to DO-178B software levels A through D.  It assumes:

· a strongly type language,

· dynamic dispatch on at least the target object,

· the set of classes associated with the system is statically known,

· no dynamic classification (i.e., the run-time class of an object never changes)

8.4.4 Problem

The unrestricted use of dynamic dispatch raises a number of issues with respect to certification, especially with regard to weakly typed languages, and systems that permit the run-time loading of new classes (that are not a part of a previously verified system configuration). With the following restrictions, it is semantically equivalent to the use of hand-coded dispatch methods containing case statements or compound if statements. The automation of dynamic dispatch by the compiler is then equivalent to the auto-generation of these dispatch routines and inlined calls to them.

In accordance with the simple dispatch rule, method calls are expected to be dispatching. Dispatch must account for at least the run time type of the target object (single dispatch), but may also account for the run time types of other parameters whose types are subtyped in overridden methods (multiple dispatch).  Static resolution is regarded as an optimization in those cases where only one resolution is possible.

The initialization rule is not intended to be an obstacle to the creation of “reset” operations that can be called by clients to reinitialize on object after it has been constructed, or to the sharing of initialization code with class constructors.  It suggests only that the client reset operation (which has the class invariant as a part of its precondition) and the constructors (which do not) call an internal operation that performs the initialization steps common to them all.

To enforce the simple overriding rule, we are interested in cases in which an operation is redefined in a descendant classifier, and in cases in which an operation is implemented by a method.  The rule is violated if the redefined operation is less visible, if the visibility of the implementing method does not match that of the operation, or if the redefined operation/implementing method raises additional types of errors.  Some languages enforce some of these checks (C++), or all of them (Java).  Most modeling tools do not.

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectAllPointcut
	classifiers

	Description
	The set of all classifiers in a user specified pointcut, $Pointcut

	From
	$Pointcut

	ElementType
	Classifier

	Body
	

	IteratePointcut
	classifier

	Description
	A classifier from this set

	From
	classifiers

	Body
	

	IteratePointcut
	redefinedOperation

	Description
	For each operation redefined by the classifier, …

	From
	classifier.redefinedOperations()

	Body
	

	SelectPointcut
	moreVisibleInheritedOperations

	Description
	Find any inherited versions of the operation that are more visible

	From
	redefinedOperation.redefines()

	Constraint
	((inheritedOperation.visibility = public) and (visibility <> public)) or

((inheritedOperation.visibility = protected) and (visibility = private))

	SelectPointcut
	inheritedOperationsThatRaiseFewerErrors

	Description
	Find any inherited versions of the operation that raise fewer errors

	From
	redefinedOperation.redefines()

	Constraint
	not inheritedOperation.raisedSignal()(covers(raisedSignal())

	end
	

	IteratePointcut
	operation

	Description
	For each operation defined by the classifier, …

	From
	classifier.operations()

	Body
	

	SelectPointcut
	implementingMethodsWithDifferentVisibility

	Description
	Find any implementing methods with a different visibility

	From
	operation.methods()

	Constraint
	(operation.visibility <> visibility)

	SelectPointcut
	implementingMethodsThatRaiseMoreErrors

	Description
	Find any implementing methods that raise more errors

	From
	operation.methods()

	Constraint
	(not operation.raisedSignal()(covers(raisedSignal())

	end
	

	end
	

	end
	


Note: A subtype operation may redefine more than one supertype operation when we use multiple inheritance.

To enforce the accidental override rule, we are interested in all operations that are implicitly redefined and all methods that are implicitly overridden: 

	SelectPointcut
	implicitlyRedefinedOperations

	Description
	The set of all implicitly redefined operations

	Context
	classifier

	From
	classifier.redefinedOperations()

	Constraint
	implicitRedefinition()


	SelectPointcut
	implicitlyOverriddenMethods

	Description
	The set of all implicitly overridden methods

	Context
	classifier

	From
	classifier.methods()

	Constraint
	implicitOverride()


To enforce the simple dispatch rule, we are interested in all non-dispatching calls to operations that should be dispatching (are implemented by different methods in subclasses of the declared type of the target object).  Such calls are acceptable only if they target a superclass version of the calling method (in accordance with the method extension rule).  This rule is generally not enforced by either languages or modeling tools.

	SelectAllPointcut
	nonDispatchingCalls

	Description
	The set of all nondispatching calls in a user specified pointcut, $Pointcut

	From
	$Pointcut

	ElementType
	NondispatchingCall

	Body
	

	SelectPointcut
	problemCalls

	Description
	Look for non dispatching calls that break the simple dispatch rule

	From
	nonDispatchingCalls

	Given
	-- The declared type of the target object
(targetType = nonDispatchingCall.target().type())

-- The calling operation
(callingOperation = enclosingMethod()(specification())

-- The operation to be called
(operation = nonDispatchingCall.operation())

-- The methods associated with the operation in subclasses of the target type
(subClassMethods = operation.methods(targetType))

	Constraint
	-- The call should be dispatching
(subClassMethods(size() > 1) and

-- and does fall under the method extension rule
(operation <> callingOperation)

	end
	


To enforce the initialization rule, we are interested in all dispatching calls within the control flow of constructors.  Some languages (such as C++) force normally dispatching calls within constructors to be non-dispatching.  This is still a problem if the called method is overridden in a subclass and the subclass method is not called (which violates the simple dispatch rule), or if the constructor calls a second method that makes a dispatching call.

	SelectAllPointcut
	constructors

	Description
	The set of all constructors defined in a user specified pointcut, $Pointcut

	From
	$Pointcut

	ElementType
	InitializeObject

	Body
	

	IteratePointcut
	constructor

	Description
	A constructor from this set

	From
	constructors

	Body
	

	SelectPointcut
	dispatchingCallsByConstructors

	Description
	The set of all calls made by the constructor that may involve dynamic dispatch on the current instance

	From
	constructor.cflow()

	ElementType
	DispatchingCall

	Constraint
	targetSpecifiedAsSelf() or (definingClassifier = constructor.definingClassifier())

	Body
	

	IteratePointcut
	dispatchingConstructorCall

	Description
	

	From
	dispatchingConstructorCalls

	end
	

	end
	

	end
	


Note: The condition targetSpecifiedAsSelf() is too weak to detect all calls whose target is the current instance.  Cases in which the target is specified as the value of a variable (other than self or this) and cases in which the call is indirect, for instance, require further analysis. Conversely the condition definingClassifier() = constructor.definingClassifier() is too strong, and may detect calls where the target is a different instance of the same classifier.

The dispatch time rule and object code traceability rule depend upon the implementation of dynamic dispatch at the object code level and the code generated by the target language compiler.  Without further information about how dynamic dispatch is implemented, we cannot perform these checks at the XCIL level.  We, however, can identify dispatching calls in the code where such checks might be performed.

	SelectAllPointcut
	dispatchingCalls

	Description
	The set of all dispatching calls in a user specified pointcut, $Pointcut, that are implemented by more than one method in the subtypes of the target object

	From
	$Pointcut

	ElementType
	DispatchingCall

	Constraint
	operation().methods(target().type())(size() > 1


Note: Some compilers may use a dispatching call even when it is not needed, i.e. when the operation is implemented by only one method in the subtypes of the target object.

TBD: Discuss the open and closed world assumptions, i.e. can new classes be loaded at run-time?  Can these be identified in advance?  If we can load unanticipated new classes at run time, it is possible for the set of dispatching calls (above) to change at run-time.

8.4.5 Transformations

This section describes how the user interactively corrects violations of the rules, e.g. given an overall discussion of the problem, a description of the specific rule that was broken, and a display of the elements involved.

With respect to the simple overriding rule, we have:

	IteratePointcut
	inheritedOperation

	Context
	redefinedOperation

	From
	moreVisibleInheritedOperations

	DeclareError
	Redefinition of operation to be less visible to clients

	Description
	Notify the user of the redefinition of an operation to be less visible to clients

	Hypertext
	Redefinition of the subtype operation makes it less visible to clients in violation of the simple overriding rule

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the issue/rule

	Hypertext
	Based on the problem section of this pattern

	ElementDisplay
	Inherited operation

	Description
	The inherited version of the operation

	Elements
	inheritedOperation

	In
	inheritedOperation.enclosingElement()

	ElementDisplay
	Redefined operation

	Description
	The redefined version of the operation

	Elements
	redefinedOperation

	In
	classifier

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	

	end
	


Most programming languages enforce the constraints on visibility, although C++ and many modeling environments do not.  To resolve the issue, the user can either make the redefined version of the operation more visible or the inherited version less visible.  The latter involves the risk of breaking client classes, and requires that we look at all calls to the parent version of the operation.

	IteratePointcut
	inheritedOperation

	Context
	redefinedOperation

	From
	inheritedOperationsThatRaiseFewerErrors

	DeclareError
	Redefinition of operation to raise additional errors

	Description
	Notify the user of the redefinition of an operation to raise additional errors

	Hypertext
	Redefinition of the subtype operation allows it to raise additional errors in violation of the simple overriding rule

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the issue/rule

	Hypertext
	Based on the problem section of this pattern

	ElementDisplay
	Inherited operation

	Description
	The inherited version of the operation

	Elements
	inheritedOperation

	In
	inheritedOperation.enclosingElement()

	ElementDisplay
	Redefined operation

	Description
	The redefined version of the operation

	Elements
	redefinedOperation

	In
	classifier

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	

	end
	


A few programming languages enforce the constraints on the reporting of errors with regard to “checked” exceptions (such as Java).  Other languages (such as C++) do not.  Mechanisms other than exceptions may also be used to report errors.  These are almost always unchecked.

With regard to the accidental override rule, we have:

	IteratePointcut
	redefinedOperation

	Context
	implicitlyRedefinedOperations

	From
	implicitlyRedefinedOperations

	DeclareError
	Implicit (rather than explicit) redefinition of operation

	Description
	Notify the user of the implicit redefinition of the operation

	Hypertext
	Operation implicitly redefined.  Is this intended?

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the issue/rule

	Hypertext
	Based on the problem section of this pattern

	IteratePointcut
	inheritedOperation

	Description
	For each inherited operation that is implicitly redefined, …

	From
	redefinedOperation.redefines()

	ElementDisplay
	Inherited operation

	Description
	Display the operation in the context of its supertype 

	Elements
	inheritedOperation

	In
	inheritedOperation.enclosingElement()

	end
	

	ElementDisplay
	Implicit redefinition

	Description
	Display the implicit redefinition of the operation in the context of its subtype

	Elements
	redefinedOperation

	In
	redefinedOperation.enclosingElement()

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of annotating the software to indicate the redefinition is intentional, or editing/refactoring it to rename the redefined operation

	Patterns
	TBD

	end
	

	end
	


	IteratePointcut
	overridenMethod

	Context
	implicitlyOverriddenMethods

	From
	implicitlyOverriddenMethods

	DeclareError
	Implicit (rather than explicit) overriding of method

	Description
	Notify the user of the implicit overriding of the method

	Hypertext
	Method implicitly overridden.  Is this intended?

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the issue/rule

	Hypertext
	Based on the problem section of this pattern

	IteratePointcut
	inheritedMethod

	Description
	For each inherited method that is implicitly overridden, …

	From
	implicitlyRedefinedOperations

	ElementDisplay
	Inherited method

	Description
	Display the method in the context of its superclass 

	Elements
	inheritedMethod

	In
	inheritedMethod.enclosingElement()

	end
	

	ElementDisplay
	Implicit override

	Description
	Display the overridden version of the method in the context of its subtype

	Elements
	overriddenMethod

	In
	overriddenMethod.enclosingElement()

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of annotating the software to indicate the redefinition is intentional, or editing/refactoring it to rename the redefined operation

	Patterns
	TBD

	end
	

	end
	


The accidental override rule is an issue with respect to most programming languages and modeling tools.  Only a few languages (such as C#) require that the user explicitly specify that a method in a subclass is intended to redefine an inherited operation or override an inherited method.  If the redefinition/overriding is intended, the user should be given the opportunity to annotate the software or model to indicate this, in order to avoid having the problem reported repeatedly.  If the redefinition/overriding is accidental, the user should be given the opportunity to rename the subtype version of the operation/method and all references to it.  The tool may provide assistance in locating references to the operation/method to be renamed, or by automating the associated changes.

With regard to the simple dispatch rule, we have:

	IteratePointcut
	problemCall

	Context
	problemCalls

	From
	problemCalls

	DeclareError
	Non dispatching call to operation with a choice of methods

	Description
	Notify the user of a violation of the simple dispatch rule

	Hypertext
	Non dispatching call in violation of the simple dispatch rule

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the issue/rule

	Hypertext
	Based on the problem section of this pattern

	ElementDisplay
	Problem call

	Description
	Display the problem call in the context of the method in which it appears

	Elements
	problemCall

	In
	problemCall.enclosingMethod()

	ElementDisplay
	Called operation

	Description
	Display the definition of the called operation

	Elements
	problemCall.operation()

	In
	problemCall.operation().enclosingElement()

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of annotating the software to indicate the redefinition is intentional, or editing/refactoring it to rename the redefined operation

	Patterns
	TBD

	end
	

	end
	


Some languages (such as Java) enforce this rule, while others such as C++ and Ada do not.  To correct the problem, it is typically necessary to change the definition of the called operation (e.g., to make the corresponding member function virtual in C++).  The introduction of dynamic dispatch at the point of call, in turn, implies compliance with LSP as defined by the Subtyping pattern.

Special cases. While general transformations may be interactive (require a user in the loop), special cases such as those mentioned in [53] (LVO, UNERR, etc.) can often be identified and fully automated.  See [53], slides 70..84] for details.

Dynamic dispatch to method sets containing LSP incompatibilities. It is also important to identify LSP violations that occur between operations/methods associated with dispatching calls.  If a given call to an operation can dispatch to any of a given set of methods, then LSP incompatibles between methods in this set represent potential hard real-time errors (as opposed to lurking run time errors).

Consider the following example:

The following relationships must be checked for compliance with LSP:

	Operation
	Implementing method
	Tool detected LSP errors
	User detected LSP errors

	X::a
	Y::a
	
	

	X::a
	Z::a
	
	


	Method
	Overriding method
	Tool detected LSP errors
	User detected LSP errors

	Z::a
	ZZ::a
	UNERR
	

	ZZ::a
	ZZZ::a
	
	


Because LSP compliance is transitive we do not need to check the pairing of the operation with each implementing method.  Methods that override others need only be checked against the methods they override, and not against the operations they (indirectly) implement.

Assuming we only have a problem with LSP compliance between Z::a and ZZ::a, a call to operation ‘a’ on a polymorphic variable with declared type Z then represents a potential hard run time error, since both Z::a and ZZ::a are in the operation/method set associated with the call.

8.4.6 Rationale

The simple overriding rule ensures LSP is not violated at the language level, in terms of method declarations.  The Subtyping pattern extends this to include testing for LSP compatible behavior.   Compliance with LSP is necessary if instances of subclasses are to be treated as instances of their superclasses.  This is not only required by the UML definitions of generalization and inheritance, but a fundamental assumption underlying the use of polymorphism and dynamic dispatch.

The accidental override rule is intended to guard against errors that could occur in languages that assume subclass operations and methods override superclass operations and methods with a matching signature.  It directly addresses issue 12 (“accidental override”).  This rule is unnecessary if the language forces the developer to explicitly state that overriding is intended (as in C#).

The simple dispatch rule is intended to support a model of object-oriented behavior in which (1) each class can be completely understood by looking at it in flattened form, and (2) the behavior of any object can be completely understood by looking at the flattened definition of its run-time class. The simple dispatch rule guarantees this even when the declared type of the object is a superclass of its run-time class (i.e., when polymorphism is used).

The initialization rule is intended to avoid errors that may arise during the construction of an object when a subclass version of a method is called before associated subclass attributes have been initialized and the subclass invariant (if any) has been established.  In particular, the class invariant is implicitly a part of the precondition and postcondition of every client operation, and the class invariant is not guaranteed to be true until the constructor completes.  As a result, we should not call overridden client operations during object construction.  For similar reasons, special care should also be taken with respect to calls to client operations in destructors, at other points where the class invariant may no longer hold.

8.4.7 Related patterns

	TBD
	TBD


8.4.8 To do

Create subpatterns for the special cases mentioned above [53, LVO, UNERR], with a formal specification of what to look for and what transformations to apply.

Formalize the discussion of dynamic dispatch to method sets containing LSP incompatibilities, and the relationships to be checked.

8.5 Inheritance with overriding and single dispatch

8.5.1 Intent

This pattern provides a set of guidelines on the use of inheritance, overriding, and dynamic dispatch when using languages that support single dispatch.

8.5.2 Extends

Inheritance with overriding
8.5.3 Addresses

The pattern addresses the same issues as Inheritance with overriding
8.5.4 Applicability

This pattern applies to DO-178B software levels A through D.  It assumes:

· a strongly typed language,

· single dispatch,

· the set of classes associated with the system is statically known,

· no dynamic classification (i.e. the run-time class of an object never changes)

8.5.5 Problem

 The following rule defines a form of object-oriented inheritance, overriding, and dynamic dispatch which is equivalent to hand-coded dispatch using case statements or compound if statements.
A dispatching method call is considered semantically equivalent to the invocation of a dispatching routine containing a case statement of the form:

case of <target-object-run-time-class>

case <class>:

<statically-resolved-call-to-method-implemented-by-class>;

...

end
Each case of this case statement handles dispatch to an implementation of the method by the target object’s declared type or one of its subclasses, i.e., the class corresponding to the object’s run time type.

With regard to the simple overriding rule, the inability to subtype the types of input parameters does not preclude the use of overloading for this purpose.  The developer, however, must clearly understand that the selection of an overloaded method is based on the declared types (rather than the run time types) of the arguments at the point of call.

To enforce the simple overriding rule, we are interested in the subtyping of in parameters in overriding operations and implementing methods.  We are also interested in the supertyping of out parameters and result parameters.  And any change of type involving inout parameters:

	IteratePointcut
	inheritedOperation

	Context
	redefinedOperation

	From
	redefinedOperation.redefines()

	Body
	

	SelectPointcut
	invalidInParameters

	From
	inheritedOperation.parameter()

	Constraint
	-- Let rops represent the redefined operation parameters
let rops = redefinedOperation.parameter() in

-- Let rop be the redefined operation parameter corresponding to self
let rop = rops.at(inheritedOperation.parameter()(indexOf(self)) in

-- If the inherited operation parameter is an in parameter
(kind = in) and 

-- then if the redefined operation parameter kind does not match
( (rop.kind <> kind) or 

-- or the redefined operation parameter has a more specific type
rop.type().isSubtypeOf(self.type())

	SelectPointcut
	invalidOutParameters

	From
	inheritedOperation.parameter()

	Constraint
	-- Let rops represent the redefined operation parameters
let rops = redefinedOperation.parameter() in

-- Let rop be the redefined operation parameter corresponding to self
let rop = rops.at(inheritedOperation.parameter()(indexOf(self)) in

-- If the inherited operation parameter is an out or return parameter
((kind = out) or (kind = return)) and 

-- then if the redefined operation parameter kind does not match
( (rop.kind <> kind) or 

-- or the redefined operation parameter has a more general type
type().isSubtypeOf(rop.type())

	SelectPointcut
	invalidInoutParameters

	From
	inheritedOperation.parameter()

	Constraint
	-- Let rops represent the redefined operation parameters
let rops = redefinedOperation.parameter() in

-- Let rop be the redefined operation parameter corresponding to self
let rop = rops.at(inheritedOperation.parameter()(indexOf(self)) in

-- If the inherited operation parameter is an inout parameter
(kind = inout) and 

	
	-- then if the redefined operation parameter kind does not match
( (rop.kind <> kind) or 

-- or the redefined operation parameter type does not match
(type() <> rop.type())

	end
	


	IteratePointcut
	implementingMethod

	Context
	operation

	From
	operation.methods()

	Body
	

	SelectPointcut
	invalidInParameters

	From
	implementingMethod.parameter()

	Constraint
	-- Let mops represent the implementing method parameters
let mops = implementingMethod.parameter() in

-- Let mop be the method parameter corresponding to self
let mop = mops.at(operation.parameter()(indexOf(self)) in

-- If the operation parameter is an in parameter
(kind = in) and 

-- then if the method parameter kind does not match
( (mop.kind <> kind) or 

-- or the method parameter has a more specific type
mop.type().isSubtypeOf(self.type())

	SelectPointcut
	invalidOutParameters

	From
	implementingMethod.parameter()

	Constraint
	-- Let mops represent the implementing method parameters
let mops = implementingMethod.parameter() in

-- Let mop be the method parameter corresponding to self
let mop = mops.at(operation.parameter()(indexOf(self)) in

-- If the operation parameter is an out or return parameter
((kind = out) or (kind = return)) and 

-- then if the method parameter kind does not match
( (mop.kind <> kind) or 

-- or the method parameter has a more general type
type().isSubtypeOf(mop.type())

	SelectPointcut
	invalidInoutParameters

	From
	implementingMethod.parameter()

	Constraint
	-- Let mops represent the implementing method parameters
let mops = implementingMethod.parameter() in

-- Let mop be the method parameter corresponding to self
let mop = mops.at(implementingMethod.parameter()(indexOf(self)) in

-- If the operation parameter is an inout parameter
(kind = inout) and 

	
	-- then if the method parameter kind does not match
( (mop.kind <> kind) or 

-- or the method parameter type does not match
(type() <> mop.type())

	end
	


Note: Although typically not enforced by UML modeling tools, many of these checks are performed by programming languages.  In Java, for instance, the compiler ensures that no parameter types are changed.  In C++, only the result parameter type may be changed, and only by subtyping it (in accordance with the rule).  However, other languages, such as Eiffel, permit the subtyping of all parameters (in violation of the rule).

8.5.6 Transformations

Because this pattern extends the Inheritance with overriding pattern, it inherits the rules and transformations associated with that pattern, and extends the simple overriding rule to include changes in parameter types for languages that support single dispatch (based on the run time class of the target object).

Most programming languages enforce this rule (Java, C++, Ada)
.  Current UML modeling tools, however, consider operations/methods with different signatures to be distinct (even though the underlying programming language may not).  The ability to redefine operation specifications in UML2 is expected to make it possible to represent and reason about changes to parameter types at the modeling level.  To support this pattern and other patterns related to LSP, operation redefinition has been included in XCIL.

To correct violations of the simple overriding rule, the user must change the parameter types for the operation or method in either the supertype or the subtype.  

If we make the type of an operation parameter more specific we must be concerned about compatibility with clients that pass arguments of a more general type.  As a result, we may have to make changes to existing client code as well.  

If we make the type of a method parameter more general, we must be concerned about ability of the code to handle the additional cases that this implies.  As a result, the code for the method body may have to be extended.

A more formal specification of the displays and menu items needed to support these changes will be provided when we add tool support for this pattern.

8.5.7 Related patterns

	TBD
	TBD


8.6 Formal interface

8.6.1 Intent

Treat class interfaces as formal contracts between clients and developers, and between supertype and subclass developers.

8.6.2 Addresses

[49, Issue 1], Very hot, Rank = 1

8.6.3 Applicability

Applies to DO-178B software levels TBD.

8.6.4 Problem

The signature of an operation includes its name, the types of its parameters, the type of its result (if any), and a list of any errors reported.  These are all clues as to the operation’s behavior, but are by themselves insufficient.  Adding comments that describe the purpose of the operation and the relationships between inputs, outputs, and errors is helpful.  But most comments are informal, cannot be processed by tools, and  are not precise enough to serve as a basis for analysis, proofs, or the development of test cases.  

As a result, it is generally recommended that class interfaces be specified in a precondition/ postcondition/invariant style (an approach referred to by Meyer [61] as ‘Design by Contract’).  Expressing low level requirements in this way helps prevent errors by making the semantics of the interface clear to developers before client code is written.  Such specifications can also be processed by tools and used as a basis for analysis, formal proofs, and the generation of test cases.  This, in turn, supports reverification and regression testing in response to changes to the class introduced by other patterns. 

Pre/postconditions may be specified in a variety of ways, e.g. as informal comments, as formal annotations, in table form, in terms of a state diagram, or in terms of executable run time checks used by a test driver.  In the formal specification, the postcondition should be complete, explicitly specifying what is guaranteed to be left unchanged (the frame condition), in addition to all associated side effects.  The invariant should be considered an implicit part of the precondition for all operations other than class constructors.  Conversely, the invariant should be considered an implicit part of the postcondition for all operations other than class destructors.

Pre/postconditions and invariants that do not appear in the source code may be imported into the XCIL representation as described in [XCIL Reference, section 2].  Alternately annotations (such as those introduced by JML for Java, or Anna for Ada) may be added to the source code and extracted.

To apply the principles of ‘Design by Contract’, we are interested in all classifiers, and all operations defined by these classifiers that are visible to clients.  In general, there are two categories of clients.  Ordinary clients have access only to the public features, while subclasses have access to both public and protected features.

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectAllPointcut
	classifiers

	From
	$Pointcut

	ElementType
	Classifier

	Body
	

	IteratePointcut
	classifier

	From
	classifiers

	end
	


To make it possible for classes to enforce their invariants, we want to restrict access to fields, ensuring that no fields are public:

	IteratePointcut
	unencapsulatedClass

	Context
	classifiers

	From
	classifiers

	ElementType
	Class

	Constraint
	(field()(exists(visibility = public))

	Body
	

	SelectPointcut
	publicFields

	Context
	classifier

	From
	classifier.fields()

	Constraint
	(visibility = public)

	end
	


	IteratePointcut
	partiallyencapsulatedClass

	Context
	classifiers

	From
	classifiers

	ElementType
	Class

	Constraint
	(field()(exists(visibility <> private))

	Body
	

	SelectPointcut
	protectedFields

	Context
	classifier

	From
	classifier.fields()

	Constraint
	(visibility = protected)

	end
	


To ensure that all classes define their interfaces as contracts, we are interested in concrete classes that lack invariants, and classifiers that define public or protected operations that lack preconditions, postconditions, and lists of the errors they raise.  Even when the invariant, pre/postconditions and error lists are trivial (a condition whose value is true, or an empty error list), they should be explicitly stated in order to distinguish what is trivial from what is unspecified.

	SelectPointcut
	concreteClassesWithoutInvariants

	Context
	classifiers

	From
	classifiers

	ElementType
	Class

	Constraint
	(not isAbstract()) and (inv()(isEmpty())


	SelectPointcut
	informallySpecifiedPublicOperations

	Context
	classifier

	From
	classifier.operations()

	Constraint
	(visibility() = public) and

(pre()(isEmpty() or post()(isEmpty() or raisedSignal()(isEmpty())


	SelectPointcut
	informallySpecifiedProtectedOperations

	Context
	classifier

	From
	classifier.operations()

	Constraint
	(visibility() = protected) and

(pre()(isEmpty() or post()(isEmpty() or raisedSignal()(isEmpty())


8.6.5 Transformations

This section describes how the user interactively corrects violations of the rules, e.g. given an overall discussion of the problem, a description of the specific rule that was broken, and a display of the elements involved.

To deal with the problem of encapsulation, we have:

	DeclareError
	Public fields

	Description
	Notify the user that the fields of a given class are publicly visible, making it difficult or impossible to enforce associated invariants

	Context
	publicFields

	Hypertext
	The fields of a the class are publicly visible, making it difficult or impossible to enforce associated invariants

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the rule/issue

	Hypertext
	Based on the problem section, above

	ElementDisplay
	Field

	Description
	The public fields of the class 

	Elements
	publicFields

	In
	unencapsulatedClass

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


	DeclareError
	Protected fields

	Description
	Notify the user that the fields of a given class are visible to subclasses, making it potentially more difficult to enforce associated invariants

	Context
	protectedFields

	Hypertext
	The fields of a the class are visible to subclasses, making it potentially more difficult to enforce associated invariants

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the rule/issue

	Hypertext
	Based on the problem section, above

	ElementDisplay
	Field

	Description
	The protected fields of the class 

	Elements
	protectedFields

	In
	partiallyEncapsulatedClass

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


In response to violations of these rules, the user should hide public fields from clients, introducing get and set operations if necessary, and invoking these in place of direct references in the client code (as in the pattern on the Replacement of multiple implementation inheritance with delegation).

These get/set methods may be inlined for efficiency.  It is important, however, that the execution of these operations not violate the class invariant, which may require the introduction of preconditions and/or run time checks of input arguments.

To deal with the lack of formal specifications, we have:

	DeclareError
	Concrete classes with no invariant

	Description
	Notify the user of all concrete classes that lack an invariant

	Context
	concreteClassesWithoutInvariants

	Hypertext
	Concrete class with no specified invariant

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the rule/issue

	Hypertext
	Based on the problem section, above

	IteratePointcut
	classWithoutInvariant

	Description
	For each concrete class that lacks an invariant, …

	From
	concreteClassesWithoutInvariants

	ElementDisplay
	Concrete class without an invariant

	Description
	Display the definition of the class

	Elements
	classWithoutInvariant

	end
	

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


	DeclareError
	Visible operations with no pre/post specification

	Description
	Notify the user that one or more visible operations associated with a classifier lack a pre/post specification

	Context
	classifier

	Hypertext
	Visible operations with no pre/post specification

	Constraint
	(informallySpecifiedPublicOperations(size() + informallySpecifiedProtectedOperations(size()) > 0

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the rule/issue

	Hypertext
	Based on the problem section, above

	IteratePointcut
	informallySpecifiedPublicOperation

	Description
	For each public operation that lacks a pre/post specification, …

	From
	informallySpecifiedPublicOperations

	ElementDisplay
	Public operation without a pre/post specification

	Description
	Display the definition of the operation in the context of its classifier

	Elements
	informallySpecifiedPublicOperation

	In
	classWithoutInvariant.enclosingElement()

	end
	

	IteratePointcut
	informallySpecifiedProtectedOperation

	Description
	For each protected operation that lacks a pre/post specification, …

	From
	informallySpecifiedProtectedOperations

	ElementDisplay
	Protected operation without a pre/post specification

	Description
	Display the definition of the operation in the context of its classifier

	Elements
	informallySpecifiedProtectedOperation

	In
	classWithoutInvariant.enclosingElement()

	end
	

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


The resolution of these issues is straightforward.  Where a concrete class lacks an invariant, the user should define one.  If logically there is no invariant to be enforced, this invariant can be trivial (i.e., can have the value true).  Requiring the specification of trivial invariants, however, allows us to distinguish between the case in which there is no invariant to enforce and the case in which the user has not considered whether the class has an invariant.

At a minimum, public operations need be specified in a pre/post style in order to define the interface as a contract with clients.  It, however, is also possible to do the same for protected operations, formally specifying the relationship between the class and its subclasses.  As with class invariants, the user should always specify a precondition, even if is trivially true.  Postconditions should always be non-trivial, ideally specifying which variables are unchanged (the frame condition) in addition to the operation’s effect upon the state of the object and the values of any out and return parameters.

Tools, such as Daikon from Michael Ernst of MIT, can be used to help generate pre/post specifications from existing code.  The pre/post specification for an operation should be sufficiently general to cover all the code for all its implementing methods (as if selected by the branches of an explicit case statement).  Preconditions and postconditions should also be defined abstractly in terms of the properties of the class visible to clients.

Special cases. While general checks of specified pre/postconditions may be interactive (require a user in the loop), special cases such as those mentioned in [53] (OVER, UNDER
, etc.) can often be identified and fully automated.  See [53], slides 70..84] for details.
Run-time checks. Similar to Eiffel, JML and other tools that support ‘Design by Contract’, we can also selectively use preconditions, postconditions, and invariants as run-time checks (as an extension of the pattern Enforce invariant).

8.6.6 Related patterns

	TBD
	TBD


8.6.7 To do

Create subpatterns for the special cases mentioned above [53, OVER, UNDER], with a formal specification of what to look for and what transformations to apply.

8.7 Subtyping

8.7.1 Intent

This pattern extends the Inheritance with overriding pattern (which addresses compliance with LSP at a language level in terms of operation signatures) to verify compliance with LSP at a behavioral level.

8.7.2 Extends

Inheritance with overriding
8.7.3 Addresses

[49, Issue 6, Superclass/subclass compatibility (when instances of different subclasses are assigned to the same variable at run time), Consistent redefinition of predefined/default operators (in accordance with LSP)], Hot, Rank = 4

Other issues addressed by the Inheritance with overriding pattern

8.7.4 Applicability

This pattern applies to DO-178B software levels A through C when instances of different subclasses may be assigned (polymorphically) to a given variable or parameter.

8.7.5 Problem

Intuition can be misleading when it comes to subtyping relationships. We might, for instance, think (intuitively and mathematically) that all squares are rectangles, so Square should be a subclass of Rectangle.  Whether Square should be a subclass of Rectangle, however, not on our intuition, or any mathematical definition, but on the interfaces we define for these classes.  If the interface for Square specializes the interface for Rectangle in accordance with LSP, then it is appropriate for it to be a subclass of Rectangle.  Otherwise it is not.

As specified by Unified Modeling Language (UML), the semantics of subtyping (generalization) implies superclass/subclass compatibily.  In accordance with LSP, it must be possible to substitute an instance of a subclass for an instance of a superclass in any context in which an instance of the superclass appears.  

In practice we must, at a minimum, ensure that we verify this in all cases where instances of different subclasses may be associated with the same variable or parameter during the execution of the system under test.  

Ideally we should go further, verifying LSP compliance for all subtyping relationships that appear in the model/code.

Additional guidelines are defined by subpatterns of this pattern.  These guidelines vary with the approach used to verify superclass/subclass compatibility.  The standard for superclass/subclass compatibility, however, is the same: compliance with the principles of behavioral subtyping defined by [64].

To enforce the minimum compatibility rule, we are interested in compatibility between classifiers involved in polymorphic assignments:

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectAllPointcut
	referenceVariables

	Description
	The set of all variables of reference type in a user specified pointcut, $Pointcut

	From
	$Pointcut

	ElementType
	Variable

	Constraint
	type().isSubtype(ReferenceType)

	Body
	

	View
	minimumSubtypeCompatibiltyView

	Description
	A graph specifying which subtyping relationships must be checked for compatibility to ensure the correct use of polymorphic assignment and dynamic dispatch in the given application

	Type
	SubtypeCompatibiltyView

	IteratePointcut
	referenceVariable

	Description
	A variable from this set

	From
	referenceVariables

	Given
	-- The declared type of the variable
declaredType = referenceVariable.type()

	Body
	

	CollectPointcut
	assignedValueExpressions

	Description
	The expressions whose values are assigned to the variable

	From
	referenceVariable.assigns()

	Expression
	assignedValueExpression()

	CollectPointcut
	classesOfAssignedValues

	Description
	The classes of the values assigned

	From
	assignedValueExpressions

	Expression
	type()

	CallOperation
	

	Description
	A graph specifying which subtyping relationships must be checked for compatibility to ensure the correct use of polymorphic assignment and dynamic dispatch

	Target
	minimumSubtypeCompatibiltyView

	Operation
	addGeneralizations

	Argument
	(declaredType, classesOfAssignedValues)

	end
	

	end
	


The basic question is whether the class corresponding to the assigned value is LSP compatible with the declared type of the variable or parameter to which it is assigned.  Because there are many variables, many declared variable types, and many classes of assigned values to consider, there is the potential for a great deal of redundancy in this analysis.  To address this, we construct a graph (a SubtypeCompatibilityView) in which duplicate relationships are represented only once.  Taking advantage of the transitive nature of the subtyping relationship, we are also able to eliminate direct relationships between classifiers when a path between them (through other classifiers) exists.

As an alternative to construction of subtype compatibility view from polymorphic assignments, we can instead look at all dispatching calls, compiling a list of subclasses of the declared target type that implement the called operation (and must therefore be compatible with the declared type):

68. Assume that any dispatching call could be to a method defined by the type of the target object or any of its subclasses.

69. Throw out cases where this resolves to only one possible method.

70. Require supertype/subtype compatibility in all cases where resolution could be to any of several subclass methods, i.e. require the declared type and each subclass that implements the operation to be compatible.

This is a finer grained approach since it considers only the compatibility of those methods that must be called using dynamic dispatch (and not the entire type/class).  On the other hand, it is less accurate since it assumes that if a subclass can be polymorphically assigned to the target of the call, then it will be (without examining polymorphic assignments).  To improve our overall accuracy, we can combine the two approaches, limiting ourselves to the verification of compatibility for only those operations that must be called using dynamic dispatch (because a call to the operation can be resolved to multiple methods of subclasses that are actually assigned to the target)
.

TBD: Include associated XPSL

Focusing on accuracy, however, is both good and bad.  Good, because we minimize the verification effort by limiting ourselves to classes and methods where compatibility is required based on actual use.  Bad, because all subtypes should be compatible with their supertypes (according to the semantics of UML), and failure to detect associated errors early may lead to subsequent problems and higher overall development costs
.  In this sense, the first approach is better than the second – even though it requires more effort.  Taking this one step further, we can verify the compatibility of all subtype relationships between classifiers, irrespective of whether they relate to the correct use of polymorphism and dynamic dispatch:

	SelectAllPointcut
	classifiers

	Description
	The set of all classifiers defined by a user specified pointcut, $Pointcut

	From
	$Pointcut

	ElementType
	Classifier

	View
	completeSubtypeCompatibiltyView

	Description
	A graph specifying which subtyping relationships must be checked for compatibility to ensure the correct use of polymorphic assignment and dynamic dispatch in all applications using these classifiers

	Type
	SubtypeCompatibiltyView

	Value
	SubtypeCompatibiltyView.create(classifiers)


8.7.6 Related patterns

	TBD
	TBD


8.8 Formal subtyping

8.8.1 Intent

The formal subtyping pattern extends the Subtyping pattern by requiring formal specification of the classifiers to be checked in a precondition, postcondition, invariant style.  These assertions can then be used to either generate the needed test cases, or as the basis for analysis and formal proofs.   Providing a complete and precise specification of the interface also helps prevent errors by clients, and supports the traceability of high level requirements to low level requirements.

8.8.2 Extends

Subtyping
8.8.3 Addresses

The same issues as the Subtyping pattern.

8.8.4 Applicability

This pattern applies to DO-178B software levels A through C when instances of different subclasses may be assigned (polymorphically) to a given variable or parameter.

8.8.5 Problem

Relying on testing to ensure compliance with LSP fits into the process currently followed by most software development organizations.  Associated test cases may be developed at either the system or the unit level.  The development of test cases alone, however, has its limitations.  Test cases are no substitute for a complete, precise specification of behavior, which is needed by the clients of a class, and by developers seeking to subclass an existing class.

A complete and precise specification of behavior is also usually needed in order to develop the test cases for a class, and to provide traceability from high level to low level requirements.  Much of this effort, however, is wasted if we fail to capture the specification upon which these artifacts are based.  As a result, it is generally recommended that class interfaces be specified in a precondition/ postcondition/invariant style (an approach referred to by Meyer [61] as ‘Design by Contract’).

To adopt a formal approach to the Subtyping problem, we apply the principles of ‘Design by Contract’ to the specification of the classifiers for which we want to ensure LSP compliance.  This requires not only that each classifier be specified in a precondition/postcondition/invariant style, but that the following relationships hold between all supertype/subtype specifications:

In terms of the client interface, this means that a subclass is compatible with a superclass if (1) we expect no more of clients than we do in the superclass (the preconditions of overridden operations are weaker or the same), and (2) we deliver at least as much (the postconditions of overridden operations are stronger or the same).

Although the invariant is implicitly a part of the precondition and postcondition of all client operations, it is acceptable to strengthen the invariant in a subtype (in apparent contradiction of the redefined precondition rule) precisely because we dispatch on the run time class of the target object.  As a result, a call to the supertype operation will always call a method for which the associated class invariant holds, and strengthening this implicit part of the precondition causes no problem. Viewed from a different perspective, it is the set of subclass operations that redefine a supertype operation, and the set of methods that implement them that must cover all the cases specified in the client contract with the supertype. And it is dynamic dispatch that allows us to view these methods as a set.

One way to enforce the redefined precondition and postcondition rules is to specify the pre/postconditions for redefined operations (new-pre and new-post) in terms of the pre/postconditions of the operations they redefine (old-pre and old-post):

new-pre = old-pre or new-condition or …

new-post = old-post and new-clause and …
The same thing can be done with respect to the implementing precondition and postcondition rules:

new-pre = old-pre or new-clause or …

new-post = old-post and new-clause and …
And the invariant rule:

new-invariant = old-invariant and new-clause and …

In languages such as Eiffel, pre/postconditions and invariants are always specified incrementally.  As a result, the and/or relationships between the new and old assertions are simply assumed, and the old-pre, old-post, and old-invariant are considered to be inherited and need not be restated. More importantly, incremental specification ensures that we follow the rules without the need for heavy machinery (such as theorem provers) to show that the proper relationships between assertions hold.

In order to enforce the above rules, we are interested in the pre/postconditions and invariants associated with each of the classifiers identified by the Subtyping pattern.  Assuming pre/postconditions and invariants are specified incrementally, we need only ensure that all operations and methods either define or inherit associated preconditions and postconditions, and that all classifiers either define or inherit invariants:

	SelectPointcut
	classifiersWithoutInvariants

	Description
	All classifiers that should be LSP compliant but lack invariants

	Context
	minimumSubtypeCompatibiltyView

	From
	minimumSubtypeCompatibiltyView.allClassifiersBreadthFirst ()

	Constraint
	inv()(isEmpty()


	IteratePointcut
	classifier

	Description
	A classifier that should be LSP compliant

	Context
	minimumSubtypeCompatibiltyView

	From
	minimumSubtypeCompatibiltyView.allClassifiersBreadthFirst ()

	Body
	

	SelectPointcut
	informallySpecifiedPublicOperations

	Description
	All informally specified public operations inherited or defined by the classifier

	From
	classifier.allOperations()

	Constraint
	(visibility = public) and 

(pre()(isEmpty() or post()(isEmpty() or raisedSignal()(isEmpty())

	SelectPointcut
	informallySpecifiedProtectedOperations

	Description
	All informally specified protected operations inherited or defined by the classifier

	From
	classifier.allOperations()

	Constraint
	(visibility = protected) and 

(pre()(isEmpty() or post()(isEmpty() or raisedSignal()(isEmpty())

	end
	

	end
	


Note: The query inv() returns the complete invariant, including any invariants clauses inherited from parent classifiers.  It should be empty only if no invariant is either defined by or inherited by the classifier.  The queries pre() and post() also return complete preconditions and postconditions. If an operation is redefined the operation’s pre/post should include any preconditions and postconditions inherited from its parent versions.

Note: Ideally we should also able to identify cases in which the clauses of postconditions and invariants are contradictory (evaluate to false), making them impossible to implement. This can either be done automatically or semi-automatically (with the aid of a theorem prover), or manually, as part of the review process.

To ensure that clients cannot invalidate the invariant, we are also interested in the encapsulation of visible fields associated with these classifiers (as specified in the Formal interface pattern).

Because we address the classifiers in breadth first order, we are able to write specifications for all supertypes before incrementally specifying their associated subtypes.

Because we address only those classifiers that must be formally specified in order to ensure the correct use of polymorphic assignment and dynamic dispatch, we minimize the work required.

It, however, is also possible to apply the same pattern to all classifiers associated with the application:

	SelectPointcut
	allClassifiers

	Description
	The set of classifiers that must be formally specified to ensure the correct use of polymorphic assignment and dynamic dispatch

	Context
	completeSubtypeCompatibiltyView

	From
	completeSubtypeCompatibiltyView.allClassifiersBreadthFirst ()

	Body
	

	ApplyPattern
	Formal interface

	Description
	Formally specify the client interfaces of all classifiers, and encapsulate all fields

	Argument
	(allClassifiers)

	end
	


8.8.6 Transformations

The transformations associated with this pattern are similar to those defined by the Formal interface pattern.  They differ in that the focus in on the formal specification of classifiers that need to be checked for supertype/subtype (LSP) compatibility rather than on all concrete classes and public operations.  It is also necessary to include inherited operations for such classifiers.

If any of the classifiers identified by the Subtyping pattern lack invariants, we ask the user to supply them.  If the invariant is trivially true, it is sufficient to state this.  However, some invariant must either be defined or inherited by each classifier in order to distinguish between what is trivial from what is unspecified.

	DeclareError
	Classifiers that must be LSP compliant that lack an invariant

	Description
	Notify the user of all classifiers that must be LSP compliant and lack an invariant

	Context
	classifiersWithoutInvariants

	Hypertext
	Classifier that must be formally LSP compliant, but lacks an invariant

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the rule/issue

	Hypertext
	Based on the problem section, above

	IteratePointcut
	classifierWithoutInvariant

	Description
	For each classifier that must be LSP compliant but lacks an invariant, …

	From
	classifiersWithoutInvariants

	ElementDisplay
	Classifier without an invariant

	Description
	Display the definition of the classifier

	Elements
	classifierWithoutInvariant

	end
	

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


Similarly, if any of the operations or methods associated with these classifiers lack preconditions or postconditions, we ask the user to supply them.  At a minimum, public operations need be specified in a pre/post style in order to define the interface as a contract with clients.  It, however, is also possible to do the same for protected operations, formally specifying the relationship between the classifier and its subtypes.  As with classifier invariants, the user should always specify a precondition, even if is trivially true.  Postconditions should always be non-trivial, ideally specifying which variables are unchanged (the frame condition) in addition to the operation’s effect upon the state of the object and the values of any out and return parameters.

	DeclareError
	Visible operations with no pre/post specification

	Description
	Notify the user that one or more visible operations associated with a classifier that must be LSP compliant lack a pre/post specification

	Context
	classifier

	Hypertext
	Visible operations with no pre/post specification

	Constraint
	(informallySpecifiedPublicOperations(size() + informallySpecifiedProtectedOperations(size()) > 0

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the rule/issue

	Hypertext
	Based on the problem section, above

	IteratePointcut
	informallySpecifiedPublicOperation

	Description
	For each public operation that lacks a pre/post specification, …

	From
	informallySpecifiedPublicOperations

	ElementDisplay
	Public operation without a pre/post specification

	Description
	Display the definition of the operation in the context of its classifier

	Elements
	informallySpecifiedPublicOperation

	In
	informallySpecifiedPublicOperation.enclosingElement()

	end
	

	IteratePointcut
	informallySpecifiedProtectedOperation

	Description
	For each protected operation that lacks a pre/post specification, …

	From
	informallySpecifiedProtectedOperations

	ElementDisplay
	Protected operation without a pre/post specification

	Description
	Display the definition of the operation in the context of its classifier

	Elements
	informallySpecifiedProtectedOperation

	In
	informallySpecifiedProtectedOperation.enclosingElement()

	end
	

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


Special cases. While general transformations may be interactive (require a user in the loop), special cases such as those mentioned in [53] (DISM, INVI, NMI, UNERR
, etc.) can often be identified and fully automated. See [53], slides 70..84] for details.

Dynamic dispatch to method sets containing LSP incompatibilities. It is also important to identify LSP violations that occur between operations/methods associated with dispatching calls.  If a given call to an operation can dispatch to any of a given set of methods, then LSP incompatibles between methods in this set represent potential hard real-time errors (as opposed to lurking run time errors).  An example illustrating these points is associated with the Inheritance with overriding pattern.  The same points also apply here.  The only difference lies in the nature of the checks performed to detect violations of LSP.
8.8.7 Related patterns

	TBD
	Formal interface


8.8.8 To do

Create subpatterns for the special cases mentioned above [53, DISM, INVI, NMI, UNERR], with a formal specification of what to look for and what transformations to apply.

8.9 Unit level subtyping tests

8.9.1 Intent

This pattern checks for superclass/subclass compatibility by requiring that all unit level test cases associated with a class are inherited by its subclasses. 

8.9.2 Extends

Subtyping
8.9.3 Addresses

[49, Issue 1, Lack of precise requirement specifications, Integration errors at class interface boundaries, Checking of inputs and outputs at partition boundaries], Very hot, Rank = 1

Other issues addressed by the Subtyping pattern.

8.9.4 Applicability

This pattern applies to DO-178B software levels A through C when instances of different subclasses may be assigned (polymorphically) to a given variable or parameter.

In contrast to other Subtyping subpatterns, this pattern works best when the development organization relies on a combination of system level and class level testing, rather than on system level testing alone.  Separate patterns address System Level Testing for LSP.

Note: Although this pattern typically applies to the testing of low level classes and requirements, it can be used at a high level if the classes and subclasses to be tested for compatibility represent the software system as a whole, or some associated subsystem or component.  For example, given a class System with subclasses SystemA and SystemB, SystemA and SystemB should inherit the test cases defined for System (which are based on the high level requirements common to both of them).  The same is true of derived subsystems and components.
8.9.5 Problem

The verification of superclass/subclass compatibility is straightforward if we develop a set of unit level test cases for all classes identified by the minimum compatibility rule of the Subtyping pattern. 

Subtype compatibility then means that all superclass tests should run successfully against all subclass instances (superclass test cases are inherited by subclasses). Subclasses also often extend this set of superclass test cases to include their own more specialized tests (the subclass test set is a superset of the superclass test set). 

These rules are intended to imply that all inherited test cases (other than those for simple gets and sets) should be run against instances of all concrete subclasses. As a result, changes to the code inherited by a class that affect its flattened form should result in its retest precisely as if the class itself had been edited.

The inherited test case rule is intended to apply to all test cases, including those introduced solely to meet structural coverage criteria.  It could be argued that such tests should only be inherited when the tested code is also inherited.  It, however, seems simpler and safer to recommend that they be inherited in all cases, since they should pass when run against the subclass.  

When applying the inherited test case rule, if the subclass invariant is stronger than that of its superclass, then a check of this invariant (rather than the weaker superclass invariant) should be a part of the pass/fail check of each inherited test case.  In this way, the “missing override” issue (issue 13) is resolved.

The separate context rule is intended to ensure that superclass methods are separately tested in the context of each subclass.  This recommendation addresses the fact that even when a given method is inherited without change, the methods called by it may be overridden in the subclass, leading to a different behavior.  An exception is made for simple get and set methods that reference only data, and do not call other methods.  A more complete impact analysis could be used to determine whether other inherited methods need to be retested in the context of each subclass.  This pattern, however, considers it simpler and easier to rerun such tests than to perform such an analysis.

Note: Testing in accordance with this pattern will ensure that all dispatch table entries are exercised at some call site, equivalent to providing MC/DC of the case statement assumed to be associated with the dispatch routine. 

Note: In general, it is recommended that class interfaces be specified in a precondition/postcondition style (an approach referred to by Meyer [61] as ‘Design by Contract’) prior to writing test cases.

To enforce the inherited test case rule, we are interested in all generalizations that should be tested for LSP compliance, and in the test cases associated with the each supertype and subtype:

	SelectPointcut
	generalizations

	Description
	The set of generalizations that must be checked for LSP compliance to ensure correct use of polymorphic assignment and dynamic dispatch

	Context
	minimumSubtypeCompatibiltyView

	From
	minimumSubtypeCompatibiltyView.allGeneralizationsBreadthFirst ()

	Body
	

	IteratePointcut
	generalization

	Description
	A generalization from this set

	From
	generalizations

	SelectPointcut
	supertypeTestSuite 

	Description
	The test suite associated with the supertype

	From
	parent().testSuite()

	SelectPointcut
	subtypeTestSuite

	Description
	The test suite associated with the subtype

	From
	implementation().testSuite()

	end
	


Additional test cases must also be defined for new subtype operations and for redefined operations that have a weaker precondition: 

	IteratePointcut
	newSubtypeOperations

	Description
	All new subtype operations 

	Context
	generalization

	From
	generalization.implementation().operations()(difference(redefinedOperations())


	IteratePointcut
	redefinedOperationsWithWeakerPre

	Description
	All redefined operations that have a weaker precondition

	Context
	generalization

	From
	generalization.implementation().redefinedOperations()

	Constraint
	pre()(notEmpty()


To enforce the separate context rule, we are interested in supertypes that represent concrete (testable) classes, and in inherited methods that contain dispatching calls to overridden methods defined by their subtypes:

	IteratePointcut
	generalization

	Description
	A generalization that involves a concrete parent class

	Context
	generalizations

	From
	generalizations

	Constraint
	not parent().isAbstract()

	Body
	

	SelectAllPointcut
	inheritedMethodsWithSubtypeDependencies

	Description
	All methods inherited by a subtype to be checked for LSP compliance

	Given
	-- The subtype to be checked
(subtype = generalization.implementation())

	From
	subtype.inheritedMethods()

	Constraint
	cflow()(exists(call: DispatchingCall | 

operation().methods()(intersection(subtype.methods())(notEmpty()

	Body
	

	IteratePointcut
	inheritedMethodWithSubtypeDependencies

	Description
	A method from this set that is dependent upon the subtype

	From
	inheritedMethodsWithSubtypeDependencies

	Body
	

	SelectAllPointcut
	callsToSubtypeMethods

	Description
	Calls to methods defined by the subtype

	ElementType
	DispatchingCall

	From
	cflow()

	Constraint
	-- The called operation is implemented by a method defined by the subtype
operation().methods()(intersection(subtype.methods())(notEmpty()

	end
	

	end
	

	end
	


Each of these methods must then be tested in the context of the subtype, e.g., by application of the inherited test case rule to ensure compatibility between the supertype and subtype.

8.9.6 Transformations

The transformations associated with this pattern are concerned with the framework used for the unit level testing of classes, our ability to adapt test cases for a supertype to apply to subtypes, and our ability to extend supertype test cases to account for changes in the pre/postconditions of operations redefined in subtypes.

There are two fundamentally different approaches to this: one based on the generation of test cases from pre/post specifications, the other based on the adaptation of test cases written by hand.  Each of these is described by its own subpattern.

8.9.7 Related patterns

	TBD
	TBD


8.10 Unit level subtyping tests generated from formal interfaces

8.10.1 Intent

This pattern addresses the issues associated with unit level testing of LSP by generating the LSP test cases from pre/postconditions and invariants associated with the classifiers using a tool such as T-VEC.  

8.10.2 Extends

Unit level subtyping tests, Formal subtyping
8.10.3 Addresses

The same issues as the Unit level  and Formal subtyping patterns.

8.10.4 Applicability

This pattern applies to DO-178B software levels A through C when instances of different subclasses may be assigned (polymorphically) to a given variable or parameter.

Like the pattern for Unit level , this pattern works best when the development organization relies on a combination of system level and class level testing, rather than on system level testing alone.  It, however, can be applied a system, subsystem, or component level.

8.10.5 Problem

The verification of superclass/subclass compatibility is straightforward if we develop a set of unit level test cases for all classes identified by the minimum compatibility rule of the Subtyping pattern.  Subtype compatibility then means that all superclass tests should run successfully against all subclass instances (superclass test cases are inherited by subclasses).  

Relying on testing to ensure compliance with LSP fits into the process currently followed by most software development organizations.  The development of test cases alone, however, has its limitations.  Test cases are no substitute for a complete precise specification of behavior, which is needed by the clients of a class, and by developers seeking to subclass an existing class.

To address both goals, we first write formal specifications, then generate unit level test cases from them using a tool such as T-VEC.  To do so, we need only maintain the proper relationships between the formal specifications prescribed by the Formal subtyping pattern. 

8.10.6 Transformations

If the test case generation tools do not assume that pre/postconditions are specified incrementally, then it will be necessary to account for this when exporting these specifications from the XCIL model.  Doing so is straightforward and involves explicitly introducing implicitly inherited supertype pre/postconditions into subtype specifications.

Similarly the test case general tools may not assume that the invariant is implicitly a part of the precondition of all public operations other than constructors, or that the invariant is implicitly a part of the postcondition of all public operations other than destructors.  If this is the case, then the invariant must be explicitly added to the pre/postconditions of these operations when their specifications are exported.

8.10.7 Related patterns

	TBD
	Formal interface


8.11 Dynamic dispatch test coverage

8.11.1 Intent

This pattern provides instrumentation of the software to determine whether the MC/DC coverage criteria for dynamic dispatch have been satisfied. 

8.11.2 Addresses

Indirectly addresses the issues associated with the Subtyping pattern (by helping us implement this pattern), and need to demonstrate MC/DC and decision coverage of dynamic dispatch.

8.11.3 Applicability

This pattern provides a direct measure of decision coverage and MC/DC coverage of dynamic dispatch in languages that support single dispatch.  It assumes a separate measure of structural coverage for other actions, including statement coverage of all dispatching calls, and supports other patterns related to the system level and unit level testing of dynamic dispatch and LSP.

8.11.4 Problem

“For structural coverage, because of the large manual effort required to perform and measure structural coverage, developers have become increasingly reliant on tools that measure the structural coverage and identify “gaps” in that coverage … [However] many current Structural Coverage Analysis tools do not ‘understand’ dynamic dispatch … [and] current structural coverage analysis tools for object-oriented languages use multiple approaches for measuring the structural coverage of dynamic dispatch” [OOTiA Handbook, version 1_6,  p. 87].

To resolve these matters, it is possible to use conventional tools to measure the structural coverage of all actions other than dispatching calls, then use this pattern to measure the structural coverage of just these calls.  The criteria for structural coverage of dynamic dispatch are given below:

To meet the coverage criteria, we are interested in all methods that may be called polymorphically, where dispatch involves a choice amongst multiple methods.  For each of these methods, we are interested in the possible run-time classes of the target object for all associated calls.

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectAllPointcut
	dispatchingCalls

	Description
	The set of all dispatching calls in a user specified pointcut, $Pointcut, that are implemented by more than one method in the subtypes of the target object

	From
	$Pointcut

	ElementType
	DispatchingCall

	Constraint
	operation().methods(target().type())(size() > 1

	View
	dispatchCoverageView

	Description
	A mapping from methods to run time classes that represents 100% coverage of dynamic dispatch

	Context
	dispatchingCalls

	Type
	DispatchCoverageView

	Value
	DispatchCoverageView.create(dispatchingCalls)


The execution of every polymorphic call is guaranteed by the assumption that we separately measure statement coverage.

8.11.5 Transformations

Given the semantic equivalence between dynamic dispatch and use of a case statement based on the run-time class of the target object, the same coverage criteria apply.  Decision coverage and MC/DC coverage are also equivalent to one another (for both the case statement and for dynamic dispatch).

To apply this pattern, we therefore begin with a set of test cases that provide either decision coverage or MC/DC coverage for an application.  To measure coverage of dynamic dispatch when these tests are run, we need to capture the run-time class of the target object upon entry to each method of interest.  This can be implemented by defining an aspect that defines a simple log, and before advice that logs the run-time class of the object for each method of interest.  After all test cases have been run, we then compare the run-time classes we have collected for each method to those that are possible in order to evaluate coverage.

8.11.6 Related patterns

	TBD
	TBD


8.12 Method extension

8.12.1 Intent

This pattern supports the implementation of an operation as an extension of an inherited operation without introducing redundancy, and with the assurance that the resulting postcondition is stronger than or the same as that in the superclass. 

8.12.2 Addresses

Supports the Inheritance with overriding pattern

8.12.3 Applicability

Applies to DO-178B software levels A through D. This pattern is commonly applied to constructors, which begin by calling the constructor for the superclass, then initialize all the attributes defined by the class itself. It may also be used to select between competing inherited versions of a method (multiple implementation inheritance).

8.12.4 Problem

Dynamic dispatch can introduce problems related to initialization (i.e., especially with regard to deep class hierarchies) [36, pp. 73, 501].  This pattern helps us address this issue by allowing a subclass constructor to be defined as an extension of its parent class constructor, without introducing problems related to the use of dynamic dispatch during initialization.

More generally it is also often desired to provide a subclass version of an operation that extends the functionality provided by the operation in its superclass. This extension in functionality must be consistent with LSP. As a result, the precondition for the subclass operation must be weaker than or the same as its precondition in the superclass, and the postcondition for the subclass operation must be stronger than or the same as its postcondition in the superclass.

By implementing an extended operation in terms of an explicit call to the superclass version of the operation, preceded or followed by additional code, we are able to: 

a. avoid repeating the code appearing in the superclass method, 

b. provide code before the call to handle the additional cases implied by a weaker precondition
,

c. provide code after the call that adds to its effect, as implied by a stronger postcondition. 

Such explicit calls to superclass methods are by their nature statically bound, and do not involve dynamic dispatch.  The code that follows the call to the superclass method must not undo its effects in order for the overall postcondition to be an extension of that for the superclass.

The following rule defines this pattern:

To enforce the method extension rule, we are interested in all non-dispatching calls to operations that are should be dispatching according to the simple dispatch rule.  Such calls are acceptable only if they represent a call to a superclass version of the same method.

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectAllPointcut
	nonDispatchingCalls

	Description
	The set of all nondispatching calls in a user specified pointcut, $Pointcut

	From
	$Pointcut

	ElementType
	NondispatchingCall

	Body
	

	SelectPointcut
	problemCalls

	Description
	Look for non dispatching calls that break the simple dispatch rule

	From
	nonDispatchingCalls

	Given
	-- The declared type of the target object
(targetType = nonDispatchingCall.target().type())

-- The calling operation
(callingOperation = enclosingMethod()(specification())

-- The operation to be called
(operation = nonDispatchingCall.operation())

-- The methods associated with the operation in subclasses of the target type
(subClassMethods = operation.methods(targetType))

	Constraint
	-- The call should be dispatching
(subClassMethods(size() > 1) and

-- and does fall under the method extension rule
(operation <> callingOperation)

	end
	


8.12.5 Transformations

This section describes how the user interactively corrects violations of the rules, e.g. given an overall discussion of the problem, a description of the specific rule that was broken, and a display of the elements involved.

For each violation of the method extension rule, we have:

	IteratePointcut
	problemCall

	Context
	problemCalls

	From
	problemCalls

	DeclareError
	Non dispatching call to operation with a choice of methods

	Description
	Notify the user of a violation of the simple dispatch rule

	Hypertext
	Non dispatching call in violation of the simple dispatch rule

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the issue/rule

	Hypertext
	Based on the problem section of this pattern

	ElementDisplay
	Problem call

	Description
	Display the problem call in the context of the method in which it appears

	Elements
	problemCall

	In
	problemCall.enclosingMethod()

	ElementDisplay
	Called operation

	Description
	Display the definition of the called operation

	Elements
	problemCall.operation()

	In
	problemCall.operation().enclosingElement()

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of annotating the software to indicate the redefinition is intentional, or editing/refactoring it to rename the redefined operation

	Patterns
	TBD

	end
	

	end
	


8.12.6 Related patterns

	Supports
	Inheritance with overriding


Patterns on coupling and cohesion

The following patterns are concerned with the dynamic allocation of resources in certified software.

8.13 Class coupling

8.13.1 Intent

This pattern limits control coupling and data coupling between clients and classes and between classes and subclasses to facilitate future changes and to simplify analysis.

8.13.2 Addresses

[49, Issue 13], Hot, Rank = 4

[49, Issue 67, 69]

8.13.3 Applicability

This pattern applies to DO-178B software levels TBD when the software is object oriented and control and data coupling between classes is a concern. Access to the fields of a class is provided by public and protected operations, which can be inlined to avoid the overhead associated with a call, producing code comparable to that for direct access. When performance is critical, but the target compiler does not support inlining, or does not perform inlining efficiently, use of this pattern may not be appropriate.

8.13.4 Problem

The ability of one class to directly reference the fields of another class may tightly couple the definitions of the two classes.  Even when fields are hidden from client classes, they may not be hidden from subclasses.

We address this problem using data abstraction. The goal is to hide the details of the data representation behind an abstract class interface. This permits the data representation to change without affecting other classes. It also simplifies the enforcement of class invariants, and permits control over concurrent access to shared data. Extending this principle, we can use abstract class interfaces to control access to hardware resources as well as data.

For example, consider the implementation of a class for a Set. The selection of an optimum data representation (list, tree, hash table, etc.) will vary depending on the mix of operations required by the application. Typical strategies involve a choice between a sorted and a hashed representation, and a choice between fast insert/delete and fast lookup. The use of data abstraction makes it easy to change this representation with no significant change to client code. 

The same situation arises with respect to the abstraction of other resources. For example, a number of different hardware devices may perform a given function, or a number of different caching policies may be associated with access to a given file system,  or a number of different ways may exist to represent the elements of a given display, with a number of different strategies for drawing/redrawing them. In all these cases, we want to publish a single interface but support a number of different underlying implementations and data representations.

In terms of DO-178B, data abstraction supports partitioning [1, p. 9, section 2.3.1] by permitting the developer to restrict access to the resources controlled by the class. By limiting the degree of control and data coupling between software components, we also simplify analysis [1, p. 74, objective 8] and make it easier to verify key system invariants maintained by a given class [1, p. 70, objectives 1 and 4].

To be effective, the interface should provide a true abstraction of the data and other resources controlled by the class, rather than simple accessors (get and set operations) for each field. Any invariants associated with the class should be established by the class constructor, and maintained by every publicly accessible operation. Access restrictions associated with the class interface permit a proof of the invariant to be local to the class, rather than global to the system and different for each system in which the class appears.

These principles apply not only to interfaces provided by the class to clients but to interfaces between superclasses and subclasses. In particular, it should be possible for the developer to define the interface between a class and its subclasses in the same manner as the interface between the class and its clients. Both can be considered ‘contracts’, only with different parties. The interface between client and class is concerned with how the class will be used. The interface between superclass and subclass is concerned with how the class definition and implementation can be extended. Both can be defined formally (in terms of pre and postconditions) when desired.

The following rules define this pattern:

Private and protected operations are exempted in the invariant rule since the invariant need not hold at all times, but only at points where it is externally observable.

The pattern may be extended to deal with the coupling between classes and subclasses by also adopting the following rule: 
To be most effective, both the client and subclass interfaces should provide a true abstraction of the data and other resources controlled by the class, rather than simple accessors (get and set operations) for each field.

To enforce both the client data abstraction rule and the subclass data abstraction rule, we insist that all attributes of all classes be declared private:

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectAllPointcut
	classifiers

	Description
	The set of classifiers defined by a user specified pointcut, $Pointcut, representing the application as a whole

	From
	$Pointcut

	ElementType
	Classifier

	Body
	

	IteratePointcut
	classifier

	Description
	A classifier from this set

	From
	classifiers

	Body
	

	SelectPointcut
	visibleFields

	Description
	Fields not declared to be private

	Constraint
	(visibility <> private)

	end
	

	end
	


Ideally the class interface (for both clients and subclasses) should also provide a true abstraction, i.e. the set of operations that provide access to the data should consist of more than simple get and set operations on its fields:

	IteratePointcut
	operation

	Description
	An operation associated with the classifier

	Context
	classifier

	From
	classifier.operations()

	Given
	fields = classifier.fields()

	Body
	

	IteratePointcut
	nontrivialMethod

	Description
	A non-trivial method that implements the operation

	From
	operation.methods()

	Constraint
	method(variablesReferenced()(intersection(fields)(size() > 1

	end
	


To enforce the invariant rule, we apply the Enforce invariant pattern to the classifiers of interest:

	ApplyPattern
	Enforce invariant

	Description
	Eliminate problems with dangling pointers to deallocated variables on the stack

	Context
	classifiers

	Argument
	(classifiers)


8.13.5 Transformations

This section describes how the user interactively corrects violations of the rules, e.g. given an overall discussion of the problem, a description of the specific rule that was broken, and a display of the elements involved.

To deal with the problem of encapsulation, we have:

	DeclareError
	Visible fields

	Description
	Notify the user that the fields of a given class are visible, in violation of the client data abstraction and subclass data abstraction rules

	Context
	visibleFields

	Hypertext
	The fields of a the class are visible, in violation of the client data abstraction and subclass data abstraction rules

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the rule/issue

	Hypertext
	Based on the problem section, above

	ElementDisplay
	Field

	Description
	The visible fields of the class in the context of the classifer that defines them

	Elements
	visibleFields

	In
	classifier

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


In response to violations of these rules, the user should hide visible fields from clients and subclasses, introducing get and set operations if necessary, and invoking these in place of direct references appearing outside the class (as in the pattern on the Replacement of multiple implementation inheritance with delegation).

These get/set methods may be inlined for efficiency.  It is important, however, that the execution of these operations not violate the class invariant, which may require the introduction of preconditions and/or run time checks of input arguments.

To deal with classes that fail to define true abstractions, we have:

	DeclareError
	

	Description
	Notify the user …

	Context
	

	Hypertext
	

	Body
	

	HypertextDisplay
	Problem

	Description
	Provide a description of the issue/rule

	Hypertext
	Based on the problem section, above

	ElementDisplay
	

	Description
	

	Elements
	

	EditMenu
	Suggested refactorings

	Description
	Provide the user with a choice of directly editing the software, or applying one or more patterns/refactorings to correct the problem

	Patterns
	TBD

	end
	


8.13.6 Related patterns

	TBD
	TBD


Patterns involving proposed OO metrics

The following patterns are concerned with proposed OO metrics in certified software.

8.14 Deep hierarchy

8.14.1 Intent

This pattern addresses issues that can occur when the complexity of class hierarchies is very deep.

8.14.2 Addresses

TBD

8.14.3 Applicability

Applies to DO-178B software levels TBD.

8.14.4 Problem

Most class hierarchies have a characteristic depth of between three and six, irrespective of the application. Class hierarchies that are either too deep or too shallow can cause problems. For example, dynamic dispatch can introduce problems related to initialization, especially with regard to deep class hierarchies. 

Top-heavy multiple inheritance and deep hierarchies also tend to be error-prone, even when they conform to good design practice. The wrong variable type, variable, or method may be inherited, for example, due to confusion about a multiple inheritance structure. Binder refers to this as “spaghetti inheritance” [36].

A class hierarchy that successfully passes an inspection should be marked so as to avoid repeated review with respect to the same issue.

A certain amount of variation in the threshold (e.g., plus or minus two) may also be expected based on the results of reviews using the six deep threshold.  Deep hierarchies may also be more of a problem with respect to implementation inheritance than interface inheritance.  The use of multiple inheritance can also be an important factor in adjusting the threshold.

This rule is based on the metrics for Class hierarchy nesting level appearing in [65, pp. 61-64].

To enforce the six deep rule, we first need to discriminate between packages that represent existing frameworks and those representing the application.  Given a set of application specific packages, we are then interested in inheritance chains deeper than six within this package set:

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectAllPointcut
	classifiers

	Description
	The set of classifiers defined by a user specified pointcut, $Pointcut, representing the application as a whole

	From
	$Pointcut

	ElementType
	Classifier

	Body
	

	IteratePointcut
	classifier

	Description
	A classifier from this set that violates the rule

	From
	classifiers

	Constraint
	depthInSet (classifiers) > 6

	end
	


This is sufficient to deal with languages that define a common root class if also we assume any common root class is defined in a package not associated with the application (or the specified pointcut).

8.14.5 Transformations

In general a review of the overall class hierarchy is required to determine whether to accept or reject violations of the six deep rule since it represents only a rule of thumb and tradeoffs related to cohesion and other issues may be involved.

This is the kind of transformation that is difficult to automate, although it should be possible to provide what-if forms of analysis to help the user explore the expected impact of various proposed changes, and to judge whether these are changes worth making.

A more formal specification of the displays and menu items needed to support these changes will be provided when we add tool support for this pattern.

8.14.6 Related patterns

	TBD
	TBD


9 Certification patterns on dynamic resource allocation

The following patterns are concerned with the dynamic allocation of resources in certified software.

9.1 No dynamic allocation after initialization

9.1.1 Intent

Avoid problems with the request of a critical resource that cannot be allocated, e.g. in DO-178B level A applications.

9.1.2 Addresses

[49, Issue 9], Hot, Rank = 4

9.1.3 Applicability

Applies to DO-178B software levels TBD.

9.1.4 Problem

Consider the use of an existing real-time ORB in a level A embedded avionics application. Even if the ORB meets our needs with respect to real-time performance, timing, and footprint, the resource allocation strategies it uses may not allow the system to be certified to level A without extensive modification of the code. Furthermore, the type of modifications required may make the resulting code less flexible and less maintainable for less critical applications. As a result, we may have to either suffer the consequences for all applications, or maintain separate versions of the ORB.

Similar problems arise if we want to use the Java Swing libraries in the development of a level A display application. Here, as with the ORB, we must eliminate unbounded and recursive data structures. Strategies involving the pre-allocation of needed objects during initialization, however, are more difficult to apply since even instances of user defined datatypes (e.g. coordinate values, error reports) are allocated from the heap.

We would like to be able to reuse existing software in a level A application without significantly rewriting it, and without sacrificing abstraction and encapsulation. We want to be able to write level A software without having to sacrifice abstraction and encapsulation, making it an attractive candidate for reuse in less critical applications.

In level A systems, however, it should not be possible to encounter a resource allocation error during normal operation that is not attributable to a related hardware failure. This requires advance knowledge of all resource requirements, permitting either allocation of resources during initialization or proof that sufficient resources are held in reserve to satisfy all execution scenarios that do not involve a related hardware failure.

Consider the allocation of memory. Memory allocation may involve either the stack or the heap. One strategy for satisfying the level A criteria is to:

71. forbid all recursive calls

72. provide sufficient stack space to handle the maximum nesting of calls permitted by the application’s call tree 

73. pre-allocate all objects from the heap during initialization and never deallocate them 

74. forbid references to stack allocated objects by heap allocated objects, and by stack allocated objects in outer stack frames

There are a number of problems with this approach. Unless the software was specifically written to be certified to level A, it most likely will break the rules. Rule 3 is a particular problem. In languages such as Java, where all instances of classes are allocated off the heap, it is difficult to write software that follows this rule without relying heavily on primitive (stack allocatable) types, which leads to a loss of abstraction and lack of encapsulation.

To enforce the rule forbidding recursion, we are interested in all methods that contain calls that may either directly or indirectly involve recursion.  To determine this, we construct a call graph that includes all methods appearing in a user specified pointcut:

	Parameter
	($Pointcut: Collection(ModelElement))

	SelectAllPointcut
	methods

	Description
	The set of all methods in a user specified pointcut, $Pointcut

	From
	$Pointcut

	ElementType
	Method

	Body
	

	View
	callGraph

	Description
	A call graph of these methods

	Type
	CallGraph

	Value
	methods(applyCallGraphAnalysis()

	Body
	

	IteratePointcut
	recursiveMethod

	Description
	For each recursive method in the call graph, …

	From
	callGraph.recursiveMethods()

	end
	

	end
	


To ensure we have sufficient stack space to handle all non-recursive calls, we are interested in the call tree for the start methods of each thread:

	SelectAllPointcut
	threads

	Context
	callGraph

	Description
	The set of all threads in a user specified pointcut, $Pointcut

	From
	$Pointcut

	ElementType
	Thread

	Body
	

	IteratePointcut
	thread

	Description
	A thread from this set

	From
	threads

	Body
	

	SelectPointcut
	startThreadOperations

	Description
	The set of start operations defined by the thread

	From
	thread.operations()

	Constraint
	isSubtypeOf(StartThread)

	CollectPointcut
	startThreadMethods

	Description
	The set of methods that implement these operations

	From
	startThreadOperations

	Expression
	methods()

	View
	callTree

	Description
	The call tree for these methods

	Type
	CallGraph

	Value
	callGraph.callTree(startThreadMethods)

	end
	

	end
	


And in calculating the maximum stack depth from a knowledge of the size of each stack frame in this tree:

Note: We can use the Visitor pattern [58] to walk the tree, marking each node with the size of the stack frame associated with the method.
To ensure we pre-allocate all objects, we are interested in all occurrences of CreateObject that appear within the control flow of the start thread operations of the application:

	SelectAllPointcut
	objectAllocations

	Context
	startThreadOperations

	Description
	The set of all CreateObject actions within the normal control flow of the application

	From
	startThreadOperations(cflow()

	ElementType
	CreateObject


To ensure that heap allocated objects do not contain references to stack allocated objects, and that stack allocated objects do not contain references to objects in outer stack frames, we apply the pattern No dangling pointers to local variables:

	ApplyPattern
	No dangling pointers to local variables

	Description
	Eliminate problems with dangling pointers to deallocated variables on the stack

	Argument
	($Pointcut)


9.1.5 Transformations

This section describes how the user interactively corrects violations of the rules, e.g. given an overall discussion of the problem, a description of the specific rule that was broken, and a display of the elements involved.

It is a simple matter to automatically replace tail recursion with iteration.  Other forms of recursion are more difficult to convert, but can be handled with a combination of automation and user interaction.

Calculation of the maximum stack depth for each thread is straightforward given the absence of recursion and a bounded size for each variable type for a given compiler/processor implementation.

The conversion of the software to a preallocation strategy for heap allocated objects ranges from straightforward to difficult to impossible. The easiest case involves a simple software application with a flat software architecture, where resource needs are known in advance.  In this case the user can reasonably be expected to perform the conversion, given the location of all instances of dynamic allocation after initialization.  Tools can provide assistance by supporting related low level refactorings and other common code transformations.

Given a more typical layered architecture, if resource needs are bounded at the application level, knowledge of these bounds can often be “pushed” into underlying software layers to create specialized versions of the software whose resource needs are likewise bounded.  This may be done either by hand or with tool support.  If the body of software is large, or if adapation for many different types of applications is required, manual conversion is often impractical.  Support for automation using techniques such as “partial evaluation” and refactoring is then necessary.

In cases where the resource needs of the application can be bounded but vary significantly over time, preallocation may not be the best strategy.  Other approaches using pre-sized resource pools may then be more appropriate
.

Finally, in cases where the resource needs at the application level cannot be bounded, preallocation and related strategies (such as the use of pre-sized resource pools) do not apply, and conversion is impossible.

A more formal specification of the displays and menu items needed to support these changes will be provided when we add tool support for this pattern.

9.1.6 Related patterns

	TBD
	TBD


Certification patterns on safe language subsets

The following patterns address the issue of safe modeling language and safe programming language subsets.

9.2 Safety critical formal language subset

9.2.1 Intent

Define a modeling/programming language subset suitable as a base line for safety critical applications, i.e. a subset that makes it practical to apply the types of static analysis called for by DO-178B level A [1], by the ISO High Assurance Ada standard [21], and by SPARK [10].

9.2.2 Addresses

[49, Issue 56], Hot, Rank = 4

9.2.3 Applicability

DO-178B, levels A-D.

9.2.4 Problem

Modeling languages and programming languages typically contain many features that make them difficult to analyze as required by DO-178B level A [1], by the ISO High Assurance Ada standard [21], and by SPARK [10].  Such languages are also often not defined precisely or formally, which also complicates analysis or makes it impossible for anything but a well defined subset.  As a result, even when the software is correct with respect to key properties, we may be unable to demonstrate this, or meet the criteria for its use in a DO-178B certified (or other high assurance) system.

To address this problem, this pattern recommends using the Java Virtual Machine (JVM) [25] or MS-IL (.NET) [23][24] as a baseline model for computation (since both place an emphasis on simplicity and security), then restricting this further in ways inspired by the ISO High Assurance Ada standard and SPARK.  

In many respects the JVM and MS-IL virtual machine standards are similar, as documented by their common mapping to XCIL
.  Both have precise definitions and can be used to effectively define a baseline subset of a number of target languages.

Adopting the JVM as a base line, we are concerned with all actions and predefined types in the XCIL representation that are not based on either the UML Action Semantics or the JVM.  Only actions and primitive types are considered in this regard.  

All structural elements (such as classifiers, components, operations, methods, etc.) defined by UML are permitted so long as they conform to the following restrictions
:

· No multiple implementation inheritance (see pattern for Replacement of multiple implementation inheritance with delegation)

· No side effects in functions, i.e., methods that return a value

· The aliasing of out parameters and (more generally) the aliasing of references that permit write access to the same object via different paths are forbidden.

· All loops must be shown to terminate (Loop termination pattern)

· No explicit gotos (Goto-free execution pattern, i.e., control flow must conform to the control structures defined by the UML Action Semantics)

· Disciplined use of exceptions (user defined exceptions are allowed, but must have handlers as in Java, and must be used in a disciplined manner, e.g.,  as defined by Meyer [62])

· To ensure all predefined exceptions are caught, each thread must provide a top level handler for all predefined exceptions (Pattern for Top level handler for predefined exceptions)

· Compiler generated default operations must be consistent with one another and with the definition of the module in which they appear (Compiler generated operations pattern)

· Implicit type conversions should not result in a loss of data, a loss of precision, or a loss of semantics (Safe type conversion pattern)

· The use of threads must conform to the Ravenscar profile [21]

· Synchronization must be provided for all data accessible to more than one concurrently executing thread (Synchronization pattern) 

· To avoid potential allocation failures at run-time, and to aid static analysis, the dynamic allocation of resources is not permitted after initialization (No dynamic allocation after initialization)

· The use of inheritance and dynamic dispatch requires compliance with the rules for subtyping and LSP (Inheritance with overriding and single dispatch pattern, Method extension pattern, and the Subtyping pattern) 

· The use of multiple interface inheritance requires the resolution of any potential ambiguities (Multiple interface inheritance pattern) 

· Although abstraction and encapsulation are not enforced by the VM standards (class attributes may be public, etc.), they should be the norm for safety critical applications (Class coupling pattern)

· Although not strictly required, the specification of interfaces as contracts is highly recommended (Formal interface pattern)

As noted, many of these restrictions correspond to patterns already defined by the catalog
.  Only the restrictions on side effects in functions, aliasing, and the use of threads do not – although they could be defined as patterns.

Most of the restrictions are inspired by SPARK.  However, we follow the OOTiA guidelines with respect to the use of OO features, and propose that the user be given the flexibility to choose both the baseline (JVM or a combined JVM/MS-IL) and the additional restrictions (by specifying corresponding patterns).  This allows us to define both custom subsets and different subsets for different levels of criticality (such as DO-178B software levels A-D).

For level A applications (such as SEC), we recommend:

· use of the JVM as our baseline,

· application of all the above restrictions

9.2.5 Transformations

Although it is easy to identify the use of features in C++ and other languages that do not map to the baseline subset (the JVM subset of XCIL), it is much more difficult to define all the transformations needed to correct the problems found. In some cases patterns already exist.  These include:

· the Fall through switch case pattern + Fall through case is not permitted by UML Action Semantics

· the Initialization before use pattern - Per the two VM standards, all variables must be initialized before use

In the remaining cases, additional patterns can be defined, or the user can be left to resolve the problems without guidance or tool support.

Our job is considerably easier when it comes to the use of patterns to define additional restrictions.  The transformations are those already defined by these patterns can simply be applied.

9.2.6 References

[25], [23], [24], [68], [21], [10], [15], [16], [3], [18]

9.2.7 Related patterns
	TBD
	TBD


9.2.8 To do

Review the ISO High Assurance Ada standard for additional restrictions.

Add patterns for those restrictions not already defined in this way.

Formalize the problem and transformations associated with the pattern using XPSL.
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To do:

75. Add a short overview of “Essential XPSL”.

76. Discuss the general nature of the user interface as part of this. 

77. Add explanations of the table representations to individual patterns (as an aid to the reader unfamiliar with XPSL).  Related to this, associate comments with all variables introduced by Given and let expressions, and Descriptions with all pointcuts.

78. Add types to the variables introduced by Given and let expressions. 

79. Add types to the pointcut definitions.

80. Make all Given declarations a proper OCL Sequence (with commas as separators, in curly braces). 
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Constructor-invariant rule.  If we have a user defined invariant, we need a user defined constructor


. 


Constructor-initialization rule.  All fields without initial values must be set by a user defined constructor.





Copy constructor rule.  If the class has dynamically allocated components, we need a user defined copy constructor.





Assignment rule.  If the class has dynamically allocated components, we need a user defined assignment operator.





Destructor rule.  If the class has dynamically allocated components, we need a user defined destructor


.


Consistency rule.  If the class has a user overrides the default behavior of its destructor, copy constructor, or assignment operator, then it should override the behavior of all three


.





Simple overriding rule.  An operation may redefine an inherited operation, and a method may implement an operation so long as: changes to its signature do not violate the Liskov Substitution Principle (LSP), and dynamic dispatch is based on the run time types of all input parameters whose types are subtyped.


Specifically, a redefining operation may be made more visible to clients. And a redefining operation or implementing method may be made more restrictive regarding the types of errors it can report to clients (e.g., as exceptions or by setting error return codes).  


Rules regarding changes to the types of parameters depend upon whether the target language supports single or multiple dispatch. Specialized versions of this pattern deal with each case.


Accidental override rule. To ensure that overriding is always intentional rather than accidental, design and code inspections should consider whether locally defined operations/methods are intended to override inherited operations/methods with a matching signature. 


Simple dispatch rule. When an operation is invoked on an object, a method associated with the operation in its run time class should be executed.  This rule applies to all calls except explicit calls to superclass methods, which should be addressed as described in the pattern on Method extension. 


Complete initialization rule. The constructor should initialize all fields to values consistent with the class invariant.


Initialization dispatch rule. Overridden methods should not be called during the initialization (construction) of an object. 


Dispatch time rule. All dispatch times should be bounded and deterministic.


Object code traceability rule. Where concerns about source code to object code traceability and timing analysis dictate, the compiler vendor may be asked to provide evidence of deterministic, bounded mapping of the dispatched call. If the evidence is not available from the compiler vendor, it may be necessary to examine the structure of the compiler-generated code and data structures (e.g., method tables) at the point of call.





Simple overriding rule.  An operation may override an inherited operation or a method may implement an operation by supertyping its input parameters, or subtyping its return type or the types of output parameters.


The types of parameters that represent both inputs and outputs must remain unchanged (invariant). 


No other form of overriding should be allowed for languages supporting only single dispatch.





Minimum compatibility rule.  At a minimum, superclass/subclass compatibility should be verified with respect to all classes involved in the polymorphic assignment of different subclass instances to the same variable or parameter during the execution of the system.


LSP compliance rule.. Any approach used to verify superclass/subclass compatibility should be consistent with the principles of behavioral subtyping defined by Liskov and Wing � REF _Ref493672071 \r \h � \* MERGEFORMAT �[64�].





Redefined precondition rule. The precondition for an overriding client operation must be weaker than or the same as the preconditions of the operations it overrides (redefines). 


Redefined postcondition rule. The postcondition for an overriding client operation must be stronger than or the same as the postconditions of the operations it overrides (redefines). 


Implementing precondition rule. The precondition for an implementing method must be weaker than or the same as the precondition of the operation its implements.


Implementing postcondition rule. The postcondition for an implementing method must be stronger than or the same as the postcondition of the operation it implements.


Subtype invariant rule. The invariant for a subtype must be stronger than or the same as each of the invariants of its supertypes.





Inherited test case rule.  Every test case appearing in the set of test cases associated with a class should appear in the set of test cases associated with each of its subclasses.


Separate context rule. If dynamic dispatch is involved in the execution of a method, the method should be separately tested in the context of every concrete class in which it appears, irrespective of whether it is defined by the class or inherited by it. An exception is made for simple get and set methods that only assign a value to, or return the value of an attribute or association.  Such methods need only be tested once, in the context of the defining class.





“At a minimum, every polymorphic reference, and every possible resolution for each set of identical polymorphic references should be executed.  This is equivalent to executing every polymorphic call in the source code and covering every method table entry in the object code” [OOTiA Handbook, version 1_6, p. 87].





Method extension rule: When extending the functionality of an inherited method, the subclass method should explicitly call the superclass version of the same method.








Client data abstraction rule. 


Clients should access the data representation of the class only through its public operations.


All attributes should be hidden (private or protected), and all strategies associated with the choice of data representation should be abstracted by its set of public operations.


Invariant rule. The invariant for the class should be:


a part of the postcondition of every class constructor,


a part of the precondition of the class destructor (if any),


a part of the precondition and postcondition of every other publicly accessible operation.


As a result, clients should be able to influence the value of the invariant only through execution of these operations.





Subclass data abstraction rule.


A subclass should access the data representation of its superclass only through the superclass’ public and protected operations. 


All fields should be hidden (private), and all strategies associated with the choice of data representation should be abstracted by its set of public and protected operations. 





Six deep rule. Any class hierarchy with a depth greater than six warrants a careful review that specifically addresses the above issues and weighs this against the need to isolate various proposed changes.  When extending an existing framework, depth should be measured from the point at which the framework is first subclassed.  When developing an application specific class hierarchy, depth should be measured from the root.  In languages in which all classes implicitly inherit from a common root class, this class should not be included in the count.
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Repeated interface inheritance rule. When the same operation declaration is inherited by an interface via more than one path through the interface hierarchy without explicit redefinition or renaming, this should result in a single operation in the subinterface.


Interface redefinition rule. When a subinterface inherits different definitions of the same operation (as a result of redefinition along separate paths), the definitions must be combined by explicitly defining an operation in the subinterface that follows the simple overriding rule of the Inheritance with overriding pattern with respect to each parent interface.


Independent interface definition rule. When more than one parent independently defines an operation with the same signature, the user must explicitly specify whether they represent the same operation or whether this represents an error. If the operations are not intended to be the same, one of them should be renamed.  If the operations are intended to be the same, any pre- and post- conditions should also be the same.


Compile time constant rule. All of the above rules apply to compile time constants as well as operations. Constants whose value involves run-time computation should not be permitted in interfaces.
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� Ideally it should also be possible to view either the original source code, or a human readable representation of the underlying XCIL.


� 


� Without depending upon the overflow semantics of the numeric type.


� Without depending upon the overflow semantics of the numeric type.


� Without depending upon the overflow semantics of the numeric type.


� In C++, typedefs and naming conventions (e.g., int4) could be used. The definition of a user defined class, however, is generally preferable.


� Since it is still possible to indefinitely ‘hold’ references to objects that are no longer needed, leading to ‘memory leaks’.


� Where the same class may be associated with both shared and unshared variables, we may choose to create two versions of the class, one that imposes the necessary overhead for synchronization, the other that does not.


� In particular, clients have no reason to expect that a given field has a specific constant value unless the invariant makes this promise.


� A few, such as Eiffel, do not.


� Taking this one step further, we can perform a flow analysis, to determine which subclasses may have been assigned to the target at each point of call.


� Since errors, when caught early, may cost an order of magnitude or less to fix.


� Weakening the precondition makes it valid to call an operation with additional inputs or input combinations.  Consider the operation f(p: Integer) pre p ( 0.  If we weaken the precondition to give us f(p: Integer) pre p ( 0., then the implementation must handle the additional case in which p is zero.


� The calculation of the sizes for these pools involves an analysis similar in concept to the sizing of the stack based on maximum stack depth.  Typically, however, this requires information similar to that needed for a rate-monotonic scheduling analysis – information that is best specified at a modeling level, and is often difficult to extract from the code.


� The JVM and MS-IL instruction sets are so close that the JVM can almost be considered to be a restricted subset of MS-IL.  As a result, both map to many of the same definitions in XCIL, as documented in the XCIL Reference.


� Structural elements and data types not defined by UML (such as union and pointer – rather than reference) are not permitted.


� Patterns need not be included in this list if use of the JVM or MS-IL base line eliminates the problems they address.
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